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Abstract 
The increasing integration of artificial intelligence (AI) into digital commerce has 
introduced a new challenge for online platforms: how to communicate the AI origin of 
generated content without undermining consumer trust. This study investigated how 
the presence of an AI-generation disclosure label on a hotel review summary affects 
consumer trust, and whether this effect is moderated by consumers’ prior attitudes 
toward AI. The study employed a between-subjects experimental design (N = 227) in 
which participants were randomly assigned to view either a control version showing 
two individual guest reviews under a standard “Reviews” section, or an AI-labelled 
version showing a synthesized review summary labelled “AI-Generated Summary.” 
Prior to exposure, participants completed an 8-item AI attitude scale. Trust was 
measured using a 10-item Likert-based scale. Data were analysed using independent 
samples t-tests and two-way ANOVA. One expert interview complemented the 
experimental data. 

 

The results showed no significant main effect of the AI disclosure label on trust (d = 
0.13, p = .334). However, prior AI attitude had a large main effect (η² = .168, p < 
.001), with positive-attitude participants trusting summaries significantly more than 
negative-attitude participants regardless of labelling. The interaction was not 
statistically significant, though directional patterns and correlation analyses (r = .572 
under disclosure vs. r = .419 under control) suggested that disclosure heightens the 
salience of prior attitudes. 

 

The findings contribute to the literature on AI transparency and consumer behaviour, 
suggesting that mandatory AI disclosure may be less harmful than previously thought 
for AI-familiar populations, and that individual attitudes toward AI are a stronger 
predictor of trust than the presence of a disclosure label. 

 

Keywords: AI disclosure, consumer trust, review summaries, prior AI attitudes, 
transparency, hotel booking, between-subjects experiment, e-commerce 
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1​ Introduction 
Digital platforms have greatly changed how consumers get and use information about 
products and services. Online reviews have become a main way for consumers to 
judge quality and make purchase decisions. They often replace direct experience and 
personal recommendations (Filieri, 2015). However, the landscape of review content 
is changing once again in recent years: Instead of reading many individual reviews, 
consumers now often see AI-generated summaries. These summaries combine 
hundreds of opinions into one short paragraph. They are created by large language 
models. They now appear on many platforms, such as hotel booking websites and 
large online stores(Booking.com, 2024). 

 

This shift creates a new situation between consumer trust and review content. For 
many years, studies have shown that trust in online reviews depends on review 
number, review tone, and source credibility (Filieri, 2015). Now, AI creates the 
summaries. Because of this, the source of information is different. As a result, the way 
consumers decide to trust the content may also change. So, whether telling users that 
AI is involved increases trust or decreases it, and whether this effect is different for 
different people, is now an important issue for platform designers, regulators, and 
researchers. 

 

This chapter provides the background and motivation for the study. The problem is 
articulated in Section 1.1, followed by the purpose and research questions in Section 
1.2. Section 1.3 describes the scope and limitations of the study, and Section 1.4 
describes the disposition of the remainder of this report. 

 

 

1.1​ Problem statement 
Trust is the foundation of the online review system. Consumers who trust review 
content are more likely to use it, be influenced by it, and make purchase decisions 
based on it. Research shows that perceived credibility is very important. It includes 
both trustworthiness and competence of the source (Filieri, 2015). When credibility is 
weakened, the value of the review system collapses. 

The increasing use of AI in review summaries creates new problems for credibility. 
On one side, AI summaries have clear benefits. They are fast, easy to scale, and less 
affected by personal bias. On the other side, they are created by machines. Their 
processes are not clear. They also do not show that a real person wrote them. Because 
of this, they lack personal experience signals. When consumers see an AI-generated 
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summary, they may think about whether AI is accurate, neutral, or easy to manipulate. 
They may also think AI lacks real experience. These concerns are different from those 
in traditional reviews. 

Previous studies on AI disclosure give useful information, but they are not complete. 
Hancock et al. (2020) found that when people know content is made by AI, they trust 
it less. Other studies on review summaries show similar results. AI labels reduce 
credibility, especially when the content is emotional. So, content type and tone affect 
how people react. However, personal factors are still not well studied. In particular, 
people’s attitudes toward AI before reading the summary are not well understood. 

This is an important research gap. People have very different views about AI. Some 
people think AI is accurate, efficient, and objective. For them, an “AI-generated” 
label may be a positive signal. Other people feel worried or doubtful about AI. For 
them, the same label may reduce trust. If attitudes really change the effect of 
disclosure, then using one single policy for everyone may not work well. It may even 
have negative effects on some users. 

 

Research on algorithm transparency shows more complexity. Chromik et al. (2019) 
found that transparency does not always increase trust. The effect depends on whether 
users understand the system. When users are confused, transparency helps. When 
transparency shows mistakes or conflicts with beliefs, it hurts trust. This means the 
link between disclosure and trust is not simple. Personal factors, such as experience 
and attitudes toward AI, are likely to matter. 

Even with these studies, an important gap remains. No research has directly tested 
whether people’s attitudes toward AI change how disclosure affects trust in hotel 
review summaries. This study fills this gap. It uses an experiment and measures 
attitudes before exposure. In this way, it tests both the main effect of disclosure and 
the moderating effect of attitudes. 

 

1.2​ Purpose and research questions 

Based on the problem above, AI disclosure can strongly influence consumer trust. At 
the same time, this influence may differ between people. Existing studies have not 
tested this interaction in service review summaries. For this reason, the purpose of this 
study is: 
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To examine how the presence of an AI-generated disclosure label on a 
hotel review summary affects consumer trust, and to determine whether 
this effect is moderated by consumers’ prior attitudes toward AI. 

The first research question RQ1 is treated as an open empirical question because prior 
studies often show a “transparency penalty,” but expectation violation theory suggests 
that on platforms where AI involvement is expected, disclosure may have no negative 
effect. 

[RQ1] Does the presence of an “AI-Generated” label on a hotel review 
summary significantly affect consumer trust compared to an unlabelled 
version? 

The second research question focuses on individual differences. It examines whether 
people with different attitudes react differently to the label. This is the central 
moderation hypothesis of the study, and it carries direct implications for platform 
disclosure strategies: 

[RQ2] Does consumers’ prior attitude toward AI moderate the effect of 
AI-generation disclosure on trust in a hotel review summary? 

Together, these questions test both the direct effect of disclosure and the role of 
personal attitudes, addressing the identified gap in the existing literature. 

 

 

1.3​ Scope and limitations 
The study looks only at hotel review summaries shown in a mobile hotel booking app. 
The results should not be applied to other product types, other AI content, or people 
outside the sample. The experiment checks if a single text label is there or not. It does 
not look at design, label place, or detailed disclosures. The study used a convenience 
sample, not a random sample. The study uses numbers for analysis and also includes 
one interview with a practitioner for extra context. 

 

1.4​ Disposition 
The remainder of this report is organized as follow. Chapter 2 shows the theoretical 
framework in four areas: consumer trust in online reviews, AI disclosure and the 
transparency problem, algorithmic transparency and expectation violation theory, and 
prior attitudes toward AI as a factor that changes the effect. Chapter 3 explains the 
method. It covers the experimental design, stimulus materials, measurement tools, 
pilot testing, and analysis method. Chapter 4 shows the results of the t-test and 
two-way ANOVA used to answer RQ1 and RQ2. Chapter 5 talks about the findings 
and how they relate to the theory. It also points out the limits of the method and 
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practical uses. Chapter 6 gives the conclusions and shows ideas for more research. At 
the end, there are references and appendices. 
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2​ Theoretical framework 
This chapter shows and examines the theoretical and empirical basis of the study. The 
framework is built around four connected areas of literature. Each area adds a separate 
layer to the conceptual model: (1) consumer trust in online reviews, (2) AI disclosure 
and the transparency dilemma, (3) algorithmic transparency and expectation violation, 
and (4) prior attitudes toward AI as a moderating variable. When theories and findings 
differ or support each other, this is explained clearly. These differences guide the 
design choices of this study. 

2.1 Consumer Trust in Online Reviews 

Consumer trust in online reviews has been extensively studied as a factor in purchase 
intention and decision quality. Reviews act as electronic word-of-mouth (eWOM). 
They give social proof of product or service quality to consumers who have no direct 
experience. Filieri (2015) says perceived credibility is the main way review content 
affects consumer behavior. Credibility is how much a source seems trustworthy and 
competent. It is not in the content itself. People decide it based on clues about the 
source, the content’s quality, and the platform. 

An important and often overlooked dimension of trust in review content concerns how 
information is presented rather than what it says.  

 Rakow et al. (2008) showed in experiments on decision-making that showing 
summary information worked better than showing individual data points one by one. 
78.4% of participants chose the best product with a summary, while only 65.5% did so 
with sequential data. This study looked at numbers, not text, but the main point is the 
same: the way information is shown affects decision quality and confidence in the 
source. As AI-generated summaries become normal on many platforms, it is 
important to understand how people see the legitimacy of AI summaries and how this 
affects trust.  

Trust can also be understood using source credibility theory (Hovland et al., 1953). 
The theory says credibility has two main parts: expertise (how skilled the source is) 
and trustworthiness (how honest and well-meaning the source is). For AI-generated 
summaries, expertise is whether AI is seen as able to correctly summarize reviews. 
Trustworthiness is whether AI is seen as neutral and not biased. Showing that content 
is AI-generated can affect both parts, and it may do this in different ways depending 
on what consumers already believe about AI. 

2.2 AI Disclosure and the Transparency Dilemma 

Research has looked at what happens to trust and credibility when people know 
content is made by AI. The common finding is a 'transparency penalty': telling people 
AI made the content lowers trust in many but not all contexts.  

Hancock et al. (2020) showed this in 13 experiments. AI authorship led to lower trust 
compared to human authors, even if the content quality was the same. This happened 
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for different types of content and different participants. This shows it is a strong 
psychological reaction, not a specific situation. 

Other studies looked at AI disclosure in review summaries. They found four main 
points. First, AI disclosure  reduced trust in the review summary content. Second, this 
effect was stronger for emotionally framed content than for rational, informational 
content – suggesting that when content is perceived as requiring empathy or lived 
experience, attributing it to AI is particularly damaging to credibility. Third, how the 
summary is shown visually does not change trust. Fourth, age does not matter; all 
groups reacted similarly. But these studies did not check if people’s attitudes toward 
AI make a difference. 

It is important to note that the transparency penalty in these studies happened when 
consumers probably did not expect content to be made by AI. As explained in Section 
2.3, the effect of disclosure is not always negative. It depends on what consumers 
already expect from the source. On hotel booking platforms in 2025, many consumers 
may already think that review summaries are made by algorithms. If that is true, an 
“AI-Generated” label may only confirm what they already think. It may not reduce 
trust. It could even remove the transparency penalty. Whether most hotel booking 
consumers have this assumption is a question to study. The current study will look at 
this. For RQ1, the effect is open. The label may reduce trust, have no effect, or in 
some consumer groups, increase trust. 

From a platform and policy view, the transparency problem is important. Some 
researchers and regulators want mandatory “AI-generated” labels. They say people 
have the right to know where information comes from  (Eissa, 2025). This supports 
the study idea: the label is an important factor that affects trust. At the same time, if 
showing the label always lowers trust, platforms face a hard choice between being 
clear and keeping their AI useful. 

2.3 Algorithmic Transparency and Expectation Violation Theory 

Not all studies show that transparency lowers trust. Chromik et al. (2019) studied 
algorithm transparency and found its effect depends on what users expect. They used 
the idea of “expectation violation.” When people have a wrong idea of how AI works, 
transparency can fix their understanding and restore trust. When people already have 
the right idea, transparency can hurt trust by showing mistakes or contradicting what 
they expected. 

This framework is important for this study because it suggests that the effect of AI 
label is not always negative. It may be positive or negative depending on what people 
thought before. If someone thought a summary was made by a human and trusted it, 
seeing “AI-generated” may lower trust. If someone already thought the summary 
could be AI-made, the label just matches expectations and may not change trust or 
may even increase it. 

Chromik et al. (2019) also suggested “progressive disclosure”: let users see more 
details if they want, instead of showing everything at once. This is not tested here, 
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because the study keeps the label format the same. It still helps explain why 
transparency effects are different for different people. 

Expectation violation theory shows how prior AI attitudes can change the effect of 
disclosure on trust. People with positive AI attitudes usually understand AI better, so 
the label does not hurt trust much. In contrast, people with negative or unsure AI 
attitudes may understand AI less, so the label lowers trust more. For them, seeing the 
label “AI-generated” may create a stronger expectation violation, which can disrupt 
how they evaluate trust. This helps explain why prior attitudes toward AI matter. 
People with more positive attitudes may be less affected by the label because it aligns 
with their expectations, while those with negative or uncertain attitudes may 
experience a larger drop in trust. This idea directly leads to research question 2 (RQ2): 
does prior AI attitude moderate the effect of disclosure on trust? 

 

2.4 Prior Attitudes Toward AI as a Moderating Variable 

People’s attitudes toward technology affect how they use it. Davis (1989) Technology 
Acceptance Model says usefulness and ease of use predict adoption. Later studies 
added feelings and attitudes like anxiety, trust, and innovation (Venkatesh et al., 
2003). AI attitudes are different from general tech attitudes because AI is 
autonomous, not always clear, and can make errors or be biased(Glikson & 
Woolley, 2020). 

In this study, prior AI attitude means how a person feels about AI before seeing any 
AI content. People with positive AI attitudes think of AI as efficient, fair, and 
innovative. They may see AI-generated content as a sign of quality. People with 
negative AI attitudes see AI as risky, unreliable, or less human. They may see AI 
content as a threat to credibility. 

These differences explain why AI label may have different effects. A person with 
positive AI attitude may see “AI-generated” and trust the content the same or more. A 
person with negative AI attitude may see the label and trust the content less. The 
result is that the label lowers trust for AI-skeptical people but not much for 
AI-positive people. 

 

3​ Method and implementation 
This chapter explains how the study was conducted, what choices are made, why they 
are made, and how the whole is put together. The goal is to be transparent enough that 
someone else could read it and replicate the study or at least judge whether the results 
can be trusted. 
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3.1​ Data Collection 

3.1.1​ Research Design  
The research question at the heart of this study is a cause-and-effect question:does 
putting an “AI-Generated” label on a review summary actually change how much 
people trust it? To answer that kind of question, an experiment makes the most sense. 
If we just survey people and ask how they feel about AI labels, we get opinions, but 
we have no way of knowing whether the label itself is doing anything. Running a 
controlled experiment, where everything stays the same except the one thing we are 
testing, is what makes it possible to say something meaningful about cause and effect. 

 

The design used here is a 2x2 between subjects factorial experiment. That might 
sound complicated, but the logic is straightforward. There are two factors being 
studied at the same time: whether the AI label is shown or not, and whether the 
participant tends to be positive or negative about AI in general. Combining these two 
factors creates four groups, AI-positive people who saw the label, AI-positive people 
who did not. Each group has approximately 50-66  participants per group, giving a 
total of 227. 

The reason for using a between-subjects design, where each person only sees one 
version is to avoid the awkwardness of showing someone both versions. If a 
participant saw the summary with the label and then immediately without it, they 
would probably start comparing them rather than reacting naturally,which would skew 
the results. 

 

3.1.2​ Stimulus Materials Measures 
The experimental stimulus was a realistic mobile hotel booking page created in 
Figma. To manipulate AI disclosure in an ecologically valid manner, the two 
conditions presented different content representations: 

Version A (Control Condition):As shown in Figure 1, this page displayed two 
individual guest reviews in “review” section: 

●​ Review 1 (Kim Jennie, rating 4.5): "Amazing! The room is good than the 
picture. Thanks for amazing experience!" 

●​ Review 2 (John Glenn, rating 5): "The service is on point, and I really like the 
facilities. Good job!" 

This condition represented the baseline: consumers viewing individual guest reviews 
without any AI involvement disclosure. 
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Figure 1. Mobile hotel booking interface displaying individual guest 
reviews (control condition). 

Version B (AI-Labelled Condition): As shown in Figure 2, this page displayed an 
AI-synthesized summary with the label "AI-Generated Summary" above it: "Guests 
generally report a positive experience, highlighting both the quality of the rooms and 
the overall service. One review notes that the room exceeded expectations compared 
to the photos, contributing to a satisfying stay. Another emphasises attentive service 
and well-maintained facilities, reflecting strong operational standards. Overall, 
feedback suggests the hotel delivers reliable comfort and service, with only minor 
room for refinement in presentation accuracy." 

The AI-generated summary was made using ChatGPT to combine the two guest 
reviews, so it feels real. The AI label shows real AI-made content and matches what 
people see on hotel booking platforms. Based on pilot test feedback (see Section 3.4), 
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the summary was changed to third-person instead of first-person, so it looks more 
professional and reduces confusion. 

 

 

 

 

Figure 2. Mobile hotel booking interface displaying an AI-generated 
review summary with disclosure label (AI-Labelled Condition). 

 

3.1.3​ Measures 
Data is collected through an online survey. Participants are 227 Swedish adults who 
shop online regularly, recruited through convenience sampling. This is not a random 
sample of the entire Swedish population, which is worth being honest about, but for 
an experiment like this, where the goal is to test whether a relationship exists rather 
than to describe the whole population, convenience sampling is widely accepted and 
commonly used. 

11 



 

The survey is structured in two parts. Before anything else, participants answer eight 
short questions about how they generally feel about AI, things like whether they find 
AI reliable or whether they think AI makes life better. These items are adapted from 
the General Attitudes towards Artificial Intelligence Scale (GAAIS; Schepman & 
Rodway, 2023). Each answer uses a 7-point scale from strongly disagree to strongly 
agree. One item (“Organisations use Artificial Intelligence unethically”) is 
reverse-scored. The average of all eight answers becomes the participant’s AI attitude 
score. This is done before showing the product page on purpose, so that their attitude 
score is not affected by what they see later. Based on this score, participants are 
classified as high AI attitude if their average score was ≥ 4.0 (n = 125) or low AI 
attitude if their average score was < 4.0 (n = 102). This threshold classification 
reflects the scale midpoint, with scores at or above the midpoint indicating generally 
positive attitudes toward AI, and scores below indicating skepticism. 

After seeing the product page, participants answer ten questions about how much they 
trust the review summary. These questions cover things like whether the summary 
feels honest, whether it seems accurate, and whether they would actually use it to 
decide on a purchase. The items come from prior research on trust and information 
adoption (Cheung et al., 2008; Sussman & Siegal, 2003). They are grouped into three 
parts: trust and credibility (4 items), usefulness and confidence (3 items), and 
perceived accuracy (3 items). Each answer uses a 7-point scale, and the average of all 
ten answers becomes the participant’s trust score. Using a multi-item scale like this, 
rather than just asking “do you trust this? yes or no”, gives a more detailed and 
reliable picture of something as complex as trust. 

To make sure the wording stays natural in each condition, small changes were made 
after the pilot test. In the user review condition, items refer to “these reviews”, while 
in the AI-generated summary condition, they refer to “this summary”. This helps keep 
the meaning the same while matching what participants actually see. 

Within each attitudinal group, participants are randomly assigned to either the label or 
the no-label condition. Random assignment is one of the most important features of an 
experiment. It means that any differences between groups at the end cannot be 
explained by the groups being different people to begin with. 

To complement the experimental data, one semi-structured interview will be 
conducted with a digital media professional with experience in AI content disclosure. 
The interview explores practitioner perspectives on how AI-generated content is 
currently labelled and communicated to consumers in real-world platform contexts. 
The interview will be conducted online, audio-recorded with consent, and analysed 
thematically to provide context for interpreting the experimental findings 
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3.1.4​ Measures Pilot Testing 

Before full data collection, the survey was tested with three pilot participants to find 
problems with use and understanding. Two main changes were made.  

First, the trust scale items in Version A were changed to use “these reviews” instead 
of “this review summary,” so the questions match across conditions and are easier to 
understand.  

Second, the AI-generated summary in Version B was revised to improve clarity. Pilot 
participants found it confusing that the “AI-generated summary” was based on only 
two separate reviews and used first-person language, which sounded unprofessional. 
Instead of showing individual reviews under the label, the condition now presents a 
single, coherent AI-generated summary (created using ChatGPT). The revised version 
uses consistent third-person language, making it clearer and more realistic. 

 

3.2​ Data analysis 

To address RQ1 directly, an independent samples t-test was first used to compare 
mean trust scores between the control (Version A) and AI-labelled (Version B) 
conditions, collapsing across AI attitude groups. Effect size was reported as Cohen’s 
d. This provides a clean test of the main effect of disclosure on trust.  

For RQ2, a two-way Analysis of Variance (ANOVA) was used with disclosure 
condition and AI attitude group as the two between-subjects factors, and Trust Mean 
as the dependent variable. The interaction term was the primary test of moderation. 
Pearson correlations between AI attitude score and trust score were additionally 
computed within each condition to examine how the attitude-trust relationship differs 
as a function of disclosure. 

This study changes the disclosure label as the main independent variable. The two 
conditions also show different content forms — individual reviews and a synthesized  
summary. This is because it matches how AI disclosure works on hotel booking 
platforms. The control condition (individual reviews) shows the experience without 
AI. The treatment condition (AI-generated summary) shows the experience with AI. 
This design choice was based on ecological validity and pilot feedback. The pilot 
showed that this setup is more real and closer to how people see AI content in online 
shopping. 
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3.3​ Validity and reliability 
Validity is about whether the experiment actually measures what it claims to measure. 
The biggest threat here would be if something other than the label was driving 
differences in trust. This was controlled for by keeping the product page identical 
across groups, randomly assigning participants to conditions, and using a 
between-subjects design that prevents participants from second-guessing themselves. 
If trust scores differ between the label and no-label groups, the design makes it 
difficult to blame anything other than the label. 

Construct validity is about whether the scales are actually measuring trust and AI 
attitude, rather than something else entirely. Both scales are developed based on 
established items from the consumer behaviour literature and cover multiple 
dimensions of each construct.  

How far the findings can be generalised is the area where this study is more limited. 
The sample is not fully representative of all Swedish online shoppers, and only one 
product category was used. This means the results should be treated as a starting point 
rather than a definitive answer. That said, establishing whether the effect exists at all 
is a necessary first step before testing it across wider populations and contexts. 

Reliability means that if someone else ran the same study, they should get similar 
results. To support that, the procedure, the scales, and the analytical approach are 
described in enough detail here that replication would be possible. The controlled, 
standardised nature of the experiment also helps. There is little room for the 
researcher's own judgement to influence what participants see or how the data is 
scored. 

 

 

3.4​ Considerations 
A few ethical considerations are worth addressing. Participation in the survey is 
entirely voluntary, and participants are told upfront that the data would be used for 
academic research. No sensitive personal information is collected, and all data 
handling follows GDPR requirements. The product page shown to participants is 
simulated, participants are not told it is a real Sony page, but this kind of mild 
deception is standard in experimental consumer research and does not involve any 
meaningful harm. Participants would not have reacted naturally to a review summary 
if they had been told beforehand that it was fake and part of an experiment. 

On a broader level, this study is relevant to a real and ongoing debate. The EU AI Act 
is pushing companies to be more transparent about their use of AI, but transparency 
alone does not automatically mean better outcomes for consumers. If disclosure 
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increases distrust for a significant part of the population, that is something 
policymakers and companies genuinely need to know. This study tries to provide that 
kind of concrete, usable insight, not just confirming that disclosure has an effect, but 
showing who it affects and in which direction. 

There are no significant environmental considerations for this study. Data collection is 
fully digital, and no physical materials or resources were used beyond standard 
computing equipment.  
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4​ Results 
4.1  Sample Characteristics 

A total of 227 participants completed the survey with valid data on both pre- and 
post-exposure measures and confirmed they had read the stimulus material. 
Participants were classified based on their AI Attitude Scale scores: high AI attitude 
(n = 125) if their average score was ≥ 4.0 (the scale midpoint), or low AI attitude (n = 
102) if their average score was < 4.0. participants with above-midpoint scores hold 
generally positive views of AI, while those with below-midpoint scores express 
skepticism. 

The sample spanned a wide age range, with a predominance of younger adults 
consistent with a convenience sample recruited via social networks and university 
contacts. Gender distribution was mixed, including male, female, non-binary, and 
participants who preferred not to state their gender. The majority of participants 
reported reading online reviews before booking hotels usually or always, indicating 
that the task was ecologically meaningful for the sample. 

4.2  Descriptive Statistics 

Table 1 presents mean trust scores and standard deviations for all four experimental 
cells and marginal means. 

Group n M (Trust) SD 

Version A + High AI attitude (control) 66 4.74 1.11 

Version A + Low AI attitude (control) 50 3.77 1.57 

Version B + High AI attitude 
(AI-labelled) 

59 4.78 1.06 

Version B + Low AI attitude 
(AI-labelled) 

52 3.45 1.40 

Version A overall (control) 116 4.34 1.40 

Version B overall (AI-labelled) 111 4.15 1.39 

High AI attitude (all) 125 4.76 1.08 

Low AI attitude (all) 102 3.61 1.49 
Table 1. Descriptive statistics for trust scores by experimental condition and AI attitude group. 

4.3  RQ1: Main Effect of AI Disclosure Label 

An independent samples t-test compared trust scores between the control condition 
(Version A, M = 4.34, SD = 1.40, n = 116) and the AI-labelled condition (Version B, 
M = 4.15, SD = 1.39, n = 111). The difference was not statistically significant: 

t(210.2) = 0.97, p = .334, Cohen's d = 0.13 
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The mean difference was 0.19 points on the 7-point scale, in the direction of lower 
trust for the AI-labelled condition, but the effect size was small (d = 0.13) and did not 
approach conventional significance thresholds. 

Answer to RQ1: The presence of the 'AI-Generated Summary' label did not produce a 
statistically significant reduction in consumer trust relative to the control label. The 
observed trend (0.19-point difference in the expected direction) is consistent with a 
weak transparency penalty, but the evidence does not support a firm conclusion of a 
main effect. 

 

4.4  RQ2: Moderation by Prior AI Attitude 

A two-way ANOVA examined the main effects of disclosure conditions and AI 
attitude groups, and their interaction, on trust scores. 

Source F df η² Interpretation 

Disclosure condition (A vs B) 1.12 1, 223 .004 Not significant 

AI attitude group (High vs Low) 42.93 1, 223 .168 Significant  

Condition × AI attitude 
(Interaction) 

1.18 1, 223 .005 Not significant 

Table 2. Two-way ANOVA results. 

The main effect of AI attitude group was substantial and statistically significant, F(1, 
223) = 42.93, p < .001, η² = .168, indicating that high-AI-attitude participants reported 
notably higher trust than low-AI-attitude participants across both conditions (M = 
4.76 vs. M = 3.61, a difference of 1.15 points). 

The interaction between disclosure condition and AI attitude group was not 
statistically significant, F(1, 223) = 1.18, p = .278, η² = .005. However, the pattern of 
cell means is consistent with the expected moderation in direction: 

●​ High AI attitude participants: trust was virtually identical across conditions 
(Version A M = 4.74; Version B M = 4.78; Δ = −0.04), suggesting the AI label 
had no meaningful effect on this group. 

●​ Low AI attitude participants: trust was somewhat lower in the AI-labelled 
condition (Version A M = 3.77; Version B M = 3.45; Δ = 0.32), suggesting a 
modest trust reduction when the label was shown to AI-sceptical consumers. 

 

4.5  Supplementary Correlation Analysis 

To further examine how the attitude-trust relationship varies across disclosure 
conditions, Pearson correlations between AI Attitude score (continuous) and Trust 
score were computed within each condition: 

●​ Version A (control): r = .419, n = 116 
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●​ Version B (AI-labelled): r = .572, n = 111 

The correlation between prior AI attitude and trust was substantially stronger under 
AI disclosure than without it. This indicates that, when the AI label is present, prior 
attitudes toward AI become a more salient determinant of trust — consistent with the 
moderation hypothesis even in the absence of a statistically significant interaction in 
the ANOVA. 

4.6  Summary of Findings 

1.​ No statistically significant main effect of AI disclosure was found (d = 0.13, p 
= .334). The presence of the 'AI-Generated Summary' label did not 
significantly reduce trust relative to the control. 

2.​ A large and significant main effect of prior AI attitude was found (η² = .168). 
High-AI-attitude consumers trusted the review summary considerably more 
than low-AI-attitude consumers, regardless of disclosure condition. 

3.​ The interaction between disclosure and AI attitude was not statistically 
significant, but the directional pattern is consistent with the moderation 
hypothesis: high-attitude consumers showed negligible trust change across 
conditions (Δ = −0.04), while low-attitude consumers showed greater trust 
reduction under disclosure (Δ = 0.32). 

4.​ The correlation between AI attitude and trust was stronger under disclosure (r 
= .572) than without it (r = .419), suggesting that disclosing AI origin 
heightens the salience of pre-existing AI attitudes in shaping trust judgements. 

 

4.7 Expert Perspectives on AI Disclosure 

To complement the experimental findings, a semi-structured interview was conducted 
with a senior digital marketing strategist working with AI-assisted content systems in 
the hospitality sector. The interview provided practical insights into how AI disclosure 
is currently perceived in commercial environments. 

The expert explained that many booking platforms increasingly rely on AI-generated 
summaries because consumers rarely read large volumes of individual reviews 
nowadays “Users today expect convenience. They are not pationts, Most consumers 
do not want to scroll through hundreds of reviews. AI summaries help reduce 
information overload and speed up decision-making.” 

However, the expert also noted that transparency remains a  very sensitive issue: 

“There is still uncertainty around how explicit platforms should be about AI 
involvement. We do not know yet, Some companies worry that strong AI labels may 
unintentionally reduce credibility, even when the summaries are accurate.” 

The interview further suggested that younger consumers appear significantly more 
comfortable with AI-generated content than older demographics: 
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“Digital-native users are generally less surprised by AI-generated recommendations. 
In many cases, they already assume algorithms are involved behind the scenes.” 

This observation aligns with expectation violation theory and may help explain why 
the present study did not find a strong transparency penalty overall. The expert also 
emphasised that trust depends heavily on implementation quality rather than 
disclosure alone: 

“Consumers care less about whether AI is used and more about whether the 
information feels reliable, useful, and authentic.” 

Finally, the expert suggested that future platforms may move toward layered 
transparency systems: 

“Instead of showing a large AI warning immediately, platforms may adopt progressive 
disclosure where users can click to learn how summaries are generated if they want 
more information.” 

These practitioner insights support the quantitative findings by suggesting that 
consumer familiarity with AI may reduce negative reactions to disclosure labels over 
time. 

 

5​ Discussion 

5.1​ Result discussion 

The purpose of this study was to see if the 'AI-Generated Summary' label on a Hotel 
booking page changes consumer trust and if this effect depends on consumers' 
previous attitudes toward AI. The findings show a mixed picture that does not fully 
support or fully reject previous studies. 

RQ1: The absence of a significant transparency penalty 

Unlike studies that show a clear transparency penalty (Hancock et al., 2020; Lee & 
Song, 2020), the AI label in this study did not cause a significant drop in consumer 
trust (d = 0.13, p = .334). There are some possible reasons. 

First, expectation violation theory (Chromik et al., 2019) can explain the result. In 
2025, hotel booking consumers, especially younger and digitally active people, may 
already think review summaries are made by algorithms. If this is true, the 
'AI-Generated Summary' label confirms their expectations instead of breaking them. 
This could remove the transparency penalty found in earlier studies when AI content 
was less common. This idea fits with the small effect size: the trend is in the expected 
direction, but the size is too small to matter. 
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Second, the realism of the stimulus may have played a role. Unlike lab studies with 
abstract AI authorship conditions, this study put the label inside a realistic 
Figma-designed mobile interface. Participants may have seen the label as a normal 
platform feature instead of a meaningful disclosure, which reduced their reaction. 

Third, sample characteristics may have played a role. The sample was mostly younger 
adults and people who often read online reviews. This group may be more used to AI 
tools and less affected by an AI label. This makes it hard to apply the null result to 
older or less digitally experienced consumers. 

RQ2: The primacy of prior AI attitudes 

The most notable finding is the large main effect of prior AI attitude (η² = .168, F = 
42.93, p < .001). In both versions, people with high AI attitudes trusted the review 
summary more than people with low AI attitudes (M = 4.76 vs. 3.61). This matches 
the Technology Acceptance Model (Davis, 1989) and later work (Venkatesh et al., 
2003). It shows that general views about technology strongly predict how people 
judge AI-generated content, no matter the label. 

The interaction effect was not significant (p = .278) but followed the expected pattern. 
High-attitude participants had almost the same trust in both conditions (Δ = −0.04). 
This fits the idea that positive AI attitudes protect against the transparency penalty. 
Low-attitude participants had a bigger trust drop under disclosure (Δ = 0.32). This 
suggests the label triggers existing AI scepticism for this group. The extra correlation 
analysis supports this: the attitude-trust correlation was stronger in the AI-labelled 
condition (r = .572) than in the control (r = .419). This shows that the label makes 
pre-existing attitudes matter more for trust. 

The non-significant interaction in the ANOVA should be treated carefully. With n = 
125 high-attitude and n = 102 low-attitude participants, the study may not have 
enough power to find a medium-sized interaction. The consistent direction of the 
effect, plus the correlation evidence, suggests the moderation idea should be studied 
more with a larger sample. 

Practical implications 

For platform designers and policymakers, the findings carry two important messages. 
First, mandatory AI disclosure (as required by the EU AI Act) may be less harmful to 
consumer trust than earlier laboratory studies implied, at least for populations already 
familiar with AI-generated content. Second, the strong effect of prior AI attitudes 
underscores the importance of user-centred design: platforms may benefit from 
tailoring how AI-generated content is communicated to AI-sceptical users. Future 
research could explore specific approaches, for instance through progressive 
disclosure (Chromik et al., 2019) or explanatory messaging about how AI summaries 
are produced. 
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5.2​ Method discussion 
The between-subjects factorial design was good for testing cause-and-effect about the 

label and avoiding demand characteristics. Random assignment within attitude groups 

made sure that differences in trust came from the experiment, not from existing 

individual differences. 

The pilot test was a useful step. It found inconsistent question wording across 

conditions (using 'this summary' for Version B but similar wording for Version A) and 

first-person language in the AI-generated summary. These were real threats to 

construct validity and were fixed before the main data collection. Future studies 

should try a larger pilot and include checks to make sure participants noticed and 

understood the label. 

There are also some limitations. The convenience sample was enough to see the main 

effect of attitude, but it may not represent the full range of AI attitudes in Swedish 

adults or other populations. The study used the midpoint of the 7-point AI attitude 

scale to classify participants into high and low attitude groups.. This turns a 

continuous variable into two categories and can cause measurement errors. Future 

work should treat AI attitude as a continuous variable in regression analyses. The 

interaction effect was in the expected direction but not significant. This may be 

because there was not enough statistical power, not because there was no true effect. 

Although a formal a priori power analysis was not conducted prior to data collection, 

post-hoc sensitivity analyses using G*Power 3.1 indicate the following: Our sample 

of 227 participants provided 99% power to detect the large observed main effect of AI 

attitude (η² = .168, f = 0.45). However, the study was underpowered to detect the 

interaction effect; detecting a small-to-medium interaction (f = 0.15) at α = .05 with 

80% power would require approximately 400 participants total. This suggests that the 

non-significant interaction may reflect insufficient statistical power rather than 

absence of a true effect. The study looked at only one product category (hotels) and 

one summary style. More studies are needed with different products, platforms, and 

label types. 
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6​ Conclusions and further research 

6.1​ Conclusions 
This study looked at how an 'AI-Generated Summary' label on a Hotel booking page 

changes consumer trust and if this effect depends on consumers' prior attitudes toward 

AI. The study used a 2 × 2 between-subjects experiment with 227 participants. Two 

main points come from the results. 

First, AI disclosure did not cause a significant drop in consumer trust (d = 0.13, p = 

.334). This result can be explained by theory. In a situation where consumers may 

already expect AI in review summaries, the label confirms their expectations instead 

of breaking them. This reduces the transparency penalty seen in earlier studies. The 

trend goes in the expected direction, but the effect is small. This suggests that 

mandatory AI disclosure is not likely to strongly reduce trust on booking platforms 

for users who are familiar with digital tools. 

Second, prior attitudes toward AI strongly predict trust in review summaries (η² = 

.168). People with positive AI attitudes trust the summaries more than people with 

negative attitudes, no matter if the summary has an AI label or not. This shows that 

individual attitude differences are more important for trust than the label itself. The 

correlation results also show that the label makes prior attitudes more important: the 

attitude-trust link is stronger when the AI label is present (r = .572 vs. r = .419), even 

if the ANOVA interaction is not significant. 

Together, these findings add to the research. They show that the transparency penalty 

does not happen for everyone. They also show that prior AI attitudes are an important 

individual difference to consider in studies of AI-generated content and consumer 

trust. 

 

6.2​ Further research 

There are several directions for future research. First, an experiment with enough 

participants — at least 100 per cell for a small-to-medium interaction — is needed to 

clearly test the moderation idea. Second, using AI attitude as a continuous predictor in 

a regression would keep more information than using the scale midpoint grouping and 

give a more accurate estimate of the moderation effect. Third, repeating the study with 
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different product types (like restaurants or electronics), different AI labels (like icons 

or detailed explanations), and in different countries is needed to see the limits of the 

effect. Fourth, qualitative or mixed-method research on why people with low AI 

attitudes distrust AI content would help platform designers understand this group. 

Fifth, studies over time that track how the transparency penalty changes as AI content 

becomes normal would show important trends that one-time experiments cannot 

capture. 

 

Time Table: 

Week Our Plan University Milestone 

9 Finalize & submit 
Planning Report 

Deadline: Planning Report (Feb 27) 

10-13 Design stimuli, Pilot test, 
Interviews with experts 

Continuous work period 

14 Data collection Deadline: Interim Report 

15-16 Data analysis Interim Seminars (Presentation & 
Review) 

17-19 Write Results, 
Discussion, & 
Conclusion 

Continuous writing & Supervisor 
feedback 

20 Submit midterm draft Deadline: Report for Final Seminar 
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21 Revisions Preparation for defense 

22 Final Seminar Final Seminars & Final Thesis Fair 
(May 28) 

23 Post-seminar polish Deadline: Revised Final Report 
(June 5) 
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8 Appendixes 

Appendix 1: Survey  

Appendix 1.1: AI Attitude Scale (Pre-Exposure) 

Instructions to participants:​
"Before we show you a hotel booking page, we'd like to understand your 
general views about artificial intelligence (AI). Please indicate how much you 
agree or disagree with each statement." 

Scale: 

Value Meaning 

1 Strongly Disagree 

2 Disagree 

3 Somewhat Disagree 

4 Neutral 

5 Somewhat Agree 

6 Agree 

7 Strongly Agree 

Items: 

1.​ I believe AI can make accurate decisions. 
2.​ AI technology generally makes my life easier. 
3.​ I trust AI systems to be fair and unbiased. 
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4.​ I feel comfortable relying on AI for important information. 
5.​ AI-generated content can perform better than human-generated 

content. 
6.​ I am optimistic about the future role of AI in society. 
7.​ Organisations use Artificial Intelligence unethically. (Reverse-scored) 
8.​ I prefer services that use AI over those that don't. 

Source: Adapted from the General Attitudes towards Artificial Intelligence 
Scale (GAAIS; Schepman & Rodway, 2023) 

Appendix 1.2: Trust in Review Summary Scale (Post-Exposure) 

Instructions to participants:​
"You have just viewed a hotel review summary. Please indicate how much you 
agree or disagree with the following statements about this specific summary." 

Scale: Same 7-point scale as above (1 = Strongly Disagree to 7 = Strongly 
Agree) 

Part A: Trust and Credibility (4 items) 

1.​ I trust the information in THIS review summary. 
2.​ THIS review summary seems credible to me. 
3.​ THIS review summary appears to be honest. 
4.​ I believe THIS review summary is reliable. 

Source: Adapted from Cheung et al. (2008) and Filieri (2015) 

Part B: Usefulness and Confidence (3 items) 

5.​ I would use this summary to help me decide whether to book this hotel. 
6.​ This summary gives me confidence in making a booking decision. 
7.​ I feel comfortable relying on this summary when choosing a hotel. 

Source: Adapted from Sussman & Siegal (2003) 

Part C: Perceived Accuracy (3 items) 

8.​ This summary accurately represents what guests think about the hotel. 
9.​ I believe this summary fairly captures the overall guest experience. 
10.​This summary seems like an accurate reflection of the individual 

reviews. 

Source: Adapted from Cheung et al. (2008) 

Appendix 1.3: Demographic Questions 
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Instructions to participants:​
"Finally, please answer a few questions about yourself." 

Items: 

1.​ Age: _____ years 
2.​ Gender: 

○​ Male 
○​ Female 
○​ Non-binary 
○​ Prefer not to say 

3.​ How often do you book hotels online? 
○​ Never 
○​ Rarely (once a year or less) 
○​ Occasionally (2-3 times per year) 
○​ Frequently (4+ times per year) 

4.​ How often do you read online reviews before booking a hotel? 
○​ Never 
○​ Rarely 
○​ Sometimes 
○​ Usually 
○​ Always 

 

Appendix 1.4: Condition-Specific Wording Adjustments 

Note to reader: To maintain natural phrasing across experimental conditions, 
small wording changes were applied as follows: 

Condition Wording in Trust Scale Items 

Version A (Control: Individual 

reviews) 

"...THESE reviews" 

Version B (Treatment: AI-labelled 

summary) 

"...THIS summary" 

Example: 

●​ Version A: "I trust the information in THESE reviews." 
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●​ Version B: "I trust the information in THIS summary." 

All other wording remained identical. 

 

 

Appendix 1.5:Summary Data Table by Participant 

 

AI_M
ean 

Read Trust_
Mean 

Age Gender BookFreq ReviewFre
q 

group 

5 yes 6 23 Female Frequently (4+ times per year) Always A_high 

4.88 yes 5 25 Male Occasionally (2-3 times per year) Always A_high 

4.88 yes 4 23 Male Frequently (4+ times per year) Always A_high 

3.25 yes 1 27 Male Rarely (once a year or less) Sometimes A_low 

3.75 yes 5.9 22 Female Rarely (once a year or less) Usually A_low 

5.25 yes 5.7 23 Female Frequently (4+ times per year) Always A_high 

2.5 yes 4.6 26 Male Occasionally (2-3 times per year) Usually A_low 

1 yes 2 24 Male Rarely (once a year or less) Always A_low 

4.75 yes 5.3 23 Male Frequently (4+ times per year) Always A_high 

5.5 yes 4.7 23 Female Occasionally (2-3 times per year) Always A_high 

3.75 yes 3.4 53 Female Rarely (once a year or less) Always A_low 

6.13 yes 4.2 18 Female Frequently (4+ times per year) Sometimes B_high 

1.63 yes 5.6 28 Prefer 
not to 
say 

Frequently (4+ times per year) Always A_low 

5.13 yes 3.3 24 Female Frequently (4+ times per year) Always A_high 

5.13 yes 3.1 24 Female Frequently (4+ times per year) Always B_high 

5.63 yes 5 26 Male Occasionally (2-3 times per year) Sometimes A_high 

1.88 yes 4.3 39 Male Never Never B_low 
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3.75 yes 3.8 22 Female Occasionally (2-3 times per year) Always A_low 

4.63 yes 6.3 25 Male Occasionally (2-3 times per year) Usually B_high 

2.38 yes 2.1 29 Female Occasionally (2-3 times per year) Usually B_low 

4.63 yes 5.3 25 Male Occasionally (2-3 times per year) Sometimes A_high 

1 yes 1 24 Male Rarely (once a year or less) Always B_low 

5 yes 3.3 32 Male Frequently (4+ times per year) Always B_high 

3.75 yes 4.9 23 Male Occasionally (2-3 times per year) Sometimes B_low 

4.63 yes 4.5 34 Male Frequently (4+ times per year) Always A_high 

4.13 yes 5 56 Female Rarely (once a year or less) Usually B_high 

3.88 yes 3.6 60 Male Frequently (4+ times per year) Sometimes B_low 

5.25 yes 4.9 28 Female Occasionally (2-3 times per year) Always B_high 

2 yes 3.3 24 Male Occasionally (2-3 times per year) Always B_low 

2.75 yes 2.2 22 Male Occasionally (2-3 times per year) Always B_low 

4.63 yes 4.6 27 Male Rarely (once a year or less) Sometimes A_high 

4.25 yes 5.2 29 Female Occasionally (2-3 times per year) Sometimes A_high 

1.63 yes 2.8 28 Female Occasionally (2-3 times per year) Always B_low 

4.5 yes 4.8 21 Male Rarely (once a year or less) Usually B_high 

5.25 yes 3.7 24 Male Rarely (once a year or less) Sometimes B_high 

2.88 yes 4 24 Female Rarely (once a year or less) Rarely A_low 

4.13 yes 2 63 Male Frequently (4+ times per year) Always A_high 

2.63 yes 4.1 32 Male Occasionally (2-3 times per year) Always B_low 

2.25 yes 4.3 24 Female Rarely (once a year or less) Usually B_low 

2.38 yes 3.9 26 Male Rarely (once a year or less) Rarely B_low 

3 yes 5.2 26 Female Occasionally (2-3 times per year) Sometimes A_low 

3.13 yes 4 29 Male Rarely (once a year or less) Sometimes B_low 

3.13 yes 5.2 30 Male Frequently (4+ times per year) Always A_low 
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5.13 yes 4.9 28 Male Occasionally (2-3 times per year) Usually B_high 

3.63 yes 4.6 18 Female Frequently (4+ times per year) Always B_low 

4.25 yes 4.8 23 Female Frequently (4+ times per year) Always B_high 

5.5 yes 5.8 25 Male Frequently (4+ times per year) Always B_high 

4.75 yes 3.8 22 Female Rarely (once a year or less) Rarely B_high 

4.88 yes 5.7 22 Female Occasionally (2-3 times per year) Always B_high 

3.38 yes 1.1 24 Male Frequently (4+ times per year) Always B_low 

4.13 yes 4.9 24 Female Occasionally (2-3 times per year) Always B_high 

4.63 yes 5.4 26 Female Frequently (4+ times per year) Always B_high 

4.63 yes 5.9 23 Female Frequently (4+ times per year) Always B_high 

5.25 yes 5.5 19 Male Occasionally (2-3 times per year) Always B_high 

3 yes 4.9 26 Male Rarely (once a year or less) Sometimes B_low 

5.5 yes 5.7 29 Female Frequently (4+ times per year) Always B_high 

2.75 yes 4.7 26 Male Occasionally (2-3 times per year) Always B_low 

5.63 yes 5.1 25 Female Rarely (once a year or less) Always B_high 

3.5 yes 1 44 Female Frequently (4+ times per year) Always B_low 

4.88 yes 2.7 21 Female Frequently (4+ times per year) Always B_high 

5 yes 5.6 22 Male Rarely (once a year or less) Rarely A_high 

4.25 yes 4.2 50 Female Occasionally (2-3 times per year) Always B_high 

4.25 yes 5.6 32 Female Frequently (4+ times per year) Always A_high 

3.88 yes 6.2 25 Male Frequently (4+ times per year) Sometimes B_low 

4.13 yes 5.5 23 Female Frequently (4+ times per year) Always B_high 

4 yes 3.5 32 Male Occasionally (2-3 times per year) Rarely B_high 

4.13 yes 5.3 37 Male Frequently (4+ times per year) Always A_high 

3.88 yes 4.7 37 Female Rarely (once a year or less) Always B_low 

5.5 yes 4 34 Male Occasionally (2-3 times per year) Usually A_high 
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4.5 yes 2.9 22 Female Rarely (once a year or less) Always A_high 

4.5 yes 4.1 31 Male Rarely (once a year or less) Usually A_high 

2.13 yes 1.6 19 Male Occasionally (2-3 times per year) Always A_low 

2.25 yes 2.5 52 Male Frequently (4+ times per year) Sometimes B_low 

4.38 yes 4 51 Female Frequently (4+ times per year) Sometimes B_high 

4.38 yes 4.3 22 Male Frequently (4+ times per year) Always B_high 

3.13 yes 3.2 29 Male Frequently (4+ times per year) Always B_low 

4 yes 4 31 Female Frequently (4+ times per year) Always B_high 

4 yes 3.7 32 Male Occasionally (2-3 times per year) Always B_high 

4.5 yes 4.2 52 Female Frequently (4+ times per year) Always B_high 

5.5 yes 6.6 92 Male Occasionally (2-3 times per year) Rarely B_high 

3.38 yes 5 27 Male Occasionally (2-3 times per year) Usually B_low 

3.75 yes 4.5 24 Female Frequently (4+ times per year) Usually A_low 

6 yes 5.8 41 Male Occasionally (2-3 times per year) Always A_high 

6 yes 6.2 26 Male Frequently (4+ times per year) Always B_high 

4.13 yes 4.2 29 Female Frequently (4+ times per year) Always A_high 

2 yes 3.8 36 Female Frequently (4+ times per year) Always A_low 

5.75 yes 5.6 24 Male Occasionally (2-3 times per year) Always A_high 

4.63 yes 3.1 33 Male Rarely (once a year or less) Usually A_high 

2.75 yes 2.1 24 Male Occasionally (2-3 times per year) Always A_low 

4.13 yes 3.4 34 Female Frequently (4+ times per year) Always A_high 

1.5 yes 1.7 41 Female Occasionally (2-3 times per year) Usually A_low 

4.5 yes 5.8 27 Male Occasionally (2-3 times per year) Always A_high 

5.13 yes 6.1 23 Female Frequently (4+ times per year) Always A_high 

4.75 yes 5 25 Male Occasionally (2-3 times per year) Always A_high 

4.88 yes 4 23 Male Frequently (4+ times per year) Always A_high 
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3.13 yes 1.8 27 Male Rarely (once a year or less) Sometimes A_low 

3.63 yes 6.8 22 Female Rarely (once a year or less) Usually A_low 

5.25 yes 5.7 23 Female Frequently (4+ times per year) Always A_high 

2.38 yes 4.6 26 Male Occasionally (2-3 times per year) Usually A_low 

1 yes 2 24 Male Rarely (once a year or less) Always A_low 

4.75 yes 5.1 23 Male Frequently (4+ times per year) Always A_high 

5.5 yes 4.7 23 Female Occasionally (2-3 times per year) Usually A_high 

3.75 yes 3.4 53 Female Rarely (once a year or less) Always A_low 

6.13 yes 4.2 18 Female Frequently (4+ times per year) Sometimes B_high 

1.5 yes 5.6 28 Prefer 
not to 
say 

Frequently (4+ times per year) Always A_low 

5.13 yes 3.3 24 Female Occasionally (2-3 times per year) Usually A_high 

5.13 yes 3.1 40 Female Occasionally (2-3 times per year) Usually B_high 

5.63 yes 5 26 Male Occasionally (2-3 times per year) Sometimes A_high 

1.63 yes 4.3 37 Male Occasionally (2-3 times per year) Sometimes B_low 

3.75 yes 3.8 22 Female Occasionally (2-3 times per year) Usually A_low 

4.63 yes 5.6 25 Male Occasionally (2-3 times per year) Usually B_high 

2.38 yes 2.1 29 Female Occasionally (2-3 times per year) Usually B_low 

4.63 yes 5.4 22 Male Occasionally (2-3 times per year) Sometimes A_high 

1 yes 1 24 Male Rarely (once a year or less) Always B_low 

5 yes 3.2 32 Male Frequently (4+ times per year) Always B_high 

3.75 yes 5.7 23 Male Occasionally (2-3 times per year) Sometimes B_low 

4.63 yes 4.5 35 Male Frequently (4+ times per year) Always A_high 

4.38 yes 5 56 Female Rarely (once a year or less) Usually B_high 

3.75 yes 3.6 60 Male Frequently (4+ times per year) Sometimes B_low 

5.13 yes 4.9 27 Female Occasionally (2-3 times per year) Always B_high 
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2 yes 3.3 24 Male Occasionally (2-3 times per year) Always B_low 

2.75 yes 2.2 22 Male Occasionally (2-3 times per year) Always B_low 

4.63 yes 4.7 43 Male Rarely (once a year or less) Sometimes A_high 

4.25 yes 5.2 29 Female Occasionally (2-3 times per year) Sometimes A_high 

1.5 yes 2.7 28 Female Occasionally (2-3 times per year) Always B_low 

4.5 yes 4.9 21 Male Rarely (once a year or less) Usually B_high 

5.25 yes 3.7 24 Male Rarely (once a year or less) Sometimes B_high 

2.75 yes 4 39 Female Rarely (once a year or less) Rarely A_low 

4.13 yes 2 63 Male Frequently (4+ times per year) Always A_high 

2.38 yes 4.1 42 Male Occasionally (2-3 times per year) Always B_low 

2.13 yes 4.4 24 Female Rarely (once a year or less) Usually B_low 

1.88 yes 4.5 42 Female Frequently (4+ times per year) Always A_low 

1.75 yes 1.5 23 Male Frequently (4+ times per year) Always B_low 

1.25 yes 2.9 46 Male Frequently (4+ times per year) Rarely B_low 

3.75 yes 3.6 45 Female Rarely (once a year or less) Always B_low 

5.88 yes 6.3 18 Male Occasionally (2-3 times per year) Usually A_high 

1.25 yes 4 29 Female Frequently (4+ times per year) Always A_low 

3.75 yes 5 39 Male Occasionally (2-3 times per year) Sometimes B_low 

3.5 yes 3.8 27 Female Frequently (4+ times per year) Usually B_low 

5.75 yes 6.2 24 Male Frequently (4+ times per year) Always A_high 

5.75 yes 5 37 Male Frequently (4+ times per year) Always A_high 

6.38 yes 2.7 23 Female Frequently (4+ times per year) Always A_high 

6.38 yes 7 20 Male Occasionally (2-3 times per year) Usually B_high 

1.88 yes 5.6 34 Female Frequently (4+ times per year) Usually A_low 

5.75 yes 6.5 35 Male Occasionally (2-3 times per year) Usually A_high 

2.63 yes 3.7 25 Male Frequently (4+ times per year) Always A_low 
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5 yes 5.2 29 Female Occasionally (2-3 times per year) Usually B_high 

2 yes 1.8 25 Male Frequently (4+ times per year) Always B_low 

3.88 yes 5.3 24 Female Occasionally (2-3 times per year) Usually A_low 

3.38 yes 3.6 32 Female Rarely (once a year or less) Rarely B_low 

5 yes 6.3 25 Male Occasionally (2-3 times per year) Usually A_high 

3.5 yes 4.6 32 Female Rarely (once a year or less) Rarely A_low 

1.88 yes 5 43 Male Rarely (once a year or less) Sometimes A_low 

5.75 yes 3.8 31 Male Frequently (4+ times per year) Always A_high 

5.5 yes 6.6 22 Male Occasionally (2-3 times per year) Usually A_high 

4.63 yes 3.1 33 Female Rarely (once a year or less) Usually A_high 

2.75 yes 2 25 Male Occasionally (2-3 times per year) Always A_low 

4.13 yes 3.5 34 Female Frequently (4+ times per year) Always A_high 

1.63 yes 1.5 41 Female Occasionally (2-3 times per year) Usually A_low 

4.63 yes 5.8 27 Male Frequently (4+ times per year) Always A_high 

5.13 yes 6.1 23 Female Frequently (4+ times per year) Always A_high 

4.75 yes 5 28 Male Occasionally (2-3 times per year) Always A_high 

4.88 yes 4 23 Female Frequently (4+ times per year) Always A_high 

3.13 yes 1 27 Male Rarely (once a year or less) Sometimes A_low 

3.63 yes 5.9 25 Female Rarely (once a year or less) Usually A_low 

5.25 yes 5.7 23 Female Frequently (4+ times per year) Always A_high 

2.25 yes 4.6 26 Male Occasionally (2-3 times per year) Usually A_low 

1 yes 2 24 Male Rarely (once a year or less) Always A_low 

4.75 yes 5.1 43 Male Frequently (4+ times per year) Always A_high 

5.25 yes 4.7 23 Female Occasionally (2-3 times per year) Usually A_high 

5 yes 5.9 23 Male Occasionally (2-3 times per year) Usually B_high 

5.13 yes 5.2 23 Male Frequently (4+ times per year) Always B_high 
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2.88 yes 5 24 Male Rarely (once a year or less) Sometimes B_low 

5.5 yes 5.7 29 Female Frequently (4+ times per year) Always B_high 

2.88 yes 4.8 32 Male Occasionally (2-3 times per year) Always B_low 

5.63 yes 5.1 25 Female Rarely (once a year or less) Always B_high 

3.38 yes 1 44 Female Frequently (4+ times per year) Always B_low 

4.75 yes 2.8 32 Female Frequently (4+ times per year) Always B_high 

5 yes 5.6 22 Male Rarely (once a year or less) Rarely A_high 

4.38 yes 4.2 19 Female Occasionally (2-3 times per year) Always B_high 

4.25 yes 5.6 32 Female Frequently (4+ times per year) Always A_high 

3.88 yes 6.2 25 Male Frequently (4+ times per year) Sometimes B_low 

4.5 yes 5.6 25 Female Frequently (4+ times per year) Always B_high 

4 yes 3.6 45 Male Occasionally (2-3 times per year) Rarely B_high 

4.13 yes 5.3 37 Male Frequently (4+ times per year) Always A_high 

3.88 yes 4.7 34 Female Rarely (once a year or less) Always B_low 

5.5 yes 4 24 Male Occasionally (2-3 times per year) Usually A_high 

4.5 yes 2.9 22 Female Rarely (once a year or less) Always A_high 

4.5 yes 4.1 34 Male Rarely (once a year or less) Usually A_high 

2.13 yes 1.4 19 Male Occasionally (2-3 times per year) Always A_low 

2.38 yes 2.5 52 Male Frequently (4+ times per year) Sometimes B_low 

4 yes 4 43 Female Frequently (4+ times per year) Sometimes B_high 

4.38 yes 4.3 22 Male Frequently (4+ times per year) Always B_high 

3.13 yes 3.7 54 Male Frequently (4+ times per year) Always B_low 

3.88 yes 4 45 Female Frequently (4+ times per year) Always B_low 

4 yes 3.8 32 Male Occasionally (2-3 times per year) Always B_high 

4.63 yes 4.3 52 Female Frequently (4+ times per year) Always B_high 

5.38 yes 6.6 34 Male Occasionally (2-3 times per year) Rarely B_high 
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5.13 yes 4.9 20 Female Frequently (4+ times per year) Always B_high 

3 yes 3.2 26 Female Frequently (4+ times per year) Always A_low 

2.38 yes 1 34 Female Frequently (4+ times per year) Always B_low 

1.5 yes 1.5 40 Male Occasionally (2-3 times per year) Sometimes B_low 

5.75 yes 5.5 25 Female Occasionally (2-3 times per year) Always B_high 

2 yes 3.9 24 Male Occasionally (2-3 times per year) Usually B_low 

5.5 yes 6.5 26 Female Frequently (4+ times per year) Always B_high 

3.88 yes 3.3 44 Male Frequently (4+ times per year) Always B_low 

5.63 yes 3.5 50 Male Frequently (4+ times per year) Usually B_high 

4.25 yes 4.3 23 Female Rarely (once a year or less) Always A_high 

5.38 yes 6.2 19 Female Rarely (once a year or less) Rarely B_high 

2.13 yes 5 43 Female Occasionally (2-3 times per year) Usually A_low 

1 yes 2.7 27 Female Occasionally (2-3 times per year) Usually A_low 

3 yes 1 27 Male Rarely (once a year or less) Sometimes A_low 

3.38 yes 5.9 22 Female Rarely (once a year or less) Usually A_low 

5.25 yes 5.7 23 Female Frequently (4+ times per year) Always A_high 

2.38 yes 4.6 26 Male Occasionally (2-3 times per year) Usually A_low 

1 yes 2 24 Male Rarely (once a year or less) Always A_low 

4.38 yes 5.4 23 Male Frequently (4+ times per year) Always A_high 

2 yes 5.2 24 Female Occasionally (2-3 times per year) Usually A_low 

3.25 yes 5.2 29 Female Occasionally (2-3 times per year) Usually A_low 

2.75 yes 3.6 53 Male Occasionally (2-3 times per year) Always B_low 

5.13 yes 5.7 34 Female Frequently (4+ times per year) Always B_high 

3.13 yes 4.5 33 Female Occasionally (2-3 times per year) Usually A_low 

2.5 yes 3.6 18 Male Never Never A_low 

5.13 yes 4.1 26 Male Rarely (once a year or less) Sometimes A_high 
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3.13 yes 3.3 22 Non-bina
ry 

Occasionally (2-3 times per year) Usually A_low 

4.63 yes 3 21 Female Rarely (once a year or less) Always A_high 

1.75 yes 5 28 Male Occasionally (2-3 times per year) Sometimes A_low 
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