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Abstract. This study investigates the prediction of anomalies in room climate 

regulated by a central Heating, Ventilation, and Air Conditioning (HVAC) sys-

tem. We propose an approach to automatically annotate anomalies in unlabeled 

operational data from a four-story administrative building, covering 3 years of 

data on building energy consumption and temperature. By identifying and ex-

tracting key features, we employ various state-of-the-art machine learning meth-

ods, including Long Short-Term Memory (LSTM) neural networks, Extreme 

Gradient Boosting (XGBoost), and Random Forest, to predict annotated anoma-

lies before they occur. Our results demonstrate that while all approaches perform 

similarly, Random Forest outperforms the others with a precision of 0.72 and a 

recall of 0.71. This finding provides facility managers with the ability to predict 

anomalies in room climate, particularly excessive heating or cooling, thus ena-

bling cost reduction and improved operational efficiency. 

Keywords: Building Facilities Management, Anomaly Detection, Predictive 

Maintenance, Machine Learning. 

1 Introduction 

The field of building facilities management has in recent years focused on the use of 

digital twins aggregating data from different IoT sensors of the building, due to their 

expected benefits in managing buildings more efficiently and effectively. One promis-

ing direction in this area is the prediction of anomalies, e.g., in the HVAC system, in 

order to mitigate them before they occur, which helps save energy and benefits occu-

pants’ comfort. However, efforts in this direction have been limited by the unavailabil-

ity of sufficient training data. particularly during the operation and maintenance phase. 

This limitation hinders the ability to perform comprehensive analyses and make data-

driven decisions. Recent advancements in data analytics and machine learning (ML) 

offer new opportunities to overcome these barriers by enabling more effective anomaly 

detection and predictive maintenance [1]. 
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This study aims to address these challenges by analyzing raw sensor data collected 

from a four-story administrative building in Jönköping, Sweden, over a three-year pe-

riod. The primary objective is to develop a predictive model capable of identifying 

anomalies and assessing their impact on building performance and HVAC system effi-

ciency. By leveraging advanced ML techniques, the study seeks to enhance the under-

standing of building operational dynamics and establish a framework for data-driven 

predictive maintenance. 

Predictive maintenance represents a shift from reactive maintenance strategies to a 

more proactive approach, using data-driven insights to anticipate equipment failures 

before they occur. This transition can significantly reduce operational costs, improve 

energy efficiency, and extend the lifespan of critical building systems [2]. While vari-

ous studies have explored anomaly detection in building facilities, there remains a need 

for a more unified and systematic approach to implementing and benchmarking the 

effectiveness of different ML models. 

To evaluate various predictive modeling techniques, this study proposes a method 

for identifying anomalies in an unsupervised way, and applies multiple ML models, 

including Long Short-Term Memory (LSTM) networks, Extreme Gradient Boosting 

(XGBoost), and Random Forest for comparison. Performance is assessed using evalu-

ation metrics such as Receiver Operating Characteristic (ROC) curves and Area Under 

the Curve (AUC) scores. The results indicate that, while all models exhibit similar per-

formance levels, the Random Forest algorithm achieves slightly higher accuracy. 

2 Background 

The construction and building industry has seen a significant shift toward predictive 

maintenance, leveraging ML techniques to enhance operational efficiency and reduce 

costs. In recent years, several studies have focused on analyzing common ML algo-

rithms for predicting equipment conditions. For example, [3] explore the use of ML to 

improve fault detection and severity estimation in HVAC systems. By analyzing data 

from chillers and air handling units, the study enhances predictive maintenance, reduc-

ing errors and improving system reliability. This approach is increasingly becoming a 

cornerstone in facility management within the construction sector, optimizing building 

efficiency through informed decision-making. 

Neural network models have been increasingly applied to the operation and mainte-

nance of building systems, demonstrating their capability to handle sequential data and 

predict time-dependent events. For example, [4] proposed an LSTM-based deep learn-

ing model to predict repair and maintenance costs for apartment buildings by analyzing 

historical cost records alongside environmental factors such as temperature, humidity, 

and wind speed. The model’s performance is validated against recurrent neural network 

(RNN) and gated recurrent unit (GRU) architectures, demonstrating superior accuracy 

in cost estimation, which enhances budgeting efficiency and decision-making in facility 

management. Likewise, [5] present a transferable CNN-LSTM model for cross-domain 

remaining useful life prediction in mechanical equipment. The model effectively 
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extracts long time series features and uses different data window sizes for optimal pat-

tern extraction. 

Random Forest and XGBoost are among the increasingly utilized algorithms in the 

field of building facility management. This growing trend underscores the effectiveness 

and relevance of these algorithms in enhancing facility management practices. A study 

by [6] introduced a sustainable digital twin model for operation and maintenance, uti-

lizing Random Forest as part of a hybrid approach with Bayesian networks to clarify 

the correlation between factors and results, enhancing the prediction accuracy of critical 

events in building infrastructures. This model contributes to the sustainable manage-

ment of large building infrastructures by assisting in tracking energy consumption-re-

lated factors and predicting maintenance needs. 

Furthermore, the application of XGBoost in building maintenance is exemplified by 

a study by [7], which combines load prediction with deep reinforcement learning to 

enhance the efficiency of HVAC systems, specifically ground source heat pumps. By 

leveraging XGBoost for accurate cooling load forecasting and integrating it into a deep 

Q-network control strategy, the approach optimizes supply water temperature, achiev-

ing 10% energy savings compared to traditional constant temperature control while en-

suring indoor comfort. 

By enabling proactive maintenance and early detection of potential system failures, 

these algorithms enhance the efficiency, reliability, and sustainability of building oper-

ations, supporting more informed decision-making and long-term facility performance. 

However, unlike previous studies that often rely on pre-labeled datasets or focus on 

isolated components, this research integrates automatic anomaly labeling with multi-

model comparison on unlabeled, real-world building data, addressing a critical gap in 

scalable and interpretable predictive maintenance systems for facility operations. 

3 Method 

This section presents a multi-stage, data-driven process for anomaly detection in 

building operations using LSTM, XGBoost, and Random Forest models. It combines 

advanced feature engineering, dimensionality reduction, and a hybrid anomaly label-

ling approach to improve predictive accuracy and operational insights. 

3.1 Data Processing and Preparation 

The raw data in this study consists of environmental and operational features from 

multiple sources and sensors, including parameters such as temperature, humidity, and 

energy consumption. The initial phase involved merging and standardizing this diverse 

dataset to create a cohesive structure for analysis. For example, the daily records of 

district cooling and heating were adjusted to hourly values, while cumulative solar en-

ergy data was converted into discrete hourly measurements. 

Feature Engineering. Feature engineering plays a pivotal role in enhancing the in-

terpretability of data and uncovering hidden patterns. By crafting new features, the un-

derlying structures in the data can be better represented, ensuring a more 
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comprehensive representation of the data and improving the performance of predictive 

models. In this study, several features were introduced to capture temporal nuances and 

seasonal variations: 

Total Energy Consumption. The total hourly energy consumption for the building is 

determined by adding the values for district heating and cooling energy consumption, 

as well as the electricity consumed during that hour. 

Red Day. This binary feature indicates the type of the day. A value of “1” signifies 

that the day is a holiday or weekend, while “0” denotes a regular working day. Distin-

guishing between working and non-working days is essential, as the type of day directly 

impacts building occupancy patterns, energy demand, and overall facility operations, 

particularly in administrative buildings. 

Working Hours. Another binary feature that captures the active hours of the building. 

If data is recorded between 8:00 and 17:00, this feature is set to “1”, representing typical 

working hours. Otherwise, it’s “0”. This distinction helps in understanding the build-

ing’s operational dynamics during peak and off-peak hours. 

Season. A cyclical feature derived from the cosine transformation of the month num-

ber. By visualizing a year as a complete circle, each month represents 30° (360°/12). 

This value oscillates between -1 and 1, effectively capturing the cyclical nature of sea-

sons. Such a representation can be instrumental in understanding seasonal effects on 

building operations, especially in regions with pronounced seasonal variations [8]. 

Fig. 1. The clustered heatmap of the features correlation matrix 
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To visually present the correlations among the features, Fig. 1 illustrates a correla-

tion matrix in the form of a heatmap, where a color gradient indicates the strength of 

relationships between variable pairs. This matrix helped identify relationships between 

features, guided feature selection, and supported interpretability by highlighting which 

variables were most strongly associated with key operational patterns. Hierarchical 

clustering further enhances the visualization by grouping variables with similar corre-

lation patterns, facilitating the identification of underlying structures and interdepend-

encies within the dataset. 

PCA for feature selection. Principal Component Analysis (PCA) is a widely used 

technique for dimensionality reduction, especially in scenarios where the dataset con-

tains a large number of correlated features. The study applied PCA to distill the feature 

set, ensuring that only the most significant variables were preserved. This technique 

was particularly focused on the interrelationships among the features to effectively cap-

ture the essential structure of the data. By eliminating redundant or less important fea-

tures, the model could concentrate on the most influential variables, potentially improv-

ing both performance and interpretability [9]. 

In this study, features with an importance rate of 20% or lower were considered 

insignificant and excluded from the analysis. An 80% threshold in PCA efficiently bal-

ances dimensionality and allows for effective data reduction while retaining the core 

structure and relationships inherent in the original dataset [10], [11]. Interestingly, the 

features excluded by PCA – mostly meteorological variables like air pressure, wind 

direction and speed, and rain intensity – also show weak correlations with key HVAC-

related features in Figure 1, such as indoor temperature and energy use. This supports 

their limited relevance for anomaly prediction. 

Setting Anomaly Labels. Anomaly detection is a critical step in understanding the 

underlying patterns and irregularities in data. In this study, we employed a voting ap-

proach to label each data point as either normal or abnormal, based on a combination 

of rule-based thresholds and ML techniques. For this purpose, the labelling process was 

carried out as follows: 

Establishing Indoor Temperature Boundaries. A specific range of 21-23°C was de-

fined as the acceptable interval for "Indoor Temperature". This range is considered a 

comfortable interval according to the Swedish Work Environment Authority’s guide-

lines for both normal and strong clothing [12]. Any temperature falling outside this 

range receives one anomaly score. 

Setting Thresholds for Energy Consumption. If a data point’s "Energy Consumption" 

value falls within the top two deciles, it also gets one anomaly score. This criterion 

helped identify unusually high energy consumption patterns that might indicate a prob-

lem or inefficiency. 

Utilizing the Isolation Forest Algorithm. The Isolation Forest algorithm [13] was 

applied to further analyze the data. This algorithm is particularly effective in detecting 

outliers in high-dimensional datasets. A contamination setting of 0.05 was used, and 

Min-max scaling was performed just before this stage to improve uniformity across 

features and compatibility with anomaly detection. 

Calculating the Final Anomaly Score. The anomaly score assigned to each data point 

was calculated as the aggregate of the three aforementioned values, resulting in possible 
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Fig. 2. The features importance, recognized by the Random Forest algorithm. 

scores of 0, 1, 2, or 3. Data points with scores of 0 or 1 were classified as “normal” and 

assigned a binary value of 0. Conversely, data points with scores of 2 or 3 were classi-

fied as “abnormal” and assigned a binary value of 1, thereby generating a new feature 

termed “anomaly” in the dataset. 

Based on this multifaceted approach, 1,321 data points out of 26,304 were flagged 

as anomalies. 

Apply Random Forest for Feature Importance Recognition and Dimensionality 

Reduction. To further unravel the complex interdependencies among the features and 

streamline the pattern recognition process, a second round of dimensionality reduction 

was implemented, this time considering the interdependencies between the features and 

labels. This stage leveraged the Random Forest algorithm, focusing specifically on the 

data flagged for anomalies, revealing the feature importance as depicted in Fig. 2. The 

method’s ability to rank features based on their importance makes it a valuable tool for 

dimensionality reduction, especially in complex datasets where interdependencies 

among features can be challenging to decipher [14]. 

Using this method, all features were evaluated for their importance, leading to the 

exclusion of four further parameters that ranked lowest in Fig. 2. The final set of fea-

tures, identified as crucial for analysis by machine learning algorithms, includes Total 

Energy Consumption, Indoor Temperature, District Heating Consumption, Outdoor 

Temperature, Heat Flow Line Temperature, Electricity Consumption, District Cooling 

Consumption, District Cooling Flow, and Season. These 9 features were selected to 

target the prediction of anomaly labels, aligning with best practices in the field of build-

ing operation and maintenance. All features were aligned with hourly intervals, and 

each hour was labelled as either anomalous or non-anomalous. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

3.2 Apply different machine learning algorithms  

In this investigation, three distinct models were compared for data analysis and 

anomaly prediction: LSTM, XGBoost, and Random Forest. Their performance was 

then evaluated to identify the most effective approach. 
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Initially, TimeSeriesSplit, a cross-validation method from the scikit-learn library de-

signed for time series data in Python, was utilized. This method recognizes the inherent 

temporal ordering within the data, ensuring that future information is not used to predict 

past events, thus preventing the overestimation of the model’s generalization perfor-

mance on unseen data. Time-based splitting also preserves underlying seasonal patterns 

and trends in the data, allowing the model to learn these characteristics. In this study, 

the number of splits was set to three, and all three ML models were iteratively executed. 

LSTM Model Architecture and Training. The LSTM model was implemented 

using the Stochastic Gradient Descent (SGD) optimizer, which yielded the best perfor-

mance. The length of the input sequence is 24 hours, and the model predicts an anomaly 

on the following day. To enhance model performance, Binary Focal Cross-Entropy was 

employed as the loss function. The evaluation process focused on Precision and Recall 

metrics, which measure the ratio of true positive predictions to the total number of pos-

itive predictions and actual positives, respectively. The model was trained over 100 

epochs, iterating through the full dataset. However, training often concluded earlier due 

to the application of early stopping, a regularization technique designed to balance un-

derfitting and overfitting, thereby improving model stability and generalization. 

The code was also expanded and enhanced to conduct more extensive experiments 

with LSTM configurations, utilize advanced optimizers, and implement hyperparame-

ter tuning. Specifically, the LSTM model architecture was tried out by adding an extra 

LSTM layer and incorporating a Bidirectional LSTM (BiLSTM) layer, aiming to cap-

ture more complex patterns in the data. This modification is designed to leverage the 

bidirectional processing of input sequences, potentially improving the model’s ability 

to learn from the temporal context in the data. The BiLSTM layer enhances time series 

data analysis by processing data in both forward and backward directions, allowing it 

to capture temporal relationships more effectively than traditional unidirectional 

LSTMs [15]. This dual-direction processing enables the BiLSTM to gather comprehen-

sive context, improving its ability to make accurate predictions and recognize patterns 

in sequential data [16]. 

Furthermore, a grid search was used to determine the optimal learning rate and batch 

size, which were found to be 0.01 and 32, respectively. 

Random Forest and XGBoost. To apply Random Forest and XGBoost, the dataset 

was reshaped into a 2D format where each row represents a 24-hour sequence of 9 

features per hour, flattened into a single vector. A binary anomaly label was assigned 

to each day, indicating whether any hour in the following day was anomalous. The 

Random Forest algorithm from the scikit-learn library (version 1.2.2) was applied with 

its default configuration. This ensemble method constructs multiple decision trees, each 

trained on a different subset of the data, to enhance the model’s robustness and accu-

racy. The randomization in feature selection at each node of the trees, combined with 

the aggregation of their predictions through majority voting, makes this approach par-

ticularly effective for anomaly detection in large datasets. 

For the XGBoost model, a learning rate of 0.01 is specified. XGBoost, renowned for 

its efficiency and high performance, operates by sequentially building decision trees, 

where each new tree corrects the residual errors of the previous ones. The inclusion of 

regularization in the algorithm helps in mitigating overfitting, a crucial aspect for 
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maintaining the model’s performance. The ability of XGBoost to handle diverse and 

complex data patterns, as well as its efficient computation, makes it a valuable compo-

nent for predicting anomalies in time-series data. 

4 Discussion of the results 

Among the investigated algorithms, the LSTM model is generally more suited for 

capturing temporal dependencies and complexities inherent in time-series data. It can 

learn patterns over different time scales, which is critical in anomaly detection in se-

quences [17]. On the other hand, Random Forest and XGBoost are usually more 

straightforward and faster to train. They might excel in situations where the data's se-

quential nature is less pronounced or when dealing with large sets of structured, tabular 

data. 

After running the algorithms, the Receiver Operating Characteristic (ROC) curves 

were plotted for each model and data split. ROC and the associated Area Under the 

Curve (AUC) are widely used for threshold-independent evaluation, balancing sensi-

tivity and specificity, and facilitating comparison and visualization of different models 

[18]. Fig. 3 showcases the ROC curve and AUC values for the entire dataset, and Table 

1 presents the loss, precision, and recall metrics for each model’s performance, on the 

final split of the data. The actual values and average predicted values were plotted sep-

arately, with the results displayed in Fig. 4.  

The approach to anomaly detection in this study integrated a combination of prede-

fined rule-based thresholds and anomalies identified through machine learning tech-

niques. This mixed approach aimed to strike a balance between conventional and ad-

vanced methods in detecting operational malfunctions. The results of the study revealed 

that all the tested models exhibited comparable performance, with the Random Forest 

algorithm marginally leading in terms of effectiveness. However, it is important to note 

that none of the models demonstrated extraordinary results. The report suggests that 

while the current results are adequate, there is room for further optimization and refine-

ment to achieve more precise and accurate anomaly detection in the future. 

Beyond the technical evaluations, the broader contribution of this study lies in its 

demonstration of how machine learning can operationalize foresight in facility man-

agement. By moving beyond reactive maintenance practices, the study’s results support 

a shift toward anticipatory action, allowing facility managers to detect early warning 

signs of inefficiencies or malfunctions. This approach not only enhances the reliability 

and resilience of building systems but also contributes to sustainability goals by reduc-

ing unnecessary resource consumption and extending the lifespan of critical infrastruc-

ture components. Ultimately, the integration of data-driven anomaly detection within 

facility operations represents a foundational step toward intelligent, self-optimizing 

buildings of the future. The proposed approach is designed for integration within the 

“Predictive Analysis” module of the conceptual framework and platform prototype 

developed within the same research project [19], [20], thereby operationalizing the 

envisioned proactive maintenance strategy. 
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Fig. 4. Actual vs. predicted anomalies for each model, highlighting alignment and deviations in time-series anomaly detection. 

 

 

Table 1. Performance results on the last split 

of the data for each model. 

Model Loss Precision Recall 

LSTM 0.10 0.68 0.58 

Random Forest 0.19 0.72 0.71 

XGBoost 0.11 0.67 0.58 

Fig. 3. The ROC curve and the calculated AUC values 



5 Conclusion  

This study explores the application of machine learning in facility management 

through a comprehensive analysis of raw data for anomaly detection using multiple 

algorithms. Leveraging three years of building operation data, the research benchmarks 

the performance of prominent models, namely, LSTM, XGBoost, and Random Forest, 

offering comparative insights into their effectiveness in predicting anomalies and sup-

porting data-driven decision-making in operational contexts. The methodology encom-

passed several data preprocessing steps, such as merging, cleaning, and feature engi-

neering, all of which were essential for enhancing the data’s quality and interpretability. 

Additionally, PCA and Random Forest algorithms were applied for effective feature 

selection, dimensionality reduction, and assessing the relative importance of each fea-

ture in relation to anomaly labels. 

Considering the inherent complexity of the problem addressed, the results obtained 

are promising and represent a meaningful step forward in advancing the understanding 

and interpretation of raw sensor data. These results can offer facility managers a general 

perspective on the likelihood of anomalies, enabling them, through the lens of their 

domain expertise, to interpret potential issues more accurately. The insights derived 

from these models can support more proactive and effective facility management, ulti-

mately improving system reliability, operational efficiency, and sustainability within 

the built environment. 
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