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Abstract
Spoken Dialogue System (SDS) utilize on sequential processing pipelines that introduce com-

pounding latency across Automatic Speech Recognition (ASR), Large Language Model (LLM), and
Text-to-Speech (TTS) components, making natural real-time voice interactions difficult to achieve.
This study evaluates how the choice of a LLM and turn-taking strategy affect the SDS latency when
it is optimized for cold calling purposes. Together, four LLMs were tested under controlled con-
ditions, which were GPT-4o-mini, GPT-5-Nano, Gemini-2.5-Flash-Lite, and GPT-5. Furthermore,
three turn-taking strategies were also tested, specifically: Conservative, Rule-based, and Neural net-
work. The results show that GPT-4o-mini produced the lowest and most consistent latency with a
mean of 497.7 ms, while GPT-5 reached a mean of 1673.1 ms despite being a newer model and show-
ing relatively consistent response times. For turn-taking, the Neural network strategy achieved the
lowest mean Turn Latency at 2087 ms and notably reduced LLM Latency to 336 ms, partly attributed
to AssemblyAI’s speaker classification output providing a cleaner conversational context to the lan-
guage model. No component configuration successfully managed to bring down the end-to-end la-
tency within the 200 ms threshold humans associate with natural conversation. This confirms that
sequential pipeline architecture remains the primary structural bottleneck regardless of the performed
component level optimization within the pipeline.

Keywords:

Spoken Dialogue Systems, Latency, Large Language Model, Turn-taking, Automatic Speech
Recognition, Cold Calling, Real-time Voice AI, Sequential Pipeline, End-of-Turn Detection, System
Responsiveness
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1
Introduction

In recent years, there has been lots of technical innovation and advancements for LLMandneural
speech technologies, which have sped up the development of conversational Artificial Intelligence (AI).
These systems are now widely being placed in customer service where customer interactions through
chat-based interfaces gets automated across different industries. One demanding application of this
technology is to automate cold calling processes, where the AI must engage in a voice dialogue with a
recipient over the telephone.

However, even though progress has been significant, most commercial AI solutions only support
customer interactions through developed chat bots or text based approaches where the system relies
on text-centric pipelines, where the AI only starts to process data after the user finishes sending their
message [1].

These limitations are carried over to SDS, which is the technical framework which integrates
speech recognition, reasoning, and response generation, enables natural, real-time voice interaction
between humans and machines through AI [2]. However, this architecture directly affects the LLM
used within, due to the system being built as a sequential pipeline, which results in a lack of simultane-
ous listening and speaking attributes, which are essential for natural human conversations [1]. This is
because current LLMs starts to generate responses only after the user’s input has been fully processed
[3].

This sequential approach is being called “think-after-listen” and while it is reasonable and effi-
cient enough for turn based chat interactions, it is unfortunately not suitable enough for speech-to-
speech interactions in a cold calling context, where low-latency responses are critical. As a result, this
approach removes the fluidity and key characteristics of natural human spoken communication.

TheLLMintegrated into a SDS followa similar approach, where it begins to thinkwith a response
only after the user has finished speaking using a Voice Activity Detection (VAD), that indicated a period
of silence, before determining that the user has finished speaking[4]. This contradicts human spoken
behavior, as we tend to naturally think while listening [5].

The current state of the art SDSuses this pipeline 1.1with an approach that utilizesASR, LLMand
TTS modules. With this pipeline, user voice input is converted to plain text through the ASR module.
Afterwards, the text gets sent to theLLM,which generates a response based on the transcription. Lastly,
the TTS converts the LLM’s output from text format to speech and returns to the user. This workflow,
however, results in limitations that both impact the naturalness and responsiveness of SDS [6].

9



Figure 1.1: Modern pipeline of a SDS
Comment. The figure is from [6] p.2, and showcases the modern SDS pipeline with ASR, LLM and TTS

being included.

1.1 Background and RelatedWorks (Theoretical Framework)

1.1.1 The Evolution of Spoken Dialogue Systems

The Spoken Dialogue Systems (SDS) were constructed as a rigid loop of independent specialized
modules, as illustrated in 1.2. In this older pipeline, with the exclusion of utilizing a LLM the process
was sequential similar to current state of the art SDS and are built with more components such as:

• Speech Recognition: The user’s speech (y) is converted into a sequence of words (w).

• Semantic Decoding: These words are converted into an abstract representation of the user’s in-
tent (v). This stage is essentially the historical equivalent of Natural Language Understanding
[7].

• Dialogue Manager: This component tracks the internal state (s) of the conversation, which in-
cludes user goals and past conversation and then proceeds to select a system action (a).

• Natural Language Generation: The chosen action from the previous module is processed and
converted into a readable output message (m).

• Speech Synthesis: The message is finally synthesized into output speech (z) that gets read out by
the system, which the user can hear.

10



Figure 1.2: architecture of an non-LLM SDS
Comment. The figure is from Young [8] p.1, and showcases an ’older’ SDS pipeline where a LLM is

excluded.

Although this modular approach is theoretically convenient, it suffered from severe limitations,
most notably error propagation (or ”error compounding”)[9]. Aminor transcription error in the Speech
Recognition phase would lead to an incorrect intent classification in Semantic Decoding, which in turn
causes the Dialogue Manager to take an inappropriate action, would result in total system failure [10].

In modern systems where they utilize a LLM, this architecture has been dramatically simplified.
Tools like Semantic Decoding, Dialogue Management, and Natural Language Generation have been
integrated directly into the LLM [10]. By collapsing these modules into the LLM, developers solve the
error propagation problem and allows the system to function as a more universal reasoning engine.
[10]. This has led to the modern SDS pipeline shown in Figure 1.1, where the system operates as a
sequential chain of ASR, LLM, and TTS.

1.1.2 Latency in Sequential Pipelines

Although the modern pipeline is a significant improvement over the older versions, the sequen-
tial architecture of the pipeline introduces a core limitation or real-time voice interaction, specifically
latency. Because each stage must wait for the previous one to complete, leads to the total response time
for a turn to be the sum across all three components and their individual latency. A study goes show
that when humans perceive delays above 200 ms, they deem the conversation as unnatural [11]. This is
a threshold that current SDS rarely meet.

A major reason of latency in SDS is the traditional ”think-after-listen” approach, where the sys-
tem waits for the user to finish speaking before processing the input. A study proposes streaming and
incremental processing as an alternativemethod for the architecture[3] . Instead of waiting for the user
to stop speaking, the ASR contentiously sends partial transcriptions of the users’ input to the LLM, al-
lowing the AI to begin reasoning earlier. This results in a reduction of the gap between user speech and
system response.

One example of incremental processing is the SHankS framework (Simultaneous Hearing and
Thinking with Chunked Input Speech). Rather than following a sequential pipeline, SHankS instead
focuses on allowing the LLM to update its internal hypothesis as new audio chunks arrive. This enables
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earlier intent prediction from the AI and results in reduced response delays, bringing the overall system
latency closer to the 200 ms threshold humans expect in natural conversations [3] .

Although this thesis does not implement the SHankS framework directly, the study will still fol-
low the same principles of incremental processing and early intent predictions with the design of the
turn-taking strategies that are evaluated. Instead of adopting SHankS as a full architecture, in terms
of making the LLM thinking while listening, the system variations will explore different strategies of
turn-taking by adjusting how system reacts to end of turn endpointings and their corresponding la-
tency.

1.1.3 Turn-taking

Beyond pipeline latency, natural conversation requires the system to correctly manage turn-
taking which means it needs to know when to speak and when to listen. Human turn‑taking is highly
Neural network and relies on cues such as syntax, semantics, prosody, and micro‑pauses [12]. Most
SDS, however, utilizes silence based detection, which waits for a fixed duration of silence before the
system assumes the user has finished speaking. This approach, while simple, is often misaligned with
human conversational timing. This approach is often misaligned with human conversational timing,
as it cannot distinguish between a natural mid-sentence pause and an actual turn ending [13].

To achieve natural turn-taking, requires the system to move beyond simple silence detection and
more towardsNeural network end pointing behavior. This allows the system to evaluate the likelihood
that a turn has ended based on the content of the speech rather than just the absence of sound. Using
semantic cues, the system can reduce the ”response gap” and manage conversational flow more effec-
tively, even when the user makes natural mid-sentence pauses [5].

To explore how different turn-taking approaches affect system responsiveness, this thesis builds
and evaluates three different turn-taking strategies.

1.1.4 Conservative

This strategy follows the silence based approach, where the system waits for clear evidence that
the user has stopped speaking by utilizing a silence threshold, before it determines that the user’s speech
turn has ended. This completely avoids barge-ins but introduces the longest response delays.

1.1.5 Rule-Based

This strategy follows a defined set of rules whenever it detects either punctuation, numbers, or
the absence of punctuation at the end of the users’ speech, to trigger an end-of-turn event earlier than
the Conservative strategy would. When any of these conditions are met, the system determines that
the user has finished speaking.

1.1.6 Neural Network

This strategy replaces silence-based end pointingwith a neural end-of-turn detectionmodel pro-
vided by AssemblyAI [14]. Rather than waiting for silence like the previous models, it instead evaluates
both semantic and acoustic signals simultaneously. Semantically, it predicts end-of-turn based on the
meaning and flow of the users’ speech, meanwhile acoustically, it falls back to a silence-based detection
when semantic confidence is low. This dual-mode approach addresses the limitation of purely silence-
based strategies without requiring the system to predict turn endings from partial transcriptions alone
[13].
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1.1.7 Choice of Large Language Model

The choice of large language model directly impacts latency, responsiveness, and conversational
fluidity within the SDS. Model performance is influenced by factors such as model size, architecture,
token generation speed, and support for streaming inference. Smaller models typically offer lower
latency at the cost of reasoning depth, while larger models provide higher quality responses at the cost
of increased processing time [6].

1.2 Problem Statement

As established in Section 1.1, the sequential architecture of current SDS introduces compounding
delays at each stage of the pipeline (ASR, LLM and TTS) and the total response time often exceeds
what is acceptable for fluid conversations [6]. The 200 ms threshold that Sacks mentions [11], separates
natural from unnatural conversation is a standard that these systems rarely meet, leading to noticeable
pauses that disrupt the conversational flow [3].

Spoken Dialogue Systems also struggle with turn-taking and interruption handling [6]. Edlund
[12] goes over that for humans, conversations occur naturally and people plan their responses simulta-
neously while listening, and frequently interrupt or overlap each other in a coordinated way. Edlund
writes that SDS does not support this behavior well yet. Edlund argue that SDS often fail to detect
user interruptions, continue to speak even when the user begins talking, or pause awkwardly before
responding. Research on timing and overlap in conversation showcases how sensitive humans are to
these cues [11]Most current AI systems lack the fundamental characteristic needed to handle these tim-
ing and overlap cues effectively and accurately, resulting in awkward voice speech conversations[3].

Skantze [13] emphasizes that turn-taking is not only a technical detail but also a core component
of natural dialogues. Skantze goes over how inappropriate gaps, delayed responses, and unhandled
overlaps in communication significantly reduce perceived naturalness, user trust and task success in
spoken discussions. Skantze further explains that most SDS rely on silence-based and sequential pro-
cessing. However, this approach prevents the system from predicting turn endings or responding in
appropriate human-like latency, which creates an overall structural mismatch between how humans
perceive and manage turn-taking compared to how SDS operate.
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Figure 1.3: Example of turn-taking issues in a silence based approach.
Comment. The figure is from Skantze [13] p.13. It shows three turn-taking outcomes in a silence-based
SDS approach where its either successful, or problematic in terms of a user pausing too long in the

middle of their speech, or the system giving a delayed responses.

1.3 Purpose and Research Questions

It is evident that current SDS struggle to support real-time, natural spoken communication due
to high latency and limited turn-taking capabilities. Traditional pipeline architecture of the SDS tend
to follow sequential processing, which often results in silence-driven delays that prevents the system
from responding within the time frames humans expect and from handling interruptions in a natural
way. These limitations become problematic in real-time applications such as cold calling, where timing,
responsiveness, and conversational fluidity directly influence user experience and task success.

Therefore, the study aims to evaluate how the choice of a large language model and the choice of
the turn-taking strategy affect latency and responsiveness in a cold-calling context.

In order to fulfill this purpose, this study aims to answer two research questions.

Research Question 1: How does the choice of a large language model affect the latency in a
Spoken Dialogue System.

Research Question 2: How do different turn‑taking strategies influence the system’s latency
when using the same language model?

1.4 Scope and Limitations

The study is limited to investigate how existing speech and language technologies can be com-
bined and configured to improve latency and turn-taking in a voice-based AI system for cold calling.
Therefore, the study will focus on the integration of the system, some degree of behavioral analysis,
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and the performance measurement of an SDS rather than the development of new modules within its
pipeline.

The modules chosen and used within this study were commercially available components for
ASR, LLM, and TTS. This means that no new ASR, LLM, or TTS models are developed as part of this
work. Instead, it utilized commercially available technologies and frameworks.

In this study, Speechmatics [15] and AssemblyAi [16] was chosen as the preferred ASR module.
It is chosen for its support of universal language transcription and real-time timestamps. As a result,
the study will not compare different ASR systems or evaluate the impact of ASR choice within its data
analysis.

The evaluation was be restricted to three turn-taking strategies (conservative, rule-based, and
Neural network). The study focused only on system level performance metrics such as latency and
tail percentiles. Therefore it does not evaluate any customer/user aspects such as sales effectiveness or
successful customer conversion rate.

Together, these delimitations ensure that the study remains focused on the research question and
on the practical evaluation of real-time SDS.

1.5 Disposition

This document is divided in multiple chapters.

Chapter 1 sets the context and introduce the focus of the thesis by covering the structure of
SDS and related works. It covers the background of SDS by going over the structure of SDS, latency
concepts and turn-taking theories that are applied in this thesis.

Chapter 2 describes the methodological approach and the implementation of the SDS, including
the components used, data collection, analysis methods, and its validity and reliability.

Chapter 3 presents the collected data that have been retrieved in this study in addition to analyz-
ing it.

Chapter 4 discusses the results that were retrieved from the data analysis and evaluate them in
order to answer how the choice of a large language model and the choice of the turn-taking strategy
affects the system responsiveness, conversational flow, and perceived naturalness in a cold-calling con-
text, as well as our 2 research questions.

Chapter 5 goes over the conclusion of the study, its implications from a scientific and practical
point of view, as well as suggesting further research that can be pursued.

15



2
Method and Implementation

The methodology for this thesis is based on building and evaluating a modular SDS using exist-
ing technologies and components. The study mainly applies quantitative evaluation methods, but also
limited qualitative observations to observe the behavior of the systems.

2.1 System components

TheSDSbuilt for this thesis is a fully automated cold calling SDSpipeline spanning from lead data
ingestion to post-call logging. The system operates across three stages, a pre-call preparation stage, a
live call stage, and a post-call processing stage. These are the following components that are involved
within the systems and make the previous mentioned pipelines possible:

• Vapi.ai [17] was used as the orchestration layer, which managed the audio streaming between
ASR, LLM and the TTS components. It also showcased performance metrics such as average
LLM latency, ASR latency, TTS latency, and turn latency. These metrics were used to retrieve
data and analyze both research questions.

• Speechmatics [15] was chosen as the ASR provider for the Conservative and Rule-based strate-
gies due to it providing real-time transcriptionwith support for over 55+ languages (Swedish and
English included), as well as partial transcriptions. This is necessary for analyzing the latency in
the turn-taking strategy, as they allow the system to capture informationduring the user’s speech,
which is required for this thesis to perform its experiments and collect the necessary data.

• AssemblyAI [16] was chosen as the ASR provider for the Neural network strategy. Although
Speechmatics offers a built-in Neural network endpointing feature and was originally planned
to be used, Vapi.ai had not yet integrated this capability at the time of implementing the system.
Therefore AssemblyAI, which provides a native neural end-of-turn detection model supported
directly by Vapi.ai, was selected as the alternative for the Neural network turn-taking strategy.

– universal-streaming-english model was chosen within AssemblyAI’s models because it
is optimized for real-time transcription interactions [18]. Furthermore, it is that specific
model family that utilizes a neural network to detect end of turn reasoning [14], as well
Vapi.ai only supporting integration with specifically the Universal streaming model [19].

• ElevenLabs [20] was chosen as the TTS provider as it has integration support with Vapi.ai on
top of providing many different kind of voice models and libraries that work for both Swedish
and English language.
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– Thechosenmodel that ElevenLabs providewas chosen to beEleven Flash v2.5 [21] . While
there are othermodels that ElevenLabs provide, they recommend to use their Flashmodels
over theirTurbomodels in all use cases, due to thembeing functionally equivalent, however
the Flash models has a lower latency on average [21]. Their recent Eleven v3model, which
got released out of its alpha development during this thesis process suffers from higher
latency, as it is optimized for emotional expressiveness rather than speed [22]. Therefore,
it is not used in this thesis, and ElevenLabs explicitly did not recommended the Eleven v3
model to be used for real-time conversational applications[23].

• n8n [24] as the workflow automation layer which coordinates connection with external services
through Application Programming Interface (API)’s and Webhooks. It handles the coordination
between Notion [25], Google Calendar [26], and Vapi.ai [17] across all three pipeline stages. This
makes the SDS capable of both checking the company’s calender and book a meeting.

• Notion [25] serves as the database where all lead information is stored, updated and retrieved
before each call.

• Vapi.ai Knowledge Base [27] is identical of a traditional Retrieval-augmented generation (RAG)
implementation, which comes as a feature within Vapi.ai. This is done to reduce hallucination
and ensure that the LLM only references accurate information about the product or service it
represents [28]. How it works is by storing information in a dedicated knowledge base.

2.1.1 Choice of Large Language Model

The choice of large language models directly impacts latency, responsiveness, and conversational
fluidity in the SDS.Mohammed says this is because LLMs’ performance is influenced by factors such as
model size, architecture, token generation speed, and support for streaming inference [29]. Mohammed
goes over that smaller models typically offer lower latency but may sacrifice nuance, reasoning depth,
and thinking capability, while larger models provide higher quality responses at the cost of increased
processing time due to requiring more resources.

To evaluate these trade-offs, this study evaluates four LLMs representing different performance
tiers and provider architecture.

• GPT-4o-mini [30]: A compactmodel for real-time interactionwith strong performance and cost
efficiency despite its size.

• GPT-5-Nano[31]: A next generation small model offering fast speed with an integrated internal
reasoning tool.

• GPT-5.2[32]: A more capable model in the GPT-5 family, evaluated to examine whether a higher
tier model within the same generation introduces meaningful latency differences compared to
GPT-5-Nano.

• Gemini 2.5 Flash-Lite [33] : A streaming-oriented model designed for low latency applications
from a different provider.

These models come from different providers and represent different architectural approaches,
but all are declared by their providers to be fast and efficient, making them suitable for analyzing how
the model choice influences system latency in the context of Research Question 1.

Together, these components form the system components used to create the system architecture
which gets split into three pipelines.
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2.2 System architecture and implementation

2.2.1 Pre-call pipeline

This pipeline is initiated by n8n before any call occurs. The workflow gets executed whenever a
new lead is added to a Notion database, as shown in Figure 2.1. N8n fetches the lead information con-
taining the prospect’s name, company name, phone number andwebsite URL, and routes it to Is Test
Lead? conditional node. In production mode, the system fetches the live content of the prospect’s
website. In test mode, a mock website is used instead to allow controlled testing without external web
requests.

The fetched HTML content gets preprocessed and cleaned using a custom JavaScript code 7.1,
which removes scripts, styles, comments, metadata, and all HTML tags. By doing this, the fetched
HTML content gets compacted to plain-text, which ensures that the more relevant contextual content
is represented to the LLM. This cleaned text gets then passed to an n8n AI Agent Node, which uses
an OpenAI LLM, specifically GPT-4o-turbo, with this prompt 7.2. The prompt instructs the LLM
to identify what the business does, its main service, and one interesting detail, and to express these
findings in a fixed output format. The generated summary is written back to the Notion database page
and gets injected into the system prompt when Vapi.ai initiates the outbound call.

Figure 2.1: Pre-call n8n workflow: leads are retrieved from Notion, the prospect’s website is fetched
and analysed by an AI Agent, and Vapi.ai initiates the outbound call.

2.2.2 Live Call Pipeline

During a live call with the user lead, Vapi.aimanages audio streaming between theASR, LLM, and
TTS components in real time, as illustrated in the sequence diagram in Figure 2.2. The caller’s speech is
first transcribed by the ASR module, which streams partial and final transcripts to Vapi.ai. Once a turn
is detected as complete, Vapi.ai forwards the transcript to the LLM together with the system prompt
and the full conversation history.

To improve response accuracy and reduce hallucination, the LLM is configured with access to a
Vapi.ai Knowledge Base through a Query Tool [34]. Rather than embedding all product and service
knowledge directly into the system prompt, which not only increases token usage but also adds the risk
of the LLM generating inaccurate information [28]. The Knowledge Base stores company information
content that the LLM can retrieve on demand during the conversation [27].

In addition to generating conversational responses, the LLM is equipped with two custom tool
calls that it can trigger at any point during the call depending on the user’s intent through its speech via
webhooks to n8n:
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• Check availability: When the lead asks about scheduling a meeting, the LLM triggers this tool,
which sends a webhook to n8n. N8n queries the connected Google Calendar, retrieves available
time slots, and returns them to Vapi.ai. The LLM then include these times in its spoken response
towards the lead.

• Post appointment: Once the user confirms a time, the LLM triggers this tool, which sends a
webhook to n8n. N8n creates a Google Calendar event and responds back to Vapi.ai with a
confirmation, which the LLM informs to the user if it was successful or not. Furthermore, the
system is configured to always check availability before attempting a booking.

Regardless of the branch taken, the LLM’s final response gets sent to ElevenLabs for TTS output
and streamed back to the user as audio.

Figure 2.2: Live call sequence: real-time interaction between ASR, Vapi.ai, the LLM, optional knowl-
edge base, n8n tool calls, and TTS output.
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Furthermore, the system prompt for the LLM defines the systems’ core identity (”Alex”) and es-
tablishes the tone, rules, and conversational boundaries that it must follow during a live call session,
see appendix 7.3. Structurally, the prompt acts as a framework that ensures that LLM validates spe-
cific criteria before advancing the dialogue. This prevents the system from rushing into the sales funnel
prematurely, or executing the booking logic too quickly. Specifically, these prompt constraints require
the system to ask at least two questions and detect an explicit interest signal before proposing to book
a meeting with the user

Additionally, the prompt manages context injection by handling dynamic data fetched dur-
ing the pre-call phase, see appendix 7.3. Stored information, such as leadName, leadWebsite, and
leadResearch is directly put into the prompt environment that is sent to the to the LLM each prompt
call.

2.2.3 Post-call Pipeline

When the call ends, Vapi.ai sends a webhook containing the full call data to a separate n8n work-
flow, as shown in Figure 2.3. N8n then proceeds to extract the relevant information from the call,
including the call outcome (if the prospect scheduled a meeting, is interested, not interested or did not
answer the phone.), call transcript, the date the prospect got called, and a recording url so that you can
listen back to the conversation.

Figure 2.3: Post-call n8n workflow where the call data received from Vapi.ai is extracted and used to
update the lead’s Notion database page.

2.2.4 Turn-Taking implementation

In order to evaluate how turn-taking strategy affects latency and behavior of the system (RQ2),
this thesis implements three system variants that only change how theymanage conversational timings.
Each variant uses the same ASR, LLM, and TTS component, which are mentioned above.

2.2.5 Conservative Configuration

The Conservative (Wait-until-end) system is be implemented using a fixed silence threshold
with Vapi.ai’s own end pointing configuration. This leads to the system waiting for a fixed duration of
time with silence before assuming the user has finished speaking. This reduces the risk of interruptions
and barge-in, but typically results in longer response delays, thus an increase in latency. This strategy
was used as a baseline, non improved version of how turn-taking affects latency and represent the
behavior of many existing SDS.

In our case, the fixed silence threshold for the Conservative turn-taking was chosen to be at
500ms. Below is the exact code snippet on how it was implemented.
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1 {
2 "startSpeakingPlan": {
3 "transcriptionEndpointingPlan": {
4 "onPunctuationSeconds": 0.5,
5 "onNoPunctuationSeconds": 0.5,
6 "onNumberSeconds": 0.5
7 }
8 }
9 }

Listing 2.1: Conservative Turn-Taking Configuration

As seen in Listing 2.1, the parameter onPunctuationSeconds defines the wait time after the
end pointing configuration detects a punctuation and is set to the time of 0,5s (500ms).

The parameter onNoPunctuationSeconds defines the wait time after the endpointing configu-
ration detects that the transcription contains no punctuation, and is set to 0.5s (500ms).

The parameter onNumberSeconds defines the wait time after the endpointing configuration de-
tects that the transcription ends with a number, and is set to 0.5s (500ms).

Through this configuration, the conservative turn-taking strategy gets achieved by putting all the
three end pointing configuration parameters as 0,5s.

The reason to why 500ms was chosen as the endpointing plan for the Conservative strategy is
because when the value became any lower, it caused the system to become unstable. This lead to the
endpointing to become unstable as it frequently failed to detect the end of a user’s turn and caused it to
break as until the user started speaking again.

Figure 2.4: Example of when the silence threshold set was set too aggressively (below 0.5s) and resulted
in a failure to detect the turn end, forcing the user to say ”hello?” at around the 1:30 mark to trigger a
response.

2.2.6 Rule-based configuration

The Rule-based configuration follows a similar approach to the Conservative, but adjusts the
response timing dynamically based on the content of the transcription. Specifically, the system waits
0.2s after detecting punctuation, 0.5s when no punctuation is detected, and 0.8s when the transcription
ends with a number. This allows the assistant to respond faster in cases where the user’s intent is clear
(e.g., a sentence ending with punctuation), while waiting longer in more unclear cases such as number
sequences.
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1 {
2 "startSpeakingPlan": {
3 "transcriptionEndpointingPlan": {
4 "onPunctuationSeconds": 0.2,
5 "onNoPunctuationSeconds": 0.5,
6 "onNumberSeconds": 0.8
7 }
8 }

Listing 2.2: Rule-Based Turn-Taking Configuration

The choice for the specific parameters for the Rule-based approach were chosen to balance con-
versational fluidness with system stability.

The onNoPunctuationSeconds parameter was chosen to be at 0.5s, to keep the baseline stabil-
ity that was established in the Conservative configuration. As going under the 0.5s threshold would
increase the risk of system instability.

The onPunctuationSeconds parameter was reduced to 0.2s, because Vapi.ai’s end of turn end-
pointing relies on the transcription text. Since the transcription layer has explicitly detected the gram-
matical finality by including a punctuation in its transcription, the system can trigger an end-of-turn
event earlier without causing instability.

Finally, the onNumberSeconds parameter was put to 0.8s to take into consideration the hesita-
tions of users when mentioning numbers, such as phone numbers or addresses. This extended window
grants the user a larger timing buffer to think, ensuring that the system does not prematurely interrupt
the user mid speech.

2.2.7 Neural Network Configuration

The Neural network configuration uses AssemblyAI’s neural network-based turn detection
model rather than Speechmatics as the ASR, which analyzes the meaning and flow of speech to de-
termine when a user has finished speaking, rather than relying on fixed rules or punctuation patterns
[14]. The model returns an end-of-turn signal when it is enough confident that the user has stopped
speaking. AssemblyAI’s model detects turn endings through two process methods. Firstly, a semantic
detection mode, which predicts the end-of-turn based on the meaning and flow of the users’ speech,
and whenever the model confidence exceeds a set threshold, it get executed. The second method is
through an acoustic fallback system, which applies a silence-based detection when the semantic con-
fidence is insufficient. Together, this allows the system to commit to a Neural network turn ending
with a fallback system without breaking the pipeline, which in theory should execute the end-of-turn
detection earlier than a VAD approach would allow.
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1 {
2 "transcriber": {
3 "language": "en",
4 "provider": "assembly -ai",
5 "formatTurns": true ,
6 "speech_model": "universal -streaming -english",
7 "maxTurnSilence": 400,
8 "languageDetection": false ,
9 "disablePartialTranscripts": false ,

10 "endOfTurnConfidenceThreshold": 0.4,
11 "minEndOfTurnSilenceWhenConfident": 160
12 }
13 }

Listing 2.3: Neural network Turn-Taking Configuration (AssemblyAI)

The endOfTurnConfidenceThreshold is set to 0.4, meaning the model will trig-
ger an end-of-turn event as soon as it reaches 40% confidence that the user has finished
speaking. Once that confidence threshold is met, the system waits a minimum of 160ms
(minEndOfTurnSilenceWhenConfident) before ending the turn, acting as a short safety buffer. If
the confidence threshold is never met, the system will force an end-of-turn after 400ms of silence
(maxTurnSilence). This combination of a low confidence threshold and short silence windows places
this configuration in the aggressive (fast response) category, optimized for quick interactions while
still leveraging Neural network speech understanding to avoid interrupting the user mid-sentence
according to the documentation [14].

Additionally, AssemblyAI’s transcription output classifiers, which classifies respectably the user
and system’s speech within the transcript log. This classification of the speaker gets forwarded to the
LLM as part of the conversations context prompt, which provides a more cleaner representation of the
conversational history compared to the unclassified transcription output used in the Conservative and
Rule-based variants.

2.3 Data collection

The data collected in this study is gathered from controlled call experiments performed across
the system variants. Before describing how latency is measured, this section first explains how the test
conversations themselves are constructed and conducted.

This study uses an experimental research design, where the system is evaluated under controlled
conditions. The goal is tomeasure how the LLMchoice (RQ1) and turn-taking strategy (RQ2) influence
latency in a SDS for cold calling systems.

2.3.1 Test Design

Each test experiment consisted of a manual live phone call by the researcher utilizing Vapi.ai’s
testing layer. Rather than generating conversations synthetically, calls are conducted manually by fol-
lowing a structured script designed to simulate a realistic, but short, cold call scenarios. The script
ensures that each call covers the same conversational stages in the same order, which keeps the condi-
tions consistent across all experiments and all system variants. The script follows this sequence:
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1. Greeting: The caller greets the system and acknowledges the opening of the call, and ask what
they work with.

2. Expressing interest: The caller states that they have been made aware of the company’s services
and are interested in learning more about how they can help them out.

3. Describing their situation: The caller describes technology related challenges to provide con-
versational context. These include reliance on manual workflows, heavy use of spreadsheets for
processes that could be automated, difficulty integrating tools across their ”organization”, and a
general need for improved workflow automation.

4. Requesting a meeting: The caller expresses interest in booking a meeting to discuss the com-
pany’s services further.

5. Providing contact details: The caller provides their name and email address for the booking
confirmation.

6. Books an availablemeeting slot : The caller books an available meeting slot that is provided by
the system.

7. Closing the call: The caller thanks the system and ends the conversation.

By following this structure, it ensures that every call utilizes the same pipeline components, in-
cluding the LLM’s conversational reasoning, the Knowledge Base query tool, and the calendar booking
tool calls. While keeping the call duration to be consistent enough for latency measurements to be
comparable across experiments (three to four minutes), since the goal for this SDS is to perform short
cold calls to book a meeting with the prospect. The script is followed closely but not read word to
word, which makes it follow a minor variation in phrasing to better reflect realistic spoken interaction
as well.

Each system variant was tested across all call sessions that were performed for RQ1 and RQ2,
with the same script applied throughout.

2.3.2 Collection of Large Language Model latency - RQ1

To address RQ1, this study recorded timestamps at each stage of the SDS pipeline. For each
call, the system automatically records timestamps from the ASR’s partial and final transcriptions, the
moment the LLMrequest is initiated, the time atwhich the LLMproduced its first token (response), and
the start and end times of the TTS’s speech. Together, thesemeasurementsmake it possible to calculate
both the latency of individual components and the end-to-end response time, which is defined as Turn
Latency.

All four LLMs was be tested under the exact same conditions, which ensures compatibility and
fairness with the tests that were performed. Speechmatics/AssemblyAI provide streaming of the ASR,
Elevenlabs generate the TTS output, Vapi.ai serve as both an orchestration and testing layer, and n8n
for workflow automation and interactions with other API integrations, which were mentioned in the
system compontent section 2.1.

On top of the systems’ own logged timestamps, the study also collect data from Vapi.ai’s built-in
performance metrics to obtain the average latency measurements. These measurements include aver-
age LLM latency, ASR latency, TTS latency, end pointing latency, and turn latency. Together, thesewill
provide a reliable way to test and compare the performance of the four LLMs across multiple testing
scenarios required to test and evaluate their individual latency.
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2.3.3 Collection of Turn Taking Latency - RQ2

To answer RQ2, this study evaluated three different variants of the system using different turn-
taking strategies. These three turn-taking strategies were Conservative, Rule-based, and Neural net-
work, where each variationwas performedwith the same test design that waswent over in the previous
section 7. This was done to make sure that any difference in the system’s behavior and latency arises
solely from the adjusted turn-taking strategy itself. The choice of LLM within the system for RQ2 is
also based on the best latency performance results of RQ1.

Thedata collection for RQ2mirrors the quantitative structure of RQ1, however it capture latency
metrics across the pipeline rather than purely on the LLM latency. During the each test calls, the system
generated execution logs capturing component events within the pipeline. For every conversational
turn, the system recorded the following logging endpoints:

• The exact timestamp marking when the user stopped speaking.

• The timestamp indicating when the ASR completed processing the text chunk and triggered the
end-of-turn decision.

• The timestamps tracking the outbound API request to the LLM and the time for it to generate its
first response.

• The timestamp indicating when the text-to-speech initiated its audio streaming output.

2.4 Data Analysis

The data analyzed in this study are based on quantitative data collected from system logs and
performance metrics during the experiments. Log files were exported from each call session from the
experiments which afterwards were sent to a custom Python script to parse these logs and extract pre-
cise latency values by calculating the time from theLLMproducing its first output token, to themoment
the TTS module began producing its speech. This approach provides a more accurate measurement of
end-to-end response latency rather than solely relying on Vapi’s dashboard metrics.

2.4.1 How to Analyze Large Language Model latency (RQ1)

For RQ1, we analyze the LLM latency by examine the first-token latency through
firstOutputTokenLatencyMs on the four evaluated LLMs. This gets calculated by taking the times-
tamp measurement of when the LLM performs its first token subtracted by the timestamp when the
ASR sent a request to the LLM. By doing this approach, the study can calculate Time to First Token
[35]. Afterwards, the collected values are summarized using mean, median, and standard deviation
to describe the general and variability of their latencies. Furthermore, percentiles of latency (p90, p95,
p99) are collected, where p90 represents the latency value at which 90% of all measured responses from
the model occur. Likewise, p95 and p99 indicate the latency threshold that gets met by 95% and 99% of
the responses from themodel respectively. The remaining 10%, 5%, and 1% represent the slowest tail of
the distribution. Together, these percentiles capture the models’ tail-latency behavior, which describes
the worst-case behavior of the system rather than its typical performance. These metrics therefore
become critical for real-time systems where every ounce of added latency matters.
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2.4.2 How to Analyze Turn-Taking Latency (RQ2)

ForRQ2, the analysis focused on the pipeline timing across the three turn-taking strategies. Turn
Latency, LLM Latency, TTS Latency and ASR Latency are compared across the same statistics and
latency percentiles that were applied for RQ1. While ASR and Turn latency are the focus for RQ2,
additional metrics such as LLM and TTS latency are included to act as a control metric to verify that
observed differences in Turn latency and ASR latency come from the turn-taking strategy rather than
from the other pipeline components.

These methods are chosen because they allow direct measurement of effectiveness and behavior
within the system. Alternative methods, such as large user studies, are not suitable, as they provide
limited insight into the system’s level of latency and behavior.

The test scenarios are performed within Vapi.ai’s own testing framework, where I integrated a
custombackgroundnoise in order to simulate a real call as close as possible. Furthermore,multiple tests
are performed to take into account for natural changes such asAPI performance or network conditions.
Since testing occurs in these controlled environments, this means that testing can be reproduced under
the same conditions. Therefore, other researchers can replicate the tests using the same setup and get
the same results and conclusions by utilizing the same prompt and integration tools.

2.5 Validity and Reliability

In order to validate the data, only the test variable was allowed to change. That means for RQ1,
only the large language model was changed, while the ASR, TTS, system architecture, prompts, and
test conditions remained identical. For RQ2, only the turn-taking strategy was different, while all
other components were the same. This controlled approach for the design ensures that any observed
differences in either latency and behavior can be more accurately pinpointed to the intended variable
(different LLM for RQ1 and different turn-taking strategy for RQ2).

The use of capturing system logs and timing data through Vapi.ai eliminates the risk of human
measurement error, as their built in performance metrics should provide more consistent measure-
ments across each test call.

2.6 Considerations

From an ethical perspective, the study will not involve personal data or real customer interac-
tions. This is because all test scenarios will be performed manually by the researcher, which gets rid of
the concern of privacy, consent, or the handling of sensitive information. However, this methodologi-
cal choice also introduces limitations regarding ecological validity, as semi-structured, manual testmay
not fully capture the unpredictable speech patterns, multi-speaker interruptions present in real-world
customer interactions.

There are also technical considerations, as the study relies on commercial services, which may
introduce fluctuationwith the data collected due to network latency, server load, or provider side issues
that are outside this study’s control. Although this studyuses repeated and controlled test environments
to combat these effects, they cannot be completely removed. Additionally, the results that are collected
will reflect the performance based of the specific version of these services that are available at the time
of testing. That, means if any future updates may change the behavior and results when replicating the
experiments.
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Furthermore, the use of AI introduces the methodological constraint black box approach. In this
thesis context, the internal mechanisms of the LLM cannot be fully modified, other than changing the
model or prompt. Instead, the study can only observe the inputs provided to the LLM and the outputs
they generate, resulting in a black box constraint [36]. While this approach increases ecological validity,
because it reflects how most likely real developers interact with proprietary AI services , it still leads to
a reduced transparency and interoperability of the built system, which Ribeiromentioned in his article.

From a societal perspective, if the study were to improve the latency and turn-taking strategy of
SDS, it would result in automating the process of cold calling, customer service, booking services, and
human AI interactions becoming far more accessible. However, an issue with increased automation,
such as customer support, could raise questions about transparency and user expectations.

Most notably, the use of a low latency and natural SDS poses significant societal risks regard-
ing automated fraud and fraudulent telephone campaigns (e.g., ”scam calls”). As conversational SDS
becomes harder to differentiate from a human operator due to fluid turn-taking patterns, the poten-
tial for malicious actors to deploy multiple large scale, results in automated social engineering attacks
escalates [37]. Although these implications fall outside the technical scope of this thesis, they empha-
size the urgent societal need for robust regulatory frameworks, voter/consumer awareness, and digital
watermarking standards to enforce transparency in automated voice communications.
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3
Results

This chapter presents the results from the experimental evaluation of the spoken dialogue system.
The results are organized in two parts. First, the collected data is presented descriptively. Second, the
data is analyzed in relation to the two research questions. Research Question 1 focuses on how large
languagemodel choice affects latency, while ResearchQuestion 2 focuses on how different turn-taking
strategies influence latency.

3.1 Large Language Model Latency (RQ1)

The system was evaluated through repeated controlled calls using the same system architecture,
ASR, and TTS components, while only changing the LLM during the test calls.

Table 3.1 showcases the amount of experiments that were performed and measured for each
LLM. The number of performed experiments varies slightly between the evaluated models. This is
due to the fact that after a certain number of samples, additional measurements consistently remained
within the model’s standard deviation range, indicating stable behavior. The only deviations that were
found were rare tail-latency spikes, which primarily affects the p99 values, but did not influence the
overall statistical stability of the LLMs. As a result, further measurements would not have contributed
significantly to the descriptive data, and were stopped when enough data was collected to present a
general expected value from each LLM.

Table 3.2 summarizes the main latency measurements (mean, median, and standard deviation)
for the evaluated LLMs. While also presenting the tail percentile latency metrics (p90,p95,p99) which
show the behavior of the slowest response for the LLM’s, and are relevant for real-time conversational
systems.

LLM Number of performed experiments
GPT-4o-mini 26
GPT-5-Nano 19
Gemini-2.5-Flash-Lite 20
GPT-5 23

Table 3.1: Number of collected experiments per LLM model.
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LLM Mean (ms) Median (ms) Std. dev (ms) p90 (ms) p95 (ms) p99 (ms)
GPT-4o-mini 497.7 458 161.0 696 934 1046
GPT-5-Nano 841.5 772 272.0 1311.8 1340 1340
Gemini-2.5-Flash-Lite 787.1 824 231.9 1160 1227 1230
GPT-5 1673.1 1678.5 204.7 1928 1988 1988

Table 3.2: Descriptive and tail latency metrics for the evaluated LLMs based on the experiments.

3.1.1 Analysis of Large Language Model Latency (RQ1)

The results clearly shows a difference in latency between LLMs. In Table 3.2, GPT-4o-miniman-
aged to reach the overall lowest latency compared to the other LLMS, with a mean of 497.7 ms and a
median of 458 ms. Furthermore, its standard deviation of 161 ms showcases that the LLM is relatively
stable with few extreme values. In comparison to the other models, GPT-5-Nano presented the high-
est latency, with a mean of 841.5 ms and a median of 772 ms, as well as the largest standard deviation
of 272 ms. Gemini-2.5-Flash-Lite performed somewhat between the two, with a mean of 787.1 ms, a
median of 824 ms, and a standard deviation of 231.9 ms.

GPT-5 showcased the highest latency of all four evaluated models, with a mean of 1673.1 ms
and a median of 1678.5 ms. Despite this, it does have a fairly good standard deviation of 204.7 ms,
which indicates relatively stable behavior from the model compared to the others as it is being the
second most stable model. However, the absolute latency values are more than three times higher
than of GPT-4o-mini. This suggests that while GPT-5 may produce consistent responses, the model’s
responses consistently arrive too late to be suitable for real-time spoken dialogue systems.

Latency percentiles were also analyzed in the table 3.2 which goes into more detail about la-
tency, and indicates how the response times are distributed. GPT-4o-mini throughout the experiments
maintained comparatively stable and low latency percentiles (p90-p99 values), while bothGPT-5-Nano
andGemini-2.5-Flash-Lite showed substantially higher latency percentiles. GPT-5-Nano in particular
reached a p90 of 1340 ms, which is more than double that of GPT-4o-mini. GPT-5 showed the most
severe tail latency of all models, reaching a p90 of 1928 ms and p95 and p99 at 1988 ms. This indicates
that its slowest response is more of a hard ceiling rather than degrading gradually. This confirms that
not only is GPT-5 response slower on average, but it also shows the most severe worst-case delays of
anymodel that was evaluated, whichmakes it the least suitable model choice for a real-time SDSwhere
responsiveness is critical.

Overall, the results demonstrate that LLM choice has a significant impact on the latency of the
system. GPT-4o-mini shows to be the most stable and responsive LLM with its performance, mean-
while GPT-5 both introduces a high processing delay of all models despite its relatively low and stable
variability. Thus , table 3.2 directly addresses Research Question 1, by showing that the choice of the
LLM model is a key factor of latency in a SDS.
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3.2 Latency of Turn-Taking strategies (RQ2)

The same type of descriptive metrics was collected for the three turn-taking strategies. Table 3.3
showcases the amount of experiments thatwere performed andmeasured for each turn-taking strategy.

Table 3.4 shows the metrics captured for each strategy, which are are Mean, Median, Standard
Deviation and tail percentile latency for the LLM, Voice, ASR and turn processes.

Strategy Number of performed experiments
Conservative 30
Rule-based 30
Neural network 30

Table 3.3: Number of collected experiments per turn-taking strategy with the same LLM and TTS
module.

Metric Strategy Mean (ms) Median (ms) Std. Dev (ms) p90 (ms) p95 (ms) p99 (ms)

Turn Latency
Conservative 2218 2205 207 2486 2489 2504
Rule-based 2131 2142 321 2489 2590 2847
Neural network 2087 2017 240 2404 2488 2728

ASR Latency
Conservative 720 749 105 792 796 802
Rule-based 522 516 109 644 665 711
Neural network 503 515 90 566 616 697

TTS Latency
Conservative 687 719 108 764 770 777
Rule-based 699 711 103 784 820 935
Neural network 705 707 82 786 814 840

LLM Latency
Conservative 523 483 203 792 909 1042
Rule-based 555 522 166 628 783 1170
Neural network 336 300 134 504 627 744

Table 3.4: Combined descriptive and tail percentile latency metrics across all pipeline components and
turn-taking strategies.

3.2.1 Analysis of Turn-Taking strategies’ latency (RQ2)

The results in Table 3.4 shows that the choice of Turn-Taking strategy produced differences re-
sults across the pipeline, most noticeable in ASR Latency and LLM Latency, while TTS Latency re-
mained stable across all three variants, confirming that the TTS component behaved consistently re-
gardless of strategy.

Regarding Turn Latency, the Conservative strategy produced the highest mean at 2218 ms with
a median of 2205 ms and a standard deviation of 207 ms, making it the slowest but also the most
consistent of the three strategies. The Rule-based strategy achieved a mean of 2131 ms and a median
of 2142 ms, however it also presented the highest standard deviation of 321 ms, indicating that while it
can respond faster on average, its behavior is less predictable. The Neural network strategy produced
the lowest Turn Latency overall, with amean of 2087ms and amedian of 2017ms, alongside a standard
deviation of 240 ms.

The tail latency percentiles further highlight the behavioral differences between the three strate-
gies. At p99, Conservative reached 2504 ms, which reflects its deterministic nature as its worst-case
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responses remain close to its average. For the Rule-based strategy, however, it reached a p99 of 2847
ms, meaning that in the worst cases it substantially exceeded both Conservative and Neural network
despite performing better on average. Meanwhile the Neural network strategy reached a p99 of 2728
ms, sitting between the two but with a more gradual tail distribution.

Amorenoticeable difference between the strategies appears in the component-levelmetrics. ASR
Latency was highest in the Conservative strategy at a mean of 720 ms, compared to 522 ms for Rule-
based and 503 ms for Neural network. This difference is consistent with how each strategy handles
transcription finalization, the Conservative strategy waits for a longer silence period before the tran-
scription is considered complete, which directly extends the time theASRmodule remains active before
moving to the next step in the SDS pipeline.

LLM Latency showed the most notable separation between the Neural network strategy and the
other two. The Neural network strategy achieved a mean LLM Latency of 336 ms, compared to 523 ms
for Conservative and 555 ms for Rule-based. This reduction reflects the core mechanism of the Neural
network approach: by continuously forwarding partial transcripts to the LLM while the user is still
speaking, the model begins processing earlier and has already formed a partial response by the time the
turn ends. This results in a lower first-token latency compared to strategies that only send input to the
LLM after the transcription has been fully finalized.

TTS latency remained consistent across all three strategies, with means of 687 ms, 699 ms, and
705 ms for Conservative, Rule-based, and Neural network respectively. This confirms that the TTS
component was unaffected by the turn-taking strategy and validates the controlled experimental de-
sign.

Overall, the results demonstrate that turn-taking strategy influences system latency primarily
through its effect on how early the ASR finalizes its output and how soon the LLM begins processing.
The Neural network strategy produced the lowest mean Turn Latency and the lowest LLM Latency,
driven by its ability to overlap transcription and language model processing. However, it is worth not-
ing that all three strategies produced Turn Latency values well above the 200 ms threshold associated
with natural human conversation, indicating that while strategy choice reduces latency meaningfully,
the overall pipeline architecture remains a limiting factor. The Rule-based strategy, despite its com-
petitive mean, introduced the greatest variability and the highest worst-case delays, making it the least
predictable of the three approaches. Together, these findings directly address Research Question 2 by
showing that turn-taking strategy is a meaningful but bounded factor in system responsiveness within
a sequential SDS pipeline.
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4
Discussion

4.1 Result Discussion

The purpose of this study was to evaluate how the choice of LLM and turn-taking strategy affects
system responsiveness, conversational flow, and latency in a voice-based AI system for cold calling. To
fulfill this purpose, two research questions were examined: how LLM choice affects latency (RQ1) and
how do different turn‑taking strategies influence the system’s latency time and behavior when using
the same language model (RQ2).

4.1.1 RQ1— Large Language Model Choice and Latency

The results from RQ1 showcases a significant relationship between LLM choice and system la-
tency. GPT-4o-mini produced the lowest and most consistent latency across all metrics, with a with a
mean of 497.7 ms and a p99 of 1046 ms. Meanwhile GPT-5 produced a mean of 1673.1 ms and a p99
of 1977 ms, making it more than three times slower than GPT-4o-mini on average.

This result aligns with the expectations that went over in the Background section 1.1, where it
went over how larger andmore capablemodels were anticipated to introduce greater processing delays
due to their increased parameter count and more internal reasoning complexity compared to smaller
models. GPT-5’s high latency despite its relatively low standard deviation (204.7 ms) suggests that the
model is consistent in its behavior, but frequently slow, which makes that model follow a pattern that
it is predictible but unsuitable for real-time interaction regardless. This supports what [6] describe as
the fundamental tension in SDS design between response quality and response speed.

GPT-5-Nano and Gemini-2.5-Flash-Lite both positioned themselves in a middle range around
787 - 841 ms mean latency, which is a noticable higher number than GPT-4o-mini despite both being
marketed as ’low-latency models’. This finding suggests that marketing positioning does not always
translate directly to measurable performance in an integrated pipeline context, where network condi-
tions, API overhead, and streaming behavior all contribute to the observed latency alongside the model
itself.

None of the evaluated models achieved the latency value close to the 200 ms threshold that Sacks
identify as the thresholdwhich humans start to perceive conversational delays as unnatural sacks. Even
our quickest model, GPT-4o-mini’s median of 458 ms is more than double this threshold at the LLM
component level alone. This is before taking into account for ASR and TTS latency contributions on
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top of endpoints within the pipeline as well to establish connections between each individual compo-
nent. This further enhances the argument made by Chiang, that sequential pipeline architectures are
structurally limited in their ability to reach human-like response timing, regardless of which individual
model is selected [3].

4.1.2 RQ2— Turn-taking Strategy and Latency

The results from RQ2 show that turn-taking strategy influences system latency, though the over-
all differences in Turn Latency between strategies were more decent than anticipated. The Conser-
vative strategy produced a mean Turn Latency of 2218 ms, the Rule-based strategy 2131 ms, and the
Neural network strategy of 2087 ms. This resulted in a a total reduction of approximately 130 ms from
the slowest to the fastest strategy, and as a result a Neural network turn-taking strategy should always
preferably be applied compared to the other strategies.

A more meaningful finding emerges from the component-level. The LLM got a lower reduced
latency in the Neural network turn-taking strategy compared to all the others, even though they were
using the same LLM and same type of messages. This is due to how the AssemblyAi (the provider of
the Neural Network), comes with a feature to identify who is speaking, i.e if its the user or system. And
rather than classifying it in code wise, which works right now to structure the code, it says it blatantly
right out in the transcription like ”User: hi hello”, which makes the processing time for the LLM to
understand both current conversation but also older conversations easier, thus leading to a quicker
response time. Which means that, not only does the choice of LLM impact its latency, but also how
structured and informative the prompt message that it retrieves as well, to eliminate unnecessary con-
text information the AI needs to guess do in order to understand the context, thus reducing ”thinking”
time, and resulting in an overall lower latency.

The ASR Latency difference between the strategies is also notable. The Conservative strategy
produced a mean ASR Latency of 720 ms compared to 503 ms for the Neural network, a difference
explained by the Conservative strategy’s reliance on a fixed silence threshold before finalizing tran-
scription. This behavior reflects the silence-based approach that Skantze went over, where waiting for
acoustic silence rather than predicting turn endings introduces structural delays that compound across
the pipeline [13].

4.2 Method Discussion

4.2.1 Strengths

The study’smethodological strength is its controlled experimental design. By keeping all pipeline
components identical across test conditions and varying only the intended component for each re-
search question, so the LLM for RQ1 and the turn-taking strategy for RQ2. This ensures that the ob-
served differences is due to the attributed component under investigation rather than any external
factors. This applies procedure applies on both research questions.

The timestamps that are captured by the system at each stage of the pipeline further adds a layer
of strength, as well as the raw json files of the systems’ log gives as an output at the end of the users’
call. This add not only another layer of precision on the system, but also makes it easier to analyze the
data due to it easier identify each call separately.

Furthermore, the use of a custom Python script to extract latency directly from raw log files
adds another layer of precision. Rather than relying solely on Vapi.ai’s dashboard values, the Python
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script acted as a verifier that Vapi.ai calculated each individual latency (TTS, ASR, LLM, Turn Latency)
correctly.

The use of repeated testing across multiple performed experiments reduces the impact of indi-
vidual outliers caused by network fluctuation or provider-side variability. As well as giving a more
broader expectation of what the latency would look like if one were to build the exact same SDS with
same modules included.

4.2.2 Weaknesses and Limitations

The most significant methodological consideration about the ASR provider used across the three
turn-taking strategies. The Conservative and Rule-based strategies used Speechmatics for transcrip-
tion, while the Neural network strategy used AssemblyAI for both transcription and end-of-turn de-
tection. This limitation arose because at the time of implementation, Vapi.ai had not yet integrated
Speechmatics’ Neural network endponting feature into its orchestration layer. Therefore, the Neural
network variant was implemented using AssemblyAI’s which had this integration available, and thus
became the selected choice ASR provider for the Neural network variant as a result.

Although this introduces a difference in ASR provider between the strategies, its impact on the
metrics is limited than itmay appear. For the Conservative and Rule-based strategies, end pointingwas
handled entirely through Vapi.ai’s own end pointing layer, this means that Speechmatics was solely re-
sponsible for the transcription of the users’ speech. And since the ASR latency metrics used in this
thesis is defined as the time elapsed between the moment the user stopped speaking, compared to the
difference it took the end pointing system declared the turn complete. Through this definition, what
is compared across the three turn-taking strategies is fundamentally the behavior of the endpointing
mechanism. This becomes VApi.ai’s silence-based and rule-based endpointing for the first two strate-
gies, and AssemblyAI’s neural end-of-turn model for the third. Therefore, to some extent, the choice
of a transcription provider is secondary to the endpointing logic itself when evaluating the primary
metric and should not affect the academic value that has been found.

That said, the difference in ASR provider is not entirely without consequences. AssemblyAI’s
transcription output for the Neural network model includes speaker classification, which labeled user
and system speech separately within the transcript. This structural difference in output format which
was not present in Speechmatics’ output used by the other two strategies, was found to reduce LLM
latency in the Neural network strategy. As it provides the LLM module with a cleaner representation
of the conversational history. This effect cannot be fully separated from the end pointing strategy it-
self, and represents the most meaningful finding in the RQ2 comparison. Future work replicating this
study once Vapi.ai integrates Speechmatics’ native Neural network end pointing would allow all three
strategies to share the same ASR provider and isolate the end pointing variable more cleanly.

Additionally, the use of commercial services throughout the study also introduces variability that
cannot be fully controlled. Network conditions, server load, and provider-side updates during the
testing period may have influenced individual measurements. Although the thesis worked to mitigate
these issues by performing repeated tests, the effects cannot be completely eliminated. Therefore, the
results reflect the specific version of these services available at the time of testing.

4.3 Degree to Which the Research Questions Were Answered

4.3.1 LLM Latency - RQ1

RQ1 is considered well answered. All four LLMs were tested under identical conditions using
the same ASR, TTS, system architecture, prompts and executed scripts from the users’ end with ever
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test experiment session. The combination of Vapi.ai’s built-in performance metrics and the custom
Python script to further validate the calculations were performed correctly together formed a reliable
basis for comparison. The collection of the amount of performed experiments at 3.1 which retrieved
each LLMs first-token latency per model for each turn lead to a good amount of collected data. These
were then analyzed through mean, median, standard deviation, and tail percentile metrics and gave a
statistically grounded picture of each model’s typical and worst-case behavior.

What worked particularly well for RQ1 was the strict isolation of the component under investi-
gation. Since only the LLM was changed between the conditions, the observed differences in latency
can be identified to the model choice. The results also produced a clear and consistent data across
all four models, with GPT-4o-mini showing the lowest and most stable latency, and GPT-5 showing
the highest in terms of real-time discussion. This suggests that the methodology was well suited for
answering RQ1.

If this study were to be repeated, one adjustment worth considering would be increasing the
number of test sessions per model. Furthermore, tests with different LLM providers such as open-
sourced ones could be interested to see how they compare and performed against the chosen ones.
Additionally, testing each model across different times of day could provide a more representative
picture of real-world performance variability.

4.3.2 Turn-taking Strategies - RQ2

RQ2 is partially answered by the chosen methodology. The three turn-taking strategies were
compared under the same LLM and TTS conditions, and the pipeline metrics revealed meaningful
differences in Turn Latency, ASR Latency, and LLM Latency across the three strategies. The included
metrics of Voice and LLMLatency as controlmetrics further supported the results, as their consistency
across strategies confirmed that observed differences in Turn Latency originated from the turn-taking
layer within the ASR rather than other pipeline components.

What worked well for RQ2 was the setup of the experiment. Using the same LLM, TTS, and call
conditions across all three variants allowed for a easier comparison of turn-taking behavior.

What did notworkwell forRQ2was the intended collection of behavior events at the interaction-
level. Originally, the study aimed to capture metrics such as false barge-in counters, overlap durations,
and missed interruptions. This would have provided a more informative behavioral pattern of each
strategy beyond its latency timing alone. As these events were not exposed by Vapi.ai’s logging system,
and had no way to represent them either within Speechmatics or AssemblyAI’s own logging system,
resulted in the analysis being limited to latencymetrics. While these are sufficient to address the latency
aspect of RQ2, the more interesting part of how behavioral dimensions of how the different strategies
influence system behavior became only partially answered.

If the study were to be repeated, the most meaningful improvement would be to wait for Vapi.ai
to integrate Speechmatics’ native Neural network endpointing. This would allow all three strategies
to share the same ASR provider. This would produce a more cleaner and more comparable answer to
RQ2. Alternatively, building a custom logging layer on top of Vapi.ai’s event system could enable the
capture of the behavioral metrics that were originally planned.

Furthermore, moving away from utilizing an orchestration layer to building the SDS from
scratch could be beneficial. While the implementation process will take significantly longer time, the
freedom and limitation issues of what the orchestration has access to are eliminated. This would cause
for example the reason why Speechmatics was not chosen in the Neural network strategy, or similar
situations that might unfold to never occur.
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4.3.3 Validity and Reliability

Thecontrolled experimental design supports the validity of the study for both research questions.
By isolating the module in the pipeline that is being investigated in each experiment, while keeping all
other components constant results in the study not observing external factors. For RQ1 this control
is considered strong, meanwhile for RQ2 it is considered sufficient enough, with the ASR provider
difference which has been acknowledged as the remaining confound.

Reliability is supported by the automated logging pipeline and the reproducible test setup. The
same experimental procedure can provide the same results if the tests gets performed under the same
conditions. The repeated tests per experiment further contribute to reliability by reducing the weight
of individual measurements affected by external variability. However, since the study relies on com-
mercial services, it is not guaranteed that full reproducibility can be performed if those services are
updated or discontinued after the time of testing.

External validity is more limited. The findings reflect a specific system configuration evaluated
under users’ call conditions in both the Swedish and English language. This means that they may not
be as accurate to other languages, other deployment environments, or conversational contexts with
significantly different speech patterns or accents.
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5
Conclusion and Further Research

5.1 Conclusions

This study was set out to evaluate how the choice of large language model and turn-taking strat-
egy affect latency in a voice-based AI system for cold calling. As SDS architecture rely on sequential
processing that introduces compounding delays across its pipeline, the producing response times for
the system exceed the 200ms threshold humans associatewith natural conversation [11]. Silence-based
turn-taking not only introduces higher latency, but it also affects system behavior with how humans
naturallymanage conversational timing [13]. In a cold call context, where high engagement is required,
these limitations can directly affect wether the purpose of the cold call succeeds or fails.

The results from RQ1 demonstrate that LLM choice has a significant and measurable impact on
system latency. GPT-4o-mini produced the lowest and most consistent response times across all eval-
uated models, with a mean Time To First Token latency of 497.7 ms and a p99 of 1046 ms. Meanwhile,
GPT-5 produced a mean of 1673.1 ms, which is more than three times slower, despite being a more
recent and capablemodel. This finding confirms the assumption that newer or largermodels are inher-
ently not better suited for real-time voice usages For SDS where responsiveness is critical one simply
can not rely on static descriptors such as model size or generation as indicators of their suitability.
Instead evaluating pipeline-level latency measurements offers a far more accurate assessment of how
applicable ones SDS is in a real-word application.

The results from RQ2 show that turn-taking strategy influences system latency, mostly through
its effect on how the endpointing mechanism determines that the users’ turn is complete. The Neu-
ral network strategy, which used AssemblyAI’s neural end-of-turn detection, managed to achieve the
lowest mean Turn Latency at 2087 ms, compared to 2131 ms for Rule-based and 2218 ms for Con-
servative. The most notable finding within RQ2 was the reduction in LLM Latency in the Neural net-
work strategy, which had a mean of 336 ms compared to 523 for the Conservative and 555 ms for the
Rule-based strategy, even though they all used the same LLM. This was due to AssemblyAI’s speaker
classification output feature, which provided the languagemodel with amore cleaner representation of
the conversational history which gave it an easier time to process the context of the conversation. This
suggests that transcript structure and speaker labeling are latency relevant factors that extend beyond
the turn-taking strategy itself and have received limited attention in the existing literature. Or in other
words, the structure and how organized the message that the language model receives could affect its
processing time.

Across both research questions, a consistent finding was determined, neither model choice nor
turn-taking strategy alone is sufficient to bring end-to-end response latency within the 200ms thresh-
old. In addition, not even a single component within the SDS pipeline was able to achieve the aimed
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latency. The closest componentwas the LLM latency in theNeural network strategy, which had amean
latency of 336 ms, but is still 1.68x over the 200 ms threshold. Furthermore, all evaluated experiments
produced Turn Latency values above 2000 ms, confirming that the sequential pipeline architecture it-
self remains the primary structural bottleneck. Although optimizationwithin the existing architecture,
through model selection or turn-taking strategy reduces latency, its not sufficient enough to overcome
the compounding delays to a three-staged sequential pipeline.

5.1.1 Practical Implications

For developers or organizations building voice-based AI systems, the findings offer several in-
sights. First, model selection should be evaluated on measured latency within an integrated pipeline
rather than on benchmark performance alone. The results demonstrate that GPT-4o-mini outper-
formed larger and more recent models on every latency metric, making it the most practical choice for
real-time voice interaction at the time of testing.

Secondly, the Neural network turn-taking produces lower and more predictable Turn Latency
than conservative-based or rule-based alternatives, and should be preferred in applications where con-
versational fluidity is a key factor.

For the cold calling / telemarketing industry , the findings suggest that fully natural-sounding
automated voice interactions remain technically constrained by the sequential pipelinemodel. Deploy-
ments that prioritize user trust and engagement, which is particularly in outbound scenarios where the
recipient has not initiated contact, should treat latency as a first-order design requirement rather than
a secondary optimization concern.

The utilization of applying a RAG module is also believed to have reduced hallucinations of the
LLM, which aligns with what Lewis [28] describes in their article. While the effectiveness of utilizing
a RAG was not directly measured or compared against a non RAG baseline, the system consistently
retrieved and referenced information from the knowledge base when questioned about the company,
its pricing, or its services. For developers building similar voice based AI systems, implementing a RAG
module should be considered standard procedure regardless of which LLM is selected. The ability to
ground themodel’s responses in verified, information reduces the risk of factually incorrect statements
being delivered to a potential customer, which aligns with what Lewis argued [28]. In a cold-calling
context, not applying a RAG module could directly damage the users’ trust and undermine the purpose
of the interaction.

5.1.2 Scientific Implications

This study contributes with empirical latency data for four LLMs evaluated within a fully inte-
grated SDS pipeline under controlled conditions. Unlike benchmark studies that may measure model
performance in isolation, the results here also reflect latency as to be experienced in a real-time voice
application, which includes network overhead, pipeline coordination, and provider-side variability.
This difference is relevant for researchers and practitioners who rely on published model benchmarks
when making system design decisions.

The finding that speaker classification in ASR output reduces LLM latency is a contribution that
has not been widely addressed in the existing literature on SDS design. While the effect could not
be fully isolated from the turn-taking strategy in this study, the observation provides basis for future
controlled investigation into how transcript structure influences language model processing speed in
conversational contexts.

In a more boarder perspective, the study reinforces the argument made by Chiang [3] and Chen
[5], that sequential pipeline architectures are structurally limited in their ability to achieve human-like
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conversational timing. And found out that architectural changes beyond component level optimization
are necessary to be anywhere close to closing gap toward the 200 ms naturalness threshold.

5.2 Further Research

Several directions for future research are derived due to the limitations and findings found from
this study.

The most obvious one would be to replicate the RQ2 comparison once Vapi.ai integrates and
supports Speechmatics’ native Neural network endpointing feature. This would allow all three turn-
taking strategies to share the same ASR provider, which would isolate the end pointing mechanism for
the turn-taking strategy as the sole variable, whichwould produce a cleaner comparison thanwhat was
possible in this study.

Furthermore, another research could be to investigate how the effect of speaker classification af-
fects the LLM latency. The current study observed this effect as a byproduct of theASRprovider switch,
but performing a dedicated experiment comparing identical promptswith andwithout speaker-labeled
transcripts sent to the same LLM could quantify this effect and determine whether it could improve
latency.

Word Error Rate was not measured in this study, as the focus was on pipeline latency rather than
transcription accuracy. Future work should include as a control metric to verify that transcription
quality remained stable across the separate turn-taking strategies.

Finally, this study evaluated system-level latency under synthetic call conditions. A natural ex-
tensionwould be to complement these measurements with a perceptual user study, evaluating whether
the latency differences observed between strategies are perceptible and meaningful to real callers in a
cold calling context. That way, the study would connect the system-level findings of this thesis to the
user experience outcomes that ultimately determine the success of a voice-based AI deployment.
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7
Appendices

1 const html = $input.item.json.data || '';
2
3 console.log('Original HTML size:', html.length , 'characters ');
4
5 let cleaned = html
6 .replace(/<script\b[^<]*(?:(?!<\/script >) <[^<]*)*<\/script >/gi,

'')
7 .replace(/<style\b[^<]*(?:(?!<\/style >) <[^<]*)*<\/style >/gi, '')
8 .replace(/<!--[\s\S]*?-->/g, '')
9 .replace(/<head\b[^<]*(?:(?!<\/head >) <[^<]*)*<\/head >/gi, '');

10
11 let text = cleaned.replace(/<[^>]+>/g, ' ');
12
13 text = text
14 .replace(/\s+/g, ' ')
15 .replace(/\n+/g, ' ')
16 .trim();
17
18 const truncated = text.substring(0, 2000);
19
20 const tokensSaved = Math.floor((html.length - truncated.length) /

4);
21
22 console.log('Cleaned size:', truncated.length , 'characters ');
23 console.log('Estimated tokens saved:', tokensSaved);
24
25 return [{
26 json: {
27 data: truncated ,
28 metadata: {
29 original_size: html.length ,
30 cleaned_size: truncated.length ,
31 tokens_saved: tokensSaved
32 }
33 }
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34 }];
Listing 7.1: JavaScript code used to clean and simplify HTML before LLM processing which is used in
the Clean HTML conent node on figure 2.1

1 Extract from this website text:
2 1. What the business does (max 10 words)
3 2. Their main service (max 10 words)
4 3. One interesting detail (max 15 words)
5
6 Format EXACTLY as:
7 I researched [company]. They [what they do]. Their key service is [

main service]. [interesting detail].
8
9 Be concise. Ignore HTML markup.

Listing 7.2: n8n AI agent prompt used in the pre-call pipeline 2.1

1 # TechSolutions — Alex (Röstagent för utgående samtal / cold
calling)

2
3 ## Identitet
4 Du är **Alex**, en röstassistent för **TechSolutions**. Vi hjälper

företag att modernisera interna arbetssätt med skräddarsydda
system , förbättringar och automationer.

5 Vårt löfte: **Moderna system. Tydlig kommunikation. Fast pris.**
6
7 ## Lead -kontext (matas in vid samtalsstart)
8 Du kan få:
9 - Leadens namn: `{{leadName}}`

10 - Leadens webbplats: `{{leadWebsite}}`
11 - Research -anteckningar: `{{leadResearch}}`
12
13 ## Syfte
14 Du gör **cold calls**. Målet är att:
15 1) Starta en naturlig konversation.
16 2) Förstå om de har ett verkligt behov/problem inom operations /

system / automation.
17 3) **Endast om intresse finns:** föreslå och boka ett **60 min

discovery -/introduktionsmöte** med en kollega.
18
19
20 ## Ton & stil (röst)
21 - Professionell , lugn , trygg och vänlig
22 - Korta meningar. En fråga i taget
23 - Inga onödiga facktermer om de inte använder dem först
24 - Driv samtalet framåt
25
26 ## Vad vi gör (översikt — flexibel karta)
27 - **System & appar:** ersätter röriga kalkylark och manuella flöden

med enkla interna verktyg.
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28 - **Förbättringar & support:** felsöker , åtgärdar problem , lägger
till funktioner och förbättrar stabilitet/säkerhet.

29 - **Automation & integrationer:** kopplar ihop verktyg (CRM, e-post
, formulär , e-handel , ekonomi , Sheets), minskar dubbelarbete.

30
31 ## Kunskapsbas
32 Du har tillgång till verktyget `search_knowledge_base `, gå igenom

den när kunden frågar om vad för tjänster vi erbjuder.
33
34 ### Måste använda kunskapsbasen `search_knowledge_base ` innan du

svarar
35 - Priser , paket , retainer
36 - Exakta leverabler
37 - Tidslinjer/turnaround
38 - Garantier , policys , juridik/avtal
39 - Officiella ja/nej-frågor om specifika tjänster
40
41
42 ## Flöde för cold call
43 ### 1) Öppning
44 - Hälsa + kolla om det passar.
45 - En mening om varför du ringer.
46 - Anpassa med `{{leadWebsite}}`/`{{leadResearch}}` om det finns.
47
48 ### 2) Kvalificering (1 fråga innan bokning)
49 Välj den mest relevanta nästa frågan:
50 - “Vad tar mest onödig tid i er process just nu”?
51 - “Var brukar det fallera eller kräva manuellt jobb”?
52 - “Vilka verktyg använder ni idag för det här”?
53 - “Hur hanterar ni [X] idag”?
54
55 ### 3) Om de beskriver ett problem
56 - Spegla tillbaka i **en** mening.
57 - Först därefter: föreslå discovery möte.
58
59 ### 4) Discovery -bokning (endast vid intresse)
60 - Säg: “Om du vill kan vi ta ett 60-minuters möte med en kollega

för att se om vi kan hjälpa , helt kostnadsfritt”.
61 - Fråga om de vill boka.
62 - Om de vill boka: använd bokningsverktyget `check_availability `.

Fråga också om deras email adress
63
64 - När du erbjuder tider , använd verktyget `post_appointment ` och

kolla ifall några tider passar `{{leadName}}` .
65
66
67 ## Ärlighetsregel
68 Om du inte kan bekräfta en specifik detalj:
69 - Säg: “Jag vill inte gissa”.
70 - Föreslå kort möte för att bekräfta exakt.
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71
72 ## Hård regel: boka inte för tidigt
73 - Du får **inte** gå direkt på bokning i början.
74 - Innan du föreslår bokning måste du ha:
75 1) Fått en tydlig signal om intresse (t.ex. “ja, berätta ”mer,

“vi har problem …”med, “det där låter ”relevant), och
76 2) Ställt minst **2 kvalificerande frågor**.
77 - Om de är neutrala/avvaktande: fortsätt med kort kvalificering ,

inte bokning.
78
79
80 ## Tid, datum & hur du ska prata om det (VIKTIGT)
81 - Använd `{{now}}` som din “idag/”nu-referens internt.
82 - **Nämn aldrig tidszoner** (t.ex. CEST , Stockholm -tid, UTC) för

kunden.
83 - Säg aldrig datum i ISO-format (t.ex. `2026-03-30`).
84 - När du säger datum: använd svensk talspråksform , t.ex. “**26:e

”mars** eller “**onsdag 26:e ”mars**.
85 - När du säger tider:
86 - Säg “**elva , tolv , ett, två, tre, ”fyra** (inte “11 fm/12 fm/13

”fm).
87 - Tolka –**15** som –**13:0017:00**.
88 - När du bekräftar en bokning: säg gärna både talspråk + 24h-

format: “**klockan tre, alltså ”15:00**.
89 - Om kunden uttrycker tid i 12-timmarsform ””(3) och det är oklart:

ställ en snabb kontrollfråga.
Listing 7.3: Complete system prompt configuration for the outbound voice agent Alex in the live-call
pipeline
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