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Abstract

In Android application development, developers increasingly rely on deep links to open content
from external sources such as websites, emails, and other applications. Although deep links improve
usability, incorrect configuration or insecure handling can introduce security risks, including link hi-
jacking, malicious parameter injection, and unsafe WebView usage. This thesis designs, implements,
and evaluates a Python-based static analysis tool, intended for use in Continuous Integration (CI) en-
vironments, that detects twelve deep-link security misconfigurations across Android manifest files,
Digital Asset Links files, and Kotlin/Java source code.

The evaluation was carried out in three stages, a controlled test application, a synthetic bench-
mark of fifteen rule-targeted projects with a labelled ground truth of 53 expected findings, and a study
of fifteen real-world open-source Android applications producing 416 findings, each manually ver-
ified against the source code. The tool achieved perfect precision, recall, and F1-score on the syn-
thetic benchmark. For real-world applications, it achieved 88.9% precision, increasing to approxi-
mately 95% after excluding test files. False-positive analysis identified three concrete causes, test-file
scanning, non-deep-link URI utilities, and intra-filter <data> element aggregation. These findings
suggest three directions for future improvements, excluding test directories, aggregating split <data>
elements, and incorporating inter-procedural data-flow tracking. The tool, benchmark projects, and
labelled open-source dataset are released as reusable research artefacts.



Introduction

This chapter introduces the security problems that arise from deep linking in Android applica-
tions and motivates the need for a dedicated static analysis approach. It first states the problem, then
defines the purpose and the research questions, sets the scope and limitations of the work, and finally
outlines the structure of the thesis.

1.1 Problem Statement

Mobile applications increasingly rely on deep-link mechanisms to allow users to navigate di-
rectly to specific parts of an application from external sources such as websites, emails, and other
applications [1], [2]. Despite their usability and compatibility benefits, improperly configured deep
links can pose significant security risks [3]. Deep links act as external entry points that allow user-
controlled input to interact with internal application functions, potentially crossing the application’s
security boundary [4].

Recent research has shown that deep links represent a significant attack surface in mobile ap-
plications, particularly in applications that use WebView components [5]. If deep-link parameters are
not properly validated, attackers may inject malicious URLs or trigger sensitive application function-
ality. An automated analysis of 433 popular Android applications identified 83 previously unknown
deep-link-related vulnerabilities, including 24 classified as high or critical severity, indicating that such
issues are common in real-world applications [3], [5].

Later studies have demonstrated that link-hijacking and origin-crossing attacks can be success-
fully exploited against real Android applications [6], [7]. Research has also shown that Inter-Component
Communication (ICC) channels introduce significant security risks [8], [9], and that the combination
of WebView components and deep-link input can further increase the attack surface [1], [2].

Although mobile platforms provide mechanisms and guidelines such as Android App Links, most
development tools focus primarily on verifying that deep links function correctly rather than assess-
ing whether they are securely implemented [1], [2]. Consequently, insecure deep-link configurations,
such as overly broad link settings, unsafe WebView loading, or weak allowlist validation, may remain
undetected and be released into production environments.

This highlights an important gap in current mobile application security. To the best of our knowl-
edge, there is currently no dedicated static analysis tool designed specifically to detect deep-link secu-
rity misconfigurations during the software development process.



1.2 Purpose and Research Questions

The purpose of this thesis is to design, implement, and evaluate a Python-based static analysis tool
intended for integration into Continuous Integration (CI) environments to detect deep-link security
misconfigurations in Android applications. The tool focuses on identifying configuration-level vulner-
abilities in Android apps. By detecting these issues early in the development process, it aims to improve
application security and prevent insecure deep-link implementations from reaching production.

To achieve this purpose, two research questions are defined.

As deep-link security issues primarily arise from misconfiguration, building a static analysis tool
requires determining which documented misconfigurations can be expressed as deterministic detec-
tion rules over Android configuration files and source code, and how such rules can be formally defined.
This involves designing rule-based detectors and validating them against labelled examples to ensure
correctness rather than relying on manual inspection of real-world systems.

Therefore, the first research question is:

Research Question 1 Which documented deep-link security misconfigurations can be expressed as
deterministic detection rules over Android configuration files and source code, and how can such rules
be defined and validated against labelled examples?

In addition, it is necessary to evaluate how effectively these rules detect vulnerabilities in prac-
tice. Instead of measuring only overall tool performance, this thesis assesses the accuracy of individual
detection rules, as this provides more precise insight into their reliability and limitations.

Research Question 2 How accurately does a Python-based static analysis tool detect deep-link security
misconfigurations in Android applications?

1.3 Scope and Limitations

This thesis focuses on the static analysis of deep-link implementations in Android applications.
The analysis is limited to vulnerabilities that can be detected without executing the application.

The scope includes:
+ Analysis of AndroidManifest.xml intent filters

« Validation of Digital Asset Links (assetlinks.json), including detection of malformed or miscon-
figured files

+ Detection of unsafe WebView URL loading

« Identification of insecure domain allowlist checks

The thesis excludes authorization logic verification because the analysis is static, and therefore,
it cannot determine whether an activity correctly controls access because it requires runtime informa-
tion.

The scope excludes:

+ Dynamic runtime analysis



+ Exploit generation
« Penetration testing

+ Authorization logic verification

Evaluation is conducted at three levels of increasing complexity. First level, a self-developed
Android test application is used as a demonstration platform to show how each vulnerability category
appears within a real Android codebase. Second level, a set of fifteen small Android projects is created,
where each project contains one specific vulnerability. The aim is to test whether each detection rule
can correctly identify the known vulnerability and compare the results with the expected outcome.
Third level, the tool is also applied on fifteen real-world open-source Android applications collected
from GitHub, demonstrating practical applicability across diverse codebases written in Kotlin, Java, or
both.

These four scope items are operationalised as the twelve detection rules formally defined in Sec-
tion[4.1]and evaluated in Chapter

1.4 Disposition

The remainder of this thesis is structured as follows.

Chapter 2: Method and Implementation — This chapter explains the methods used in the thesis,
including the development of a controlled Android test application and a Python-based static analysis
tool. It further explains how the data is collected and analyzed, as well as how the tool’s performance
is evaluated. Lastly, it includes the thesis’s validity, reliability, and ethical considerations.

Chapter 3: Theoretical Framework — This chapter presents theoretical foundations related
to mobile application security, deep-link architecture, and static analysis techniques. The reviewed
concepts provide the theoretical basis supporting the design and evaluation of the proposed analysis
tool.

Chapter 4: Results — This chapter presents the results of the evaluation of the proposed static
analysis tool. It includes the findings from analyzing the test application and assesses the tool’s ability
to detect deep-link security misconfigurations.

Chapter 5: Discussion — This chapter discusses the results with regard to the research ques-
tions, compares the selected approach with prior academic work on Android deep-link security, and
examines the strengths and weaknesses of the chosen methodology.

Chapter 6: Conclusion and Further Research — This chapter summarizes the thesis’s contri-
butions, discusses practical and scientific implications, and proposes concrete directions for further
work.



Method and Implementation

This chapter describes how the research was carried out. It first states the research method and
justifies why it is appropriate, then describes how the detection rules were derived from the docu-
mented vulnerabilities, how data is collected, the analyzer architecture that applies the rules, and how
the collected findings are analysed to answer the research questions. The chapter ends with valid-
ity, reliability, and ethical considerations. The vulnerabilities the rules target are defined in Chapter 3]
(Section , and the derived rules themselves are presented, as the answer to RQ1, in the results (Sec-

tion[4.1).

2.1 Research Method

This thesis used a design-science research method. Design science is concerned with creating
and evaluating an artefact that solves an identified problem, here the artefact is a set of deterministic
detection rules together with a tool that implements them. The method is appropriate because the re-
search questions concern both the construction of a detection mechanism (RQ1) and its measurable
performance (RQ2), neither of which can be answered by observation alone. RQ1 is answered con-
structively, each documented misconfiguration is analysed to determine whether it can be expressed
as a deterministic rule, and the derived rules are validated against a labelled benchmark so that the
outcome is reproducible rather than dependent on the authors’ judgement alone. RQ2 is answered
empirically, the analyzer is applied to real applications and its findings are compared against a manu-
ally verified ground truth. How data is collected and analysed to answer each question is described in

Sections[2.3]and [2.5|respectively.

2.2 Iteration and Rule Derivation Process

This thesis follows a single DSR iteration in which the documented misconfigurations identi-
fied in the literature (Section [3.5) were taken as the design input, and each was analysed to determine
whether it could be expressed as a deterministic detection rule. The derivation followed the design-
science cycle, for each misconfiguration, the artefact in which it manifests was identified, the manifest,
the Digital Asset Links file, or source code, and the decidable conditions that characterise it were for-
mulated as a predicate.

For manifest and asset-link misconfigurations, the relevant properties (URI scheme, the an-
droid:autoVerify flag, path attributes, the exported and permission attributes, and the presence and
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structure of assetlinks.json) are explicitly present in the parsed configuration and are therefore struc-
turally decidable, each was expressed as a predicate over the parsed attributes.

For source-code misconfigurations, the relevant constructs (intent-data retrieval, WebView
loading, and validation) are method calls and patterns spread through the code, these were approxi-
mated by matching curated signal sets at file level, a deliberate trade-off against full abstract-syntax-tree
or data-flow analysis whose consequences are examined in Sections|2.6/and

Crucially, not every property of a documented misconfiguration can be decided statically. Where
a condition required information unavailable without running the application or its hosting infras-
tructure, for example, whether a live assetlinks.json is actually served at the domain and matches the
signing certificate, whether a value is validated and used along the same data-flow path across meth-
ods, or whether an exported activity enforces authorization at runtime, no rule was forced, instead the
boundary was recorded as part of the RQ1 finding. Recording these boundaries, rather than silently
restricting the study to conveniently detectable cases, is what allows the coverage of the rule set to
be reported honestly. The resulting rules, the classification scheme they use, and the accompanying
coverage-and-boundary analysis are presented in Section[4.1]

2.3 Data collection

Three datasets are used. The first is a self-developed Android test application that serves as a
controlled demonstration platform. The second is a synthetic benchmark of fifteen minimal projects,
each constructed to isolate one specific misconfiguration for accuracy evaluation. The third is a set of
fifteen real-world open-source Android applications collected from GitHub. Together they support
evaluation under controlled conditions and across realistic production code. The data that is actually
analysed to answer the research questions is described in Section [2.3.4}

2.3.1 Controlled Test Application

A dedicated Android test application was developed to demonstrate, in a complete project, how
each targeted vulnerability appears in practice. The vulnerability categories V1-V7 referenced below
are defined in Table3.1]in Section[3.5] The application contains one secure baseline and one instance
of each insecure category in scope, forming a controlled ground-truth dataset.

The following configurations are intentionally insecure:

+ T1: Three custom-scheme intent filters without autoVerify and without a path restriction (V1
and V4)

+ T2: An activity exported without an android:permission attribute (V5)
+ T3: A WebView screen that loads a deep-link URL without validation (V6)

+ T4: A screen that uses a query parameter without validation (V7)
The following configurations represent their secure counterparts:

« T5: A secure HTTPS App Link declared with android:autoVerify="true” and a valid as-
setlinks.json (secure baseline for V2/V3)

« T6: A WebView screen that validates the URL before loading it (secure counterpart to V6)
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+ T7: A screen that validates the query parameter before use (secure counterpart to V7)

To make the application reproducible, the relevant code is shown below. Listing[2.1|shows the
manifest, which declares the secure App Link and the three insecure custom-scheme filters under a
single exported activity.

<activity android:name="com.example.deeplinktest.MainActivity"

android:exported="true" android:launchMode="singleTop">
<!
>
<intent-filter android:autoVerify="true'">
<action android:name="android.intent.action.VIEW" />
<category android:name="android.intent.category.DEFAULT" />
<category android:name="android.intent.category.BROWSABLE" />
<data android:scheme="https" android:host="deeplinktest.example
.com"
android:pathPrefix="/safe" />
</intent-filter>
<!
>
<intent-filter>
<action android:name="android.intent.action.VIEW" />
<category android:name="android.intent.category.BROWSABLE" />
<data android:scheme="deeplink" android:host="open" />
</intent-filter>
<!
>
</activity>

Listing 2.1: Controlled test application manifest.

Listingshows the insecure WebView screen (V6) and the secure allowlist screen for compar-
ison. The insecure screen passes the deep-link url parameter straight into loadUrl(), the secure screen
accepts a URL only if it matches a fixed allowlist.

// INSECURE (WebViewTestScreen.kt) - V6
val url = uri?.getQueryParameter("url") 7: "file:///data/data/com.
example/files/secret.txt"

WebView (context) .apply {
settings. javaScriptEnabled = true
loadUrl (url) // No validation - any URL accepted from intent
}
// SECURE (SafeUrlScreen.kt)
private val ALLOWED DOMAINS = 1listOf ("https://deeplinktest.example.

com", "https://www.google.com")
val url = uri?.getQueryParameter ("url") ?: "https://www.google.com"
val isAllowed = ALLOWED_DOMAINS.any { url.startsWith(it) } //
allowlist guard

Listing 2.2: Insecure vs. secure WebView/URL handling in the controlled application.
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The complete set of labelled components, their intended classification, and the pattern each one
exercises is given in the results (Table [4.3), where it is used to verify the analyzer’s behaviour.

2.3.2 Synthetic Benchmark

The synthetic benchmark consists of fifteen minimal Android projects, each containing only the
files required to exercise one specific misconfiguration. Describing the dataset in terms of the vul-
nerabilities it isolates (rather than the rules, which are the output of RQ1) keeps the data collection
independent of the rule design. The dataset is composed as follows:

« Eight projects each isolating one manifest-level misconfiguration (V1, V2, V4, V5 and the asset-
link states V3 and its valid counterpart).

+ Four Kotlin projects each isolating one source-code case (V6, V7 and their validated counter-
parts).

+ Two Java projects duplicating two of the source-code cases to verify language-independent de-
tection.

+ One multi-module project containing multiple AndroidManifest.xml files to verify recursive
manifest discovery.

Each project is intentionally minimal so that a rule’s accuracy can be measured on its own, with-
out interference from unrelated code that a full application would contain. Table [2.2|summarises the
composition of the benchmark by category. This isolation is the reason the benchmark is needed in
addition to the controlled application and the real apps, the controlled application shows the rules
working inside a complete project but cannot isolate individual rules, while the real applications test
generalisation but lack a clean ground truth. The three datasets are complementary by design.

Each project carries a predefined expected outcome stored in a file named benchmark-ground-
truth.csv, with one row per expected finding. The file records the component and its true label. A few
representative rows are shown in Table[2.1} the complete file is released with the project artefacts.

component true_label
deeplink://open INSECURE
myapp://profile INSECURE
WebViewTestScreen.kt INSECURE
https://deeplinktest.example.com/safe | SECURE
SafeUrlScreen.kt SECURE
assetlinks.json SECURE

Table 2.1: Example rows from the ground-truth file (controlled application, the benchmark file follows
the same schema).
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Category Count | Purpose

Manifest-level projects 8 One project per manifest misconfiguration /
state

Source-code projects (Kotlin) 4 One project per source-code case

Source-code projects (Java) 2 Java duplicates verifying language coverage

Multi-module project 1 Verifies multi-manifest discovery

Total 15 53 expected findings

Table 2.2: Synthetic benchmark project inventory.

2.3.3 Open-Source Application Dataset

To evaluate applicability beyond the self-developed environment, fifteen open-source Android
applications were collected from GitHub. The selection aimed for actively maintained, production-
grade projects that cover a range of domains (authentication, messaging, browsing, file storage, pro-
ductivity) and that include Kotlin-only, Java-only, and mixed-language codebases.

Several security-focused apps (Bitwarden, Signal, Threema) were included deliberately, because
such projects are less likely to contain easily exploitable misconfigurations and therefore provide a
stronger false-positive test. At the other end of the spectrum, apps with less emphasis on security
hardening (such as Orgzly, AntennaPod, and andOTP) were included deliberately as well, because
such projects are more likely to contain real misconfigurations and therefore provide a stronger true-
positive test. Together, these two groups ensure the dataset tests both ends of the precision-recall
tradeoff.

Application Repository Primary Language

Signal signalapp/Signal-Android Kotlin + Java

Bitwarden bitwarden/android Kotlin

DuckDuckGo Browser | duckduckgo/Android Kotlin

Firefox mozilla-mobile/firefox-android | Kotlin

Wikipedia wikimedia/apps-android- Kotlin
wikipedia

Telegram FOSS Telegram-FOSS- Java
Team/Telegram-FOSS

Nextcloud nextcloud/android Java + Kotlin

ownCloud owncloud/android Kotlin

Threema threema-ch/threema-android Java + Kotlin

AntennaPod AntennaPod/AntennaPod Java

Tasks tasks/tasks Kotlin

K-9 Mail k9mail/k-9 Kotlin + Java

StreetComplete streetcomplete/StreetComplete | Kotlin

andOTP andOTP/andOTP Java

Orgzly orgzly/orgzly-android Kotlin

Table 2.3: Open-source Android applications selected for evaluation.

Each repository was cloned locally and then analysed by the analyzer developed in this thesis,
which operates on a local Android project directory and has no dependency on GitHub or any version
control system. A separate auxiliary script, collect.py, was used to automate cloning and invoking the
analyzer across all fifteen repositories, this script is distinct from the analyzer itself and is not part of
the artefact being evaluated. Unlike the synthetic benchmark, this dataset has no predefined ground
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truth. Each finding produced by the analyzer was manually verified by the authors of this thesis, who
inspected each flagged component against the actual source code to determine whether it represented a
real misconfiguration or a false positive. Disagreements were resolved through joint code review. The
consolidated labels are released in a file named oss-ground-truth.csv. Listing[2.3|shows one represen-
tative finding, reconstructed from the released results so that the structure is reproducible.

"rule_id": "M3",
"component": ".activity.OpmlImportActivity",
"severity": "CONFIRMED_INSECURE",
"message": "Custom URI scheme without domain verification:

content://*"

Listing 2.3: Representative finding object from the core analyzer output.

2.3.4 Collected Data

It is important to distinguish the inputs to the analyzer from the data that is collected for eval-
uation. The inputs are configuration files and source code, AndroidManifest.xml files, assetlinks.json
files, and the Kotlin/Java source files found by recursively scanning src/main/kotlin/ and src/main/-
java/ (build-generated files such as R.java and BuildConfig.java and UI theme files are excluded). The
data collected to answer the research questions are the findings the analyzer produces for these inputs,
together with the manually assigned ground-truth label for each finding (correct, or false positive). It
is these labelled findings — not the raw artefacts — that are analysed in Section[2.5] All inputs consist
exclusively of application configuration files and source code, no personal or user-generated data is

processed (Section|2.7.1).

2.4 Static Analysis Architecture

The analyzer (introduced in Section follows a modular architecture in which each module
performs a specific inspection task. The analyzer consists of three sub-analyzers, each responsible for
inspecting a different type of artefact and implementing its own set of deterministic detection rules.
Figure|2.1|illustrates this architecture.

manifest_analyzer.py inspects AndroidManifest.xml, parsing intent-filter declarations,
exported-activity definitions, and supported URI patterns to apply rules M1-M4 and MS.

assetlinks_analyzer.py inspects assetlinks. json files, validating their presence and
structure to apply rules M5-M?7.

source_analyzer.py inspects Kotlin and Java source files for deep-link handling, parameter
usage, and WebView interactions to apply rules S1-S4.

Each sub-analyzer applies its own rules directly — there is no separate central rule engine. The
findings from all three sub-analyzers are passed to the Reporter, which merges them into a single out-
put file. A separate auxiliary script, evaluate.py, is used to run the analyzer against the synthetic
benchmark and compute per-rule and overall precision, recall, and F1 against benchmark-ground-
truth. csv. As shown in Figure[2.1] this script is not part of the core artefact.

Each component inspected by the analyzer is assigned one of three classification outcomes. con-
FIRMED_INSECURE marks a component that matches a known-dangerous pattern. POTENTIALLY_INSE-
CcURE marks a component that may be unsafe and requires manual review — it is not labelled confirmed
because, in isolation, the construct can still be safe depending on context. POTENTIALLY_SECURE marks
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a component that matches a known-safe pattern, the outcome is named POTENTIALLY_SECURE rather
than sEcURE because static analysis can confirm the presence of a dangerous pattern but cannot guaran-
tee the absence of every possible weakness. These three outcomes remain constant across all iterations
— what changes between iterations is the implementation of the rules that produce them.

Python was chosen because the pipeline operates mainly on text-based files (XML manifests,
JSON, and source patterns), for which Python’s standard library provides reliable parsers, and because
Python integrates easily with continuous-integration runners.

Local Android Project

AndroidManifest.xml assetlinks.jsom =Kt/ java

app.py (orchestrator)

Manifest analyzer Assets-links analyzer Source analyzer

) i . Scan k! java
Parse XML find VIEW+ Find as=setlinks json

BROWSABLE entry points " Match intent-data, Webview,
Validate structure Validation pattemne

Rules: M1, M2, M3, M4, M8 Rules: M3, M&. M7 Rules: 51, 52, 53, 54

Reporter

Merged findings
Text ! Json out

Figure 2.1: Architecture of the analyzer, showing the three sub-analyzers, their input files, and the
auxiliary scripts.

2.5 Data Analysis

Data Analysis consists of three parts.
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First, for RQ1, the derived rule set (Section is validated against the labelled synthetic bench-
mark to confirm that each rule behaves exactly as specified.

Second, for RQ2, every finding produced on the controlled application and on the open-source
dataset is compared against its ground-truth label, and detection performance is quantified using a
confusion-matrix model, precision, recall, false-positive rate, and F1, reported per rule and overall.

Third, in line with the DSR method, the analysis identifies which rules perform poorly, examines
the root causes of false positives and false negatives for those rules, and proposes concrete changes that
would improve their performance in a future iteration. This analysis is reported in Section [4.10]and
feeds directly into the further research directions of Chapter|6]

2.5.1 Performance model

The evaluation follows a confusion-matrix model of true positives (TP), false positives (FP), false
negatives (FN), and true negatives (TN).

The four outcomes are defined as follows:

+ TP (True Positive): the analyzer flags a component as insecure and the ground truth confirms
it.

« FP (False Positive): the analyzer flags a component that is actually secure.
+ TN (True Negative): the analyzer correctly does not flag a secure component.

+ FN (False Negative): the analyzer misses a genuinely insecure component.

2.5.2 Evaluation metrics

Detection performance is measured with standard classification metrics [10], defined in For-
mula2.1]below.

precision TP
recision = TP FP
TP
Recall = ———
T TPYFEN
Fl=2x Prec%s%on x Recall 2.1)
Precision + Recall
FP
FPRate = ————
YT FPLTN
TP +TN
Accuracy =

TP+TN+FP+ FN
Formula 2.1: Evaluation metrics

Reporting these per rule, in line with RQ2, shows how well each rule detects its corresponding
misconfiguration, a high detection rate combined with a low false-positive rate indicates that a rule
supports developers without introducing excessive noise.
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2.5.3 Manual labelling

As described in Section[2.3.3] the open-source dataset has no predefined ground truth, the labels
were created manually by the authors of this thesis through source code inspection, with disagreements
resolved through joint code review. The consolidated labels are released as oss-ground-truth.csv.
It should be noted that this labelling approach only covers the findings the analyzer actually produced,
meaning precision can be measured but recall cannot be determined for the open-source dataset, if
the analyzer missed a genuine misconfiguration entirely, that miss would not appear in the labels. A
complete recall measurement would require manually auditing all source code across all fifteen repos-
itories to establish a full ground truth independent of the analyzer’s output, this is left as a limitation
and a direction for future work in Section[6.2]

2.5.4 Evaluation procedure

Evaluation is conducted at three levels of increasing rigour, which together avoid the circularity
that arises if a tool is tested only on artefacts created alongside it. First, the controlled test application
provides verification of the detection logic on a complete Android project, checking each analysed arte-
fact (an intent filter, a source file, or an assetlinks. json file, hereafter referred to as a component)
against its expected classification. Second, the synthetic benchmark is the main rule-level dataset, each
of the fifteen projects contains multiple labelled test cases with predefined expected outcomes, cov-
ering both the insecure pattern a rule targets and its corresponding secure counterpart. This ensures
each rule is tested not only for correctly detecting a vulnerability when one exists, but also for correctly
avoiding a false positive when the configuration is secure. The auxiliary script evaluate . py computes
per-rule and overall metrics against benchmark-ground-truth. csv. Third, the open-source dataset
provides real-world evaluation on fifteen repositories that were not used during rule design, with every
finding manually verified as described in Section[2.5.3]

2.6 Validity and Reliability

This section discusses the validity and reliability of the research, covering internal validity, ex-
ternal validity, construct validity, and reliability in turn.

2.6.1 Internal validity

Internal validity is supported by the predefined classifications in the controlled application and
the labelled ground truth of the synthetic benchmark because the expected outcomes are known in
advance and both the ground truth and the analyzer output are stored in the same CSV format,
evaluate.py can automatically compare them and compute per-rule metrics.

2.6.2 External validity

External validity is supported on two levels. Rule-level accuracy is demonstrated on the synthetic
benchmark with reproducible labels, and real-world applicability is demonstrated on fifteen open-
source applications spanning several domains that were not used during rule design, which guards
against overfitting. Two limitations remain. Generalisability to closed-source commercial applica-
tions cannot be claimed, since the tool requires source code, this is a structural constraint shared by all
source-level static analysis [11]. In addition, the open-source projects were selected manually, which
introduces selection bias, an objective selection rule (Section would reduce this and is left as fu-
ture work.
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2.6.3 Construct validity

Construct validity concerns whether the chosen measurements capture what the study intends to
measure. The thesis measures detection accuracy through precision, recall, and F1 against the ground-
truth labels. These quantify agreement between the analyzer and the labels but do not directly mea-
sure exploitability, a CONFIRMED_INSECURE finding represents a known dangerous pattern, but real
exploitability also depends on authorization logic, runtime permissions, and the value of the accessi-
ble data. The thesis therefore measures whether deep-link configurations match documented security
guidance [4], [12], [13] rather than whether each finding is independently exploitable, which is the same
construct addressed by prior work [3].

2.64 Reliability

Reliability is ensured through deterministic rule execution, given identical input artefacts, the
analyzer produces consistent results across repeated runs, which makes the findings reproducible.

2.7 Considerations

2.7.1 Ethical considerations

The study analyses a self-developed application and a set of publicly available open-source ap-
plications. No penetration testing, exploit development, or active attack simulation is performed, and
the analysis operates only on configuration files and source code, so no personal, user-generated, or
sensitive data is collected or processed. The research therefore remains a controlled technical evalua-
tion without introducing risks to real users or systems. However, it is acknowledged that publishing
the analyzer as an open-source artefact introduces a dual-use risk, the same tool that helps developers
identify and fix deep-link misconfigurations could also be used by malicious actors to systematically
identify vulnerable entry points in Android applications. This risk is considered acceptable for two
reasons. First, the misconfigurations the analyzer detects are already documented in public platform
guidance and academic literature, meaning the knowledge itself is not novel to attackers. Second, the
primary effect of wider availability is expected to be defensive, developers fixing vulnerabilities, rather
than offensive, since exploiting deep-link misconfigurations still requires additional steps beyond de-
tection alone.

2.7.2 Methodological limitations

Static analysis limits detection to weaknesses observable in configuration and source-code struc-
ture, issues that depend on runtime behaviour, authentication, or dynamically generated flows fall out-
side scope and cannot be identified without running the application. The source-code analysis relies
on pattern matching rather than a full abstract-syntax-tree parser, so it does not track values across
method boundaries, a URI validated in one method and loaded in another may not be detected. The
analyzer also does not distinguish production from test files, so parameter-handling rules may fire on
hardcoded test inputs, and it cannot verify a live-hosted assetlinks. json on a developer’s server,
only its presence in the repository. These limitations bound which vulnerabilities the rules can cover
and are reflected in the coverage analysis of Section[4.1]
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2.7.3 Research objective
The objective is to support secure Android development by enabling early identification of deep-

link security risks. By detecting misconfigurations and unsafe input-handling patterns before deploy-
ment, the approach aims to reduce the potential attack surface and improve overall application security.
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Theoretical Framework

This chapter presents the theoretical foundations that the study builds on. It introduces mo-
bile application security and Android architecture, explains how deep links and WebView components
work and why they are security-sensitive, defines the documented deep-link security vulnerabilities
that this thesis targets, and reviews static analysis and existing tools. The detection rules designed to
detect these vulnerabilities are presented in the results (Section , as the answer to RQ1, this chapter
establishes the vulnerabilities the rules are intended to detect.

3.1 Overview of Mobile Application Security

Mobile applications continuously interact with external systems, users, and network resources.
These interactions introduce multiple attack surfaces, particularly when an application accepts data
originating outside the trusted application environment. A fundamental security principle is that all
external input should be treated as untrusted until it has been validated [4]. Insufficient input validation
may allow attackers to inject malicious content, examples include SQL injection or cross-site scripting
payloads that manipulate application behaviour or enable unauthorized access to backend systems [4].
Within the Android ecosystem, applications expose functionality through structured communication
mechanisms such as intents and deep links. Because deep links let external entities trigger internal
functionality, improper validation of incoming data can introduce significant security risks [4].

3.2 Android Application Architecture

Android applications are composed of components managed by the operating system, where
activities represent user-interface screens responsible for handling interaction and application logic.
Communication between components is performed through intents, which act as messaging objects
requesting actions from components. Explicit intents target a specific component directly, whereas
implicit intents describe a general action and let the system select an appropriate component [14]. Deep
links rely on implicit intents combined with URI-based data to trigger activities from external sources.
To enable this, activities must define intent filters specifying accepted actions, categories, and data at-
tributes such as URI schemes, hosts, and paths. Activities handling deep links must declare the VIEW
action together with the BROWSABLE category, the BROWSABLE category is what enables browsers
and external applications to resolve URIs directly to the application [15]. Activities that handle ex-
ternal requests must also be exported (android:exported="true") so the system can invoke them
from outside the application [16]. Although this architecture enables flexible inter-application commu-
nication, exported components also represent externally reachable entry points and increase the attack
surface if not properly secured.
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3.3 Deep Links in Android

Deep links are Uniform Resource Identifiers (URIs) that allow users to access specific parts of an
Android application through external sources such as websites or other applications [1]. When acti-
vated, the operating system matches the URI to an activity using the intent filters defined in Android-
Manifest.xml, launches the selected activity, and passes it the URI as input. Deep-link parameters are
user-controlled input, they originate from external sources that cross the application’s trust boundary
and therefore introduce security risks if not properly validated [4]. Figure|3.1|shows the processing
flow from an external source through to a sink such as WebView.loadUrl ().

Android Deep-Link Processing Flow

External Source

Deep-Link URI

Intent Filter Match

Activity Launch

getintent().getData()

WebView loadUrl()

Figure 3.1: Android Deep-Link Processing Flow
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3.4 WebView and Security Implications

WebView is an Android component that allows applications to display web content inside the
application interface. It can execute HTML, JavaScript, and embedded scripts, which enables dynamic
interaction with external content. However, loading externally supplied URLs into a WebView without
validation may introduce security vulnerabilities. Prior research shows that improper validation of
deep-link parameters can let attackers load malicious content into the application through WebView
components [5].

Luo et al. found that Android WebView components can create a risky environment in which
malicious JavaScript from external websites may access private app data through the “JavaScript bridge”
feature [17]. Hassanshahi et al. later explained that attackers can exploit this through malicious deep
links that cause the app to open unsafe pages inside the WebView [18]. Figure[3.2]illustrates how deep-
link input expands the WebView attack surface.

WebView Attack Surface

Attacker

Malicious Deep Link

Activity

URL Parameter

WebView.loadUrl()

External Contant

Figure 3.2: WebView Attack Surface Introduced by Deep-Link Input
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3.5 Deep-Link Security Vulnerabilities

This section defines the documented misconfiguration vulnerabilities that the thesis targets.
These definitions are drawn from Android platform guidance [12], [13], [14], [16], the OWASP Mo-
bile Application Security guidance [4], and prior academic work [3], [5], [6], [7], [17], [18]. Defining
the vulnerabilities here, before the detection rules are derived, makes it possible to design one rule per
category and, in Section[4.1} to report how completely and accurately they are covered.

Deep-link vulnerabilities occur when an application processes externally supplied URI data with-
out adequate validation or access control. Android documentation highlights that weak deep-link im-
plementations may enable attackers to hijack links, bypass host verification, or inject malicious pa-
rameters [12], when validation is missing, host-validation bypass, cross-application scripting, and even
remote code execution may become possible [12]. Developers are therefore advised to treat all deep-
link data as untrusted input and to validate parameters against predefined allowlists of accepted values
and domains [12].

The research group Liu et al. was the first to perform a large-scale study of deep-link insecu-
rity in Android applications, and found recurring patterns such as unverified custom schemes, scheme
conflicts, and missing parameter checks [3]. Wang et al. described a type of attack in which applica-
tions accept requests from unauthorized sources without properly checking them [7], and Aonzo et al.
later showed that these weaknesses enable practical phishing attacks against modern Android applica-
tions [6].

To make the risks concrete, consider an unverified custom URI scheme such as myapp://. Be-
cause Android imposes no ownership check on custom schemes, a malicious application installed
on the same device can declare an identical intent filter. When the user follows a link such as
myapp://reset?token=. . ., the operating system may route it to the attacker’s application instead
of the legitimate one, giving the attacker any sensitive value carried in the URI, such as a password-
reset token or an OAuth authorization code. A related weakness occurs when an HTTPS scheme
is declared without android:autoVerify, or when autoVerify is declared but the corresponding
assetlinks. json is absent, in both cases Android cannot confirm domain ownership, so verifica-
tion silently fails and the same hijacking abuse becomes possible. The most severe source-code pat-
tern arises when a value obtained from getIntent () .getData() is passed to WebView.loadUrl ()
without validation, allowing a javascript: or file:// payload to execute inside the application’s
WebView context [17], [18].

From this literature, the study targets the documented misconfiguration categories summarised
in Table[3.1] Note that several categories also have a corresponding secure (correctly configured) coun-
terpart that the analyzer must recognise in order to avoid false alarms, the detection rules and their
coverage of these categories are presented in Section
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ID | Misconfiguration Vulnerability Why It Is a Risk

V1 | Unverified custom URI scheme (e.g. | Any installed app can register the same scheme,
myapp://) links can be hijacked, leaking tokens or codes

V2 | HTTPS link without domain verifi- | Android cannot confirm domain ownership, so
cation (autoVerify absent) hijacking remains possible

V3 | Missing / malformed Digital Asset | Domain verification silently fails even though
Links autoVerify is declared

V4 | Missing path restriction on intent | Every path under the host is accepted as an entry
filter point

V5 | Exported activity without permis- | Any other app can invoke the deep-link entry
sion point directly

V6 | Unsafe WebView loading of deep- | A javascript: or file:// payload can exe-
link data cute or read private data

V7 | Unvalidated query-parameter han- | Enablesinsecure direct object references and in-
dling jection

Table 3.1: Documented deep-link misconfiguration vulnerabilities targeted by the study.

To make the most severe category concrete, Listing[3.1|shows the unsafe-WebView pattern (V6):
a value taken from the deep-link intent is passed directly to WebView.loadUrl() with no scheme
check or domain validation, after which a crafted javascript: or file:// URL executes or reads
data inside the application’s WebView context [17], [18].

override fun onCreate(savedInstanceState: Bundle?) {
super .onCreate (savedInstanceState)
val url = intent.data?.getQueryParameter ("url") ?7: return
val webView = WebView(this)
webView.webViewClient = WebViewClient ()
webView.loadUrl (url) // No validation -- any URL accepted
from intent
setContentView (webView)

Listing 3.1: Deep-link parameter loaded into a WebView without validation (vulnerability V6).
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3.6 Static Analysis

Static analysis examines an application without running it, the source code and configuration files
are inspected, focusing on how the application is built rather than how it behaves at runtime [11]. It is
well suited to Android deep-link issues because the relevant artefacts — intent-filter declarations, asset
links, and source references — are already present in the project. Li et al. reviewed 124 Android static-
analysis studies and found that most tools analyse either the app manifest, the bytecode, or both [11].
The tool developed in this thesis analyses the source code and manifest directly, which makes it possible
to run before the app is built and to include it in continuous-integration workflows. Figure|3.3[shows
this concept.

Static Analysis Concept

Source Code

AndroidManifest. xmil

Static Analyzer

Detection Rules

Security Report

Figure 3.3: Static Analysis for Detecting Configuration-Level Vulnerabilities
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3.7 Threat Model

The threat model describes the attacker’s capabilities and objectives. An attacker may deliver
malicious deep links to a target application through external channels such as phishing emails, websites,
QR codes, SMS messages, or other installed applications. By manipulating the parameters in the URI,
the attacker may influence application behaviour and reach sensitive functionality, without requiring
physical or privileged access to the device. Improper handling of URI input alone may therefore be
sufficient to exploit a vulnerability [5].

3.7.1 Attacker Capabilities

The attacker can generate and deliver crafted URIs to the victim through external channels. The
attacker cannot install arbitrary applications without user consent, cannot obtain elevated privileges
beyond those of a standard Android application, and cannot intercept network traffic by default, influ-
ence is limited to normal application interfaces.

3.7.2 Attacker Goals

The attacker’s objectives are to trigger sensitive application functionality without proper autho-
rization, to insert malicious content into a sensitive context such as a WebView, and to steal sensitive
information such as URI parameters, session data, or internal application state by exploiting unsafe
processing of deep-link input.

3.7.3 Trust Boundary

The application has a trust boundary between data arriving from external URIs and its internal
logic. Because every deep link crosses this boundary, all input parameters should be treated as un-
trusted, following the principle of Saltzer and Schroeder that any external input may be malicious [19)].
Wang et al. described this as an unauthorized origin-crossing problem [7], and Aonzo et al. demon-
strated practical phishing and data-exfiltration attacks based on it [6]. Figure[3.4]illustrates the bound-
ary.
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Deep-Link Trust Boundary Model

External Source

Figure 3.4: Deep Links Crossing the Application Trust Boundary

3.8 Secure Coding Principles

Secure coding practices reduce vulnerabilities by enforcing controlled access, validation, and se-
cure component configuration. One central principle is least privilege, users and components should
receive only the minimum permissions required for their function [19]. In the context of deep links,
externally triggered activities are privileged entry points, failing to validate deep-link input violates
least privilege because untrusted external entities may reach internal functionality beyond intended
use. Restricting accepted URIs, validating parameters, and enforcing authorization checks keep deep-
link handling consistent with secure coding practices and reduce the risk of privilege escalation or

unintended execution paths.
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3.9 Static Analysis Tools

Static analysis tools automatically examine source code and configuration files to identify poten-
tial vulnerabilities without running the software. Android Lint is a built-in tool that scans Java, Kotlin,
and XML to detect bugs, performance issues, and deviations from recommended practice, and sup-
ports custom rules [20]. Other tools used by security analysts include SpotBugs (formerly FindBugs)
for common Java errors, AndroBugs for Android-specific misconfigurations and input-validation is-
sues, and MobSF, which combines several static techniques to detect insecure coding practices, exces-
sive permissions, and potential data leakage [21]. Although these tools provide broad detection, none
is designed as a dedicated, Cl-integrated analyzer focused exclusively on deep-link security. While
AndroBugs performs some checks related to component exposure, it does not systematically inspect
intent-filter configuration, Digital Asset Links validation, and source-level parameter handling as an
integrated pipeline. This gap motivates the specialised approach proposed here.
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Results

This chapter reports the results of the study. Section |4.1| presents the detection rules derived
from the documented vulnerabilities, together with an analysis of which misconfigurations could and
could not be operationalised, this is the answer to RQ1. Sections[4.2H4.6|then report findings from the
controlled test application, which demonstrate the analyzer’s behaviour on a complete Android project.
Section[4.8|reports the synthetic benchmark evaluation, which validates the rules against a predefined
ground truth. Section[4.9|reports the open-source study, which addresses RQ2 by measuring per-rule
accuracy on fifteen GitHub repositories with manually verified labels. Section[4.10|analyses the false
positives observed during the open-source study and identifies their root causes.

4.1 Detection Rules (Answering RQ1)

This section presents the detection rules derived through the process described in Section
they constitute the answer to RQ1. Each rule operationalises one of the documented vulnerabilities
from Section [3.5 (or its secure counterpart) as a deterministic predicate over parsed manifest/asset-
link structures or over source-code patterns. The rules are deterministic and transparent, which is
what makes their behaviour reproducible and suitable for a CI-targeted analyzer, their accuracy is then

measured in Sections[4.2H4.9

4.1.1 Rule Categories and Classification Outcomes

The rules fall into three categories that differ by the type of input file they inspect. Manifest
rules operate on intent-filter and activity declarations in AndroidManifest.xml and concern how
deep-link entry points are declared (schemes, paths, export, verification). Asset-link rules operate
on assetlinks. json and concern the proof of domain ownership. Source-code rules operate on
Kotlin/Java files and concern how externally supplied URI data is handled once an activity receives it.
The three classification outcomes used by all rules are defined in Section

4.1.2 Manifest and Asset-Link Rules

Manifest and asset-link rules operate on parsed structures rather than raw text.
AndroidManifest.xml is parsed with Python’s xml.etree.ElementTree and assetlinks. json
with the json module. An <intent-filter> is considered only when it declares both the VIEW
action and the BROWSABLE category, which together make an activity reachable via a deep link.
Table[4.1] gives the exact predicate evaluated for each rule and the vulnerability (Section[3.5) it targets.
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Rule | Targets Outcome Predicate (as implemented)

M1 | V2 (safe) SECURE scheme == "https” and the filter’s autoVerify ==
"true”

M2 V2 POT. INSECURE scheme == "https” and autoVerify != "true”

M3 \%! CONFIRMED_INSECURE | scheme present and not https (any custom
scheme)

M4 V4 POT. INSECURE not a verified HTTPS App Link and the <data>
element has neither pathPrefix nor path

M5 V3 CONFIRMED_INSECURE | a filter declares autoVerify="true” but no
assetlinks. json exists in the project tree

M6 V3 POT. INSECURE assetlinks. json present but invalid, not a
non-empty array, or a target lacks a required
field

M7 | V3 (safe) SECURE assetlinks. json present, non-empty array,
every target has all three required fields

M8 V5 POT. INSECURE activity has exported != “false” and no
android:permission attribute

Table 4.1: Manifest and asset-link detection rules and their predicates.

4.1.3 Source-Code Rules

Source-code rules (S1-S4) cannot rely on a parser in the same way, because the relevant con-
structs are method calls and validation patterns spread through Kotlin and Java code. Each source file
is analysed as plain text using regular expressions grouped into three signal sets (Table[4.2). A file is in-
cluded only if it matches at least one intent-data pattern, it is then classified by whether it also contains
a WebView-loading pattern and a validation pattern.

Signal set Patterns (regular expressions)

Intent-data retrieval getQueryParameter\s*(, .intent.data, getDataString\s*(,
getIntent\s*(, Uri.parse\s*(, .getData\s*(

WebView URL loading | 1loadUrl\s*(, loadData\s*(, LoadDataWithBaseURL\sx*(
Validation present startsWith\s*(, matches\s*(, Regex\s*(, isDigit\s*(,
all\s{*\sx*it, ALLOWED [A-Z 1+, isAllowed, isValid,
Pattern.compile\s*(, TextUtils.isEmpty\s*(

Table 4.2: Source-code signal sets and corresponding patterns.

The classification follows directly from these signals. If no intent-data pattern is found, the file is
ignored. If a WebView-load pattern exists, the file is classified S2 (SECURE) when a validation pattern
is also present, and otherwise S1 (CONFIRMED_INSECURE, vulnerability V6). If no WebView-load
pattern is present but a getQueryParameter () pattern is found, the file is classified S4 (SECURE)
when validation is present, and otherwise S3 (POTENTIALLY_INSECURE, vulnerability V7).

The classification is deliberately file-level, a validation pattern occurring anywhere in a file marks
the whole file as validated. This is a known limitation of the approach — the analyzer does not verify
that the intent-data source, the validation step, and the sink all operate on the same value. For exam-
ple, a file that retrieves intent data, performs validation on an unrelated database value, and then loads
a hardcoded URL into a WebView would be classified as POTENTIALLY_SECURE, even though the
validation is unrelated to the WebView load. Addressing this limitation would require inter-procedural
data-flow tracking, as discussed in Section The practical consequence of this limitation is re-
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flected in the false-positive analysis of Section where non-deep-link URI handling is identified as
the second largest source of false positives.

4.1.4 Coverage and Boundaries

All seven documented misconfiguration categories defined in Section could be opera-
tionalised as deterministic rules at the configuration- and source-pattern level:

« V1 - M3

« V2 — M1, M2

+ V3 — M5, M6, M7
- V4 - M4

« V5 M8

« V6 — S1,82

+ V7 —S3,54
None of the targeted categories had to be dropped. Concretely, the analyzer can detect:

« HTTPS App Links with and without autoVerify (V2 — M1, M2)

« Custom URI schemes without domain verification (V1 — M3)

+ Missing path restrictions on intent filters (V4 — M4)

+ Missing, malformed, or valid assetlinks. json files (V3 — M5-M7)

+ Exported deep-link activities without a permission restriction (V5 — M8)

+ Unsafe WebView.loadUrl () of unvalidated deep-link data (V6 — S1) and its validated coun-
terpart (S2)

+ Unvalidated query-parameter handling (V7 — S3) and its validated counterpart (S4)

The static, pattern-based approach nonetheless has boundaries, certain properties of these vul-
nerabilities cannot be decided without running the application or its hosting infrastructure, and were
therefore recorded during derivation (Section[2.2) rather than forced into unreliable rules. The analyzer
cannot establish:

» Whether a live-hosted assetlinks. json actually exists on the domain or matches the signing
certificate, only the in-repository file is checked

« Authorization-logic flaws, such as whether an exported activity correctly restricts access at run-
time (out of scope per Section/|]1.3)

+ Vulnerabilities that manifest only at runtime or through dynamically generated flows

« Validation that occurs across method boundaries (a parameter validated in one method and used
in another), since the analyzer performs no inter-procedural data-flow tracking
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» Whether a URI actually originates from getIntent () .getData() rather than from internal
application state, which is the source of the non-deep-link-URI false positives in Section[4.10|

+ Misconfigurations in closed-source applications, since source code is required

These boundaries mean that, although a deterministic rule exists for every targeted category, each
rule decides a configuration- or pattern-level proxy for the underlying weakness rather than its full
runtime exploitability. This distinction is revisited in the construct-validity discussion (Section[2.6.3)
and the method discussion (Section[5.2).

4.2 Controlled Test Application Summary

The controlled application was built to exercise all detection rules. Table |4.3|lists the labelled
test cases, their intended classification, and the pattern each one exercises. The ground truth comprises
nine cases in total, five insecure (1-5) and four secure (6-9).

# | Component Intended | Pattern

1 | deeplink://open intent filter Insecure | Custom URI scheme, no autoVerify, no
path restriction

2 | deeplink://webview intent filter | Insecure | Custom URI scheme, no autoVerify, no
path restriction

3 | myapp://profile intent filter Insecure | Custom URI scheme, no autoVerify, no
path restriction

4 | UnsafeUrlScreen.kt Insecure | getQueryParameter () result used with-
out validation

5 | WebViewTestScreen.kt Insecure | loadUrl() called with unvalidated intent
data

6 | https://.../safe intent filter Secure | HTTPS scheme with
android:autoVerify="true"

7 | SafeUrlScreen.kt Secure | getQueryParameter() result validated
against an allowlist

8 | ProfileTestScreen.kt Secure | getQueryParameter() result validated
with a numeric check

9 | assetlinks.json Secure | Digital Asset Links file present and struc-
turally valid

Table 4.3: Labelled test cases in the controlled test application.

4.3 Entry Point Identification

The analysis begins by identifying all activities reachable through a deep-link entry point, intent
filters declaring both the VIEW action and the BROWSABLE category. The analyzer identified four deep-
link entry points, all declared in com.example.deeplinktest.MainActivity. Table[4.4/shows the
entry points and their initial classification from the manifest.
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URI Pattern Classification
https://deeplinktest.example.com/safe SECURE
deeplink://open CONFIRMED INSECURE
deeplink://webview CONFIRMED INSECURE
myapp://profile CONFIRMED INSECURE

Table 4.4: Detected deep-link entry points.

4.4 Manifest Analysis Results

The manifest analyzer evaluated each intent filter using rules M1-M4 and M8. Rule M1 con-
firmed the HTTPS App Link with autoVerify as securely configured. Rule M3 flagged all three custom-
scheme filters as confirmed insecure, since any installed app can register the same scheme without
ownership verification. Rule M4 raised potentially-insecure findings for each custom-scheme filter
because none declared android:pathPrefix or android:path, so every path under the host is ac-
cepted. Rule M8 flagged MainActivity as potentially insecure because it is exported without an
android:permission, since it handles all four filters, exposing it without an explicit permission lets
any third-party app invoke the entry points directly.

Rule Severity Finding

M1 SECURE HTTPS App Link with autoVerify: https://.../safe

M3 CONFIRMED INSECURE | Custom  URI  scheme without verification:
deeplink://open

M3 CONFIRMED INSECURE | Custom URI  scheme without verification:
deeplink://webview

M3 CONFIRMED INSECURE | Custom URI  scheme without verification:
myapp://profile

M4 | POTENTIALLY INSECURE | No path restriction: deeplink://open

M4 | POTENTIALLY INSECURE | No path restriction: deeplink://webview

M4 | POTENTIALLY INSECURE | No path restriction: myapp://profile

M8 | POTENTIALLY INSECURE | Exported activity without permission: MainActivity

Table 4.5: Manifest analysis findings.

4.5 Digital Asset Links Analysis Results

The  asset-link  analyzer  checked whether any  deep-link filter  declared
android:autoVerify="true" and whether a valid assetlinks. json was present. It confirmed
that autoVerify was set on the HT'TPS filter and located the file at kot1in-app-1/assetlinks. json.
The file contains a non-empty JSON array, and each entry includes the required namespace,
package name, and sha256_cert_fingerprints fields, so rule M7 was marked SECURE. No M5
or M6 finding was raised, confirming the file is both present and correctly formed.

Rule | Severity | Finding
M7 | SECURE | assetlinks. json present and structurally valid

Table 4.6: Asset links analysis findings.

34



4.6 Source Code Analysis Results

The source-code analyzer scanned the Kotlin/Java files under src/main/, excluding build-
generated and theme files. For the controlled application, four Kotlin files containing deep-link han-
dling were analysed. Under rule S1, WebViewTestScreen.kt was marked CONFIRMED INSE-
CURE because it calls 1oadUr1 () with a value from getQueryParameter () and no validation, which
would allow a javascript: or file:// payload. Under rule S3, UnsafeUrlScreen.kt was marked
POTENTIALLY INSECURE because it uses getQueryParameter () without validating the value.
SafeUrlScreen.kt and ProfileTestScreen. kt were both marked SECURE under rule S4 — the
former checks the URL against an allowed-domain prefix, the latter checks that the ID contains only
digits.

Rule Severity File Finding

S1 CONEF. INSEC. | WebViewTestScreen.kt | loadUrl () with unvalidated intent data
S3 POT.INSEC. | UnsafeUrlScreen.kt Parameter extracted without validation
S4 SECURE SafeUrlScreen.kt Parameter extracted with validation

S4 SECURE ProfileTestScreen.kt Parameter extracted with validation

Table 4.7: Source code analysis findings.

4.7 Confusion Matrix and Evaluation Metrics

A component is treated as insecure if it has at least one CONFIRMED or POTENTIALLY INSE-
CURE result, and secure if all results are SECURE. Across the nine components, the five truly insecure
ones were flagged correctly and the four truly secure ones were not flagged, with no false positives or
false negatives (Tables[4.8land[4.9). The small sample of nine components gives a 95% Wilson-score in-
terval of roughly [48%, 100%] on precision, so the controlled application alone cannot support a strong
accuracy claim, it primarily verifies that the analyzer behaves consistently with the rules it implements.
Sections [4.8/and |4.9|provide larger-scale evaluation.

Metric Formula Value
Precision TP / (TP + FP) 100%
Recall (Detection Rate) | TP / (TP + FN) 100%
False-Positive Rate FP / (FP + TN) 0%

Accuracy (TP+TN)/(TP+ TN +FP+FN) | 100%

Table 4.8: Evaluation metrics for the controlled test application.

Predicted Insecure | Predicted Secure
Truly Insecure TP =5 FN =0
Truly Secure FP=0 TN =4

Table 4.9: Confusion matrix of classification results.

4.8 Synthetic Benchmark Evaluation

The synthetic benchmark evaluates each rule independently against a predefined ground truth.
The analyzer was executed on all fifteen projects and the findings compared against the ground-truth
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CSV. The analyzer achieved perfect precision, recall, and F1 across all twelve rules, with zero false pos-
itives and zero false negatives (Table [4.10). Together with the rule set presented in Section this
confirms that each documented misconfiguration was successfully operationalised as a deterministic
rule and behaves exactly as specified for Kotlin, Java, and multi-module projects, the validation sup-
porting the answer to RQ1. The result should be read as evidence of internal consistency rather than
generalisation, since the benchmark projects were constructed to match the rules, Section[4.9|provides
the stronger external measurement.

Rule TP | FP | TN | FN | Precision | Recall | F1
M1 5 0 0 0 1.0 1.0] 1.0
M2 21 0 0 0 1.0 1.0 | 1.0
M3 91 0 0 0 1.0 1.0 | 1.0
M4 10| O 0 0 1.0 1.0 | 1.0
M5 21 0 0 0 1.0 1.0 | 1.0
Mé6 1 0 0 0 1.0 1.0 | 1.0
M7 21 0 0 0 1.0 1.0] 1.0
Ms8 16| O 0 0 1.0 1.0] 1.0
S1 21 0 0 0 1.0 1.0 | 1.0
S2 1 0 0 0 1.0 1.0 | 1.0
S3 21 0 0 0 1.0 1.0 | 1.0
S4 1 0 0 0 1.0 1.0 | 1.0
Overall | 53 0 0 0 1.0 1.0 | 1.0

Table 4.10: Per-rule evaluation results on the synthetic benchmark.
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4.9 Open-Source Application Study

The analyzer was applied to the fifteen open-source applications of Table Each repository
was cloned and analysed automatically, producing one JSON report per application. In total, 416
findings were produced and manually labelled against the source code, disagreements were resolved
through joint inspection, and the final labels are released in oss_ground_truth.csv. The analyzer
achieved an overall precision of 88.9% on the real-world dataset. Reported per rule (Table[4.12), the
manifest rules achieved 98.9% precision (271 of 274 findings correct) and the source-code rules S2 and
S4 (the validated counterparts of S1 and S3) achieved 100% precision, the lower overall figure is driven
entirely by rules S1 and S3, the two pattern-based rules that detect missing validation.

Table reports, per application, the total findings, the number of verified real misconfigura-
tions (true positives whose verified severity is insecure), the true and false positives, and the precision.
The verified-vulnerability column states how many misconfigurations each application actually con-
tains.

Application Lang. | Findings | Verified vulns | TP | FP | Precision
firefox-android Kt 91 77| 85| 6 0.934
bitwarden/android | Kt 43 22| 29| 14 0.674
Telegram-FOSS Java 42 18 39| 3 0.929
AntennaPod J/Kt 41 26| 38| 3 0.927
Signal-Android J/Kt 38 29| 36| 2 0.947
DuckDuckGo Kt 37 19 25| 12 0.676
Threema J/Kt 34 27| 34| 0 1.000
nextcloud-android | J/Kt 25 16| 25| 0 1.000
k-9 Mail Kt/] 14 11 12 2 0.857
Wikipedia J/Kt 12 41 10| 2 0.833
tasks Kt 11 10 10 1 0.909
StreetComplete Kt 9 7 8| 1 0.889
Orgzly Kt 7 7 71 0 1.000
andOTP Java 6 5 6| O 1.000
owncloud-android | Java 6 6 6| O 1.000
Total 416 284 | 370 | 46 0.889

Table 4.11: Per-application results after manual labelling. "Verified vulns” counts true positives whose
verified severity is insecure.

The per-rule precision is presented in Table All-code precision includes all 416 findings,
production precision excludes the 27 false positives that originate from test files, reflecting accuracy
on production source code. Rules M6 and M7 produced no findings in this dataset and are omitted.

4.10 False Positive Analysis

Of the 416 findings, 46 were classified as false positives after manual review. They fall into three
categories (Table [4.13). The largest is test files, where the source-code rules S1 and S3 fired on hard-
coded inputs in test code rather than externally supplied data, this accounts for 27 of the 46 false pos-
itives, more than half. The second is non-deep-link URIs, where the analyzer flagged URI processing
that does not originate from getIntent () .getData() but from internal application state such as
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Rule Category Total | TP | FP | All-code Prec. | Prod. Prec.
Ml Manifest 25| 25 0 1.000 1.000
M2 Manifest 12| 12 0 1.000 1.000
M3 Manifest 92 | 92 0 1.000 1.000
M4 Manifest 103 | 100 3 0.971 0.971
M5 Asset Links 7 7 0 1.000 1.000
M8 Manifest 42 | 42 0 1.000 1.000
S1 Source Code 17 4113 0.235 0.500
S2 Source Code 27 | 27 0 1.000 1.000
S3 Source Code 571 27| 30 0.474 0.692
S4 Source Code 34| 34 0 1.000 1.000
Overall 416 | 370 | 46 0.889 0.951

Table 4.12: Per-rule precision on the open-source dataset.

cached URLs or stored draft URIs. The third is the split <data> element pattern, where rule M4 eval-
uated each <data> element in isolation rather than aggregating attributes across all <data> elements
within the same intent filter.

After applying the test-file exclusion fix and rerunning the analyzer, precision rises from 88.9%
to 95.0% on production code. This corrected configuration is the version recommended for practical
use, and its rule-level numbers are the production-precision column of Table[4.12} the pre-fix numbers
are retained for transparency.

Category Rules | Count | Description

Test files S1,S3 27 | Rules fired on files ending in
Test.kt/Test.java where URI parame-
ters are hardcoded test values rather than
external input

Non-deep-link URIs | S1, S3 16 | Rules fired on URI processing that does not
originate from getIntent () .getData() (me-
dia handlers, content providers, email header
parsers)

Split <data> element | M4 3 | M4 evaluated each <data> element in isolation,
the path restriction was declared in a separate
<data> element in the same filter (AntennaPod,
StreetComplete, Wikipedia)

Total 46

Table 4.13: False positives by category. The test-file category accounts for 59% of false positives and
can be eliminated by excluding test directories.
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Discussion

This chapter discusses the results in relation to the research questions and to previous work on
Android deep-link security, and reflects on the strengths and weaknesses of the methodology. The first
section interprets the results of Chapter [4} the second reflects on the method.

5.1 Result Discussion

This thesis set out to address two research questions. The first question asked which deep-link
misconfigurations can be detected through static analysis of Android application configuration files
and source code. The second asked how accurately a Python-based static analysis tool can detect such
misconfigurations. The results presented in Chapter [4provide concrete answers to both questions.

5.1.1 Addressing Research Question 1

RQ1 asked which documented deep-link misconfigurations can be expressed as deterministic de-
tection rules, and how such rules can be defined and validated. The answer is the rule set of Section 4.1
together with its benchmark validation in Section Each of the documented misconfiguration cat-
egories defined in Section3.5|was operationalised as a deterministic rule, manifest rules for unverified
custom schemes, missing host verification, missing path restrictions, and exported activities without
permission, asset-link rules for the presence and structure of assetlinks.json, and source-code rules for
unsafe WebView loading and unvalidated parameter handling. The synthetic benchmark confirms that
every rule behaves exactly as specified on labelled inputs. This shows that the targeted misconfigura-
tions can be operationalised as static-analysis rules, it does not claim that the rules exhaust all possible
deep-link misconfigurations, only that they cover the configuration-level categories documented in
the consulted literature and platform guidance.

The rule design is consistent with prior research. The 433-application study referenced in Chap-
ter 13, [5] identified link hijacking through unverified schemes, missing host verification, unsafe We-
bView loading, and unvalidated parameter usage as the principal patterns in real applications, these
correspond directly to rules M3, M5, S1, and S3. This alignment indicates that the rule set captures the
main misconfiguration categories observed in production Android applications rather than a synthetic
subset.
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5.1.2 Addressing Research Question 2

RQ2 asked how accurately each rule detects its corresponding misconfiguration in real-world
applications, so the results are best read per rule rather than as a single aggregate. On the open-source
dataset, the manifest rules performed strongest, M1, M2, M3, M5, and M8 each reached 100% preci-
sion, and M4 reached 97.1%, giving 98.9% across the manifest rules (271 of 274 findings correct), an
important result because manifest analysis is the foundation of the pipeline. The validated source-code
rules S2 and S4 also reached 100% precision. The weak points are the two pattern-based rules that
detect missing validation, S1 at 23.5% all-code precision (rising to 50% on production code) and S3
at 47.4% (rising to 69.2%). Almost all false positives in the study originate from these two rules. The
overall figure of 88.9% (95.0% on production code) is therefore a summary of a very uneven per-rule
picture rather than a uniform accuracy.

These numbers should be read in context. An overall production precision of 95% means that
roughly nineteen of every twenty findings reported on production code correspond to real configu-
ration issues confirmed by manual inspection, an actionable signal-to-noise ratio for a Cl-oriented
tool. By comparison, broader analyzers such as MobSF and AndroBugs are not specifically designed
for deep-link analysis and report across many categories without the same targeted accuracy [21], the
narrow focus adopted here is what allows more precise, deep-link-specific output.

5.1.3 Real-world prevalence findings

Beyond accuracy, the study produced a secondary finding. Rule M3 (custom URI scheme without
domain verification) fired in all fifteen applications without exception, including authentication apps
(Bitwarden, andOTP, Threema) and messaging apps (Signal, Telegram). While an M3 finding is not
by itself a vulnerability, most are intentional design decisions for OAuth callbacks, OTP imports, and
inter-app navigation, it shows that unverified custom schemes, and hence deep-link entry points, are
essentially universal in modern Android applications. This strengthens the motivation in Section
and supports the position that deep-link entry points are a structural attack surface rather than a lo-
calised concern.

5.2 Method Discussion

The methodology adopted in this study has several strengths and several limitations, all of which
directly affect how the results should be interpreted.

5.2.1 Strengths

The deterministic, rule-based design ensures that identical inputs always produce identical out-
puts, satisfying the reliability criterion of Section[2.6.4/and making results reproducible and integrable
into CI pipelines without flakiness. The modular architecture of three independent analyzer mod-
ules coordinated by a batch runner lets individual rules be modified, tested, or extended in isolation,
and supported the three-level evaluation. The three-level evaluation is itself a strength, the controlled
application shows the rules inside a complete project, the synthetic benchmark verifies rule-level cor-
rectness against a predefined ground truth, and the open-source study tests real-world applicability on
code the rules were never designed to fit. This progression avoids the circular evaluation that arises
when a tool is tested only on artefacts created alongside it.
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5.2.2 Weaknesses

The most significant limitation is the reliance on text-based pattern matching rather than
abstract-syntax-tree analysis or inter-procedural data-flow tracking. As shown by the false-positive
analysis (Section [4.10), this cannot determine whether a URI parameter originated from an external
deep link or from internal application state, sixteen of the 46 false positives fall into this category. A
data-flow-tracking analyzer could distinguish these cases, at the cost of substantially greater imple-
mentation complexity.

A second weakness concerns test files, the current scan includes files under src/main/ whose
names end in Test.kt or Test.java, and 27 of the 46 false positives, more than half, originate from such
files, where inputs are hardcoded rather than externally supplied. This is a scope omission rather than a
fundamental design flaw, excluding test directories removes these false positives without affecting any
true positive.

A third weakness is intra-filter aggregation, illustrated by the M4 split-<data> element pattern,
three false positives stem from evaluating each <data> element in isolation rather than aggregating
attributes across all <data> elements within the same intent filter. This is also a fixable implementation
choice.

A fourth weakness is the manual ground-truth labelling used in the open-source study. Although
every one of the 416 findings was inspected against the source code, the labels reflect the researchers’
judgement and may differ from other reviewers’ in marginal cases, introducing a subjective component
that cannot be fully eliminated. The complete labelled dataset is released (oss_ground_truth.csv) so the
labels can be reviewed independently. Finally, as noted in Section [2.7.2} the open-source applications
were selected manually, which introduces selection bias, an objective selection rule would reduce it.

5.2.3 Absence of a baseline comparison

The evaluation does not compare the analyzer against existing tools such as MobSF, AndroBugs,
or Android Lint on the same applications. A direct comparison would clarify whether the reported
precision represents an improvement, parity, or regression relative to the state of practice. This omis-
sion is a deliberate scope decision, the existing tools do not produce deep-link-specific findings that
map cleanly onto the rules defined here, so a fair comparison would require manual reconciliation of
finding categories before precision could be computed. Establishing such a comparison is left as future

work (Chapter|6).

5.2.4 Comparison with prior work

The 433-application study referenced in Chapter [1][3], [5] performed a much larger-scale mea-
surement and identified many instances of deep-link insecurity, but its methodology focused on iden-
tifying vulnerabilities rather than measuring per-rule analyzer accuracy. The fifteen-application study
here cannot match that scale, but it complements the prior work by providing rule-level accuracy fig-
ures and a labelled per-finding dataset that earlier measurement studies do not provide.

5.2.5 Validity reflection
With these strengths and weaknesses considered, the validity goals of Section [2.7|are partially

satisfied. Internal validity is fully supported by the synthetic benchmark and the controlled application,
where classifications are predefined. External validity is supported within the scope of open-source
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Android applications written in Kotlin or Java but cannot be claimed for closed-source commercial
applications, which lie outside the analyzer’s reach, and is qualified by the manual selection of projects.
Reliability is fully supported by the deterministic implementation. Together, these results suggest the

approach is a viable foundation for deep-link static analysis, while the documented limitations indicate
clear directions for further development (Chapter|6).
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Conclusion and Further Research

6.1 Conclusions

The thesis identified a gap in the current mobile application security tools. Although many tools
exist for analyzing Android applications, no dedicated static analysis tool has been designed to detect
deep-link security misconfigurations during software development. Therefore, the thesis addresses
this gap by implementing and evaluating a self-developed Python-based static analysis tool. The tool
checks twelve different security rules related to manifest configuration, Digital Asset Links validation,
and source-code parameter handling.

The evaluation provided three main results. First, twelve documented deep-link misconfigura-
tions, spanning the four scope items defined in Section (1.3} were successfully converted as determinis-
tic detection rules, and the synthetic benchmark confirmed that each rule behaves exactly as specified.
Second, the tool achieved very high accuracy on the synthetic benchmark and reached an accuracy
of 88.9% on real open-source Android applications. When test files were excluded from the test, the
accuracy increased to around 95%. Third, the study revealed that custom-scheme deep links and ex-
ported deep-link entry points appear in almost all modern Android applications. This indicates that
the security risks addressed in this thesis are very common.

Therefore, this thesis contributes both a practical security tool and evidence that deep-link secu-
rity issues are very common. The tool can also be integrated into continuous integration (CI) workflows
to help developers detect problems earlier in the development process.

6.1.1 Practical Implications

The most direct practical implication concerns Android developers, since deep-link configura-
tion errors are easy to introduce during normal development. For example, developers may add a new
intent filter, extract parameters from a URI, or load URLs into a WebView without fully considering
the security risks.

Therefore, a static analysis tool that automatically checks each commit and reports deep-link-
related problems can help developers identify issues early in the development process. The static tool
provides a safer environment by flagging issues in the early stages, which reduces the likelihood of
introducing vulnerabilities into production systems, supporting the principle of treating all external
input as untrusted [4]. In addition, the analyzer’s narrow scope is a practical advantage, because it
reports only deep-link-related findings and therefore produces more focused output that developers
can realistically review compared to the larger and more complex reports of general-purpose tools.
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Second, a practical implication relates to security review and audit workflows, as mobile appli-
cation security testing guidelines recommend regularly checking intent-filter declarations, App Link
verification, and unsafe WebView usage [4]. Therefore, by letting the tool automate these checks, the
user can focus on more complex tasks such as authorization logic and runtime behaviour instead of
manually checking manifest configuration details.

A third practical implication concerns false positives, as described in Section[4.10} This section
identifies three main types of false positives, scanning test files, detecting URI usage that is not related
to deep links, and handling split <data> element patterns. With every issue mentioned, there is a
suggested fix. This helps developers to understand when false positives may occur and what kind of
results or limitations they should expect.

6.1.2 Scientific Implication

The scientific contribution of this thesis is divided into two parts. First, the three-level eval-
uation methodology, which consists of a controlled application, a synthetic rule-level benchmark,
and a labelled real-world dataset. This provides a reusable method for evaluating other deep-link or
configuration-focused static analysis tools. Each evaluation level covers the weaknesses of the others.
The controlled application demonstrates how the analyzer works in practice, but it does not isolate the
effect of each rule. The benchmark tests each rule individually, but it does not show how well the ana-
lyzer performs on real applications. The open-source application study tests real-world performance,
but it cannot guarantee completely accurate ground truth data. Using all three evaluation levels to-
gether therefore provides a more reliable and balanced understanding of the analyzer’s capabilities.

Second, the false-positive analysis presented in Section [4.10] provides practical insight into the
limitations of pattern-matching static analysis for Android source code. There are three documented
categories, test-file scanning, non-deep-link URI handling, and intra-filter aggregation. Unfortunately,
the false-positive analysis contains limitations, which are common challenges in source-code analysis
tools that do not use data-flow tracking or analyze XML element relationships in detail. Additionally,
the labelled dataset included in this thesis (oss_ground_truth.csv) contains 416 classified findings
that can be reused as a benchmark for future analyzers aiming to improve these limitations.
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6.2 Further Research

The limitations identified in Section [5.2] provide multiple directions for further work.

6.2.1 Short-Term Improvements

Two of the three false-positive categories documented in Section[4.10]are easy to fix. The sug-
gested fix is to exclude files in src/test/, src/androidTest/, and files matching *Test .kt or
*Test . java, which would remove 27 of the 46 observed false positives. The changes would raise the
overall real-world precision from 88.9% to approximately 95%. Combining the path attributes from
all <data> elements within a parent <intent-filter> before applying rule M4 would remove the
remaining three false positives. Both changes are small, targeted updates to the existing analyzer and
would not affect any correct (true-positive) results.

6.2.2 Inter-Procedural Data-Flow Tracking

The remaining 16 false positives in the non-deep-link URI category cannot be fixed with sim-
ple filtering. The analyzer needs to understand where a URI comes from, whether it originates from
getIntent () .getData() (an external deep link) or from internal app data such as a saved draft,
cached media URL, or search result. One proposed solution is to add a lightweight data-flow tracker,
which is a simple analysis method that follows how data moves through a program to detect unsafe
usage without performing deep or complex code analysis. Similar approaches are used in established
static analysis frameworks such as FlowDroid [22] and Epicc [23], which are designed for tracking data
flow across Android applications.

6.2.3 Larger-Scale Empirical Study

The thesis used fifteen open-source applications to analyze, but a larger study would make the
results more reliable. Running the analyzer on several hundred applications, for example, the most
downloaded apps on F-Droid, which is a free and open-source app store for Android, would create a
similar dataset in size to Liu et al.’s 433-app study [3], [5] but with more detailed, rule-level results than
previous research. This would also test how well the analyzer works on a wide variety of real-world
Android project structures.
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