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AI-BASED COMPLIANCE ADVISOR SYSTEM I

Abstract

This research investigates the use of advanced artificial intelligence (AI) technologies including Llama-
Parse, Retrieval-Augmented Generation (RAG), and large language models (LLMs) to automate and
enhance compliance with European Union (EU) product regulations. Traditional compliance processes
are manual, time-consuming, and error-prone, posing particular challenges for small and medium-sized
enterprises (SMEs) lacking in-house legal expertise. To address this, develop and evaluate an Al-driven
compliance advisor system capable of interpreting complex regulatory texts and providing actionable
compliance insights.

The system integrates LlamaParse for high-fidelity document parsing, FAISS for efficient vector-based
semantic search, and GPT-4 Turbo for reasoning and report generation. Through a structured pipeline,
it processes regulatory documents, retrieves relevant clauses, and generates compliance assessments tai-
lored to product descriptions. The study follows the Design Science Research Methodology (DSRM),
with iterative development and validation in collaboration with Chemity AB, a Swedish compliance con-
sultancy.

Key findings show that the Al system achieves 89% accuracy and 95% completeness in regulatory analy-
sis, significantly outperforming non-experts and approaching expert-level performance. It reduced errors
by 51% and accelerated document processing by 42-63% compared to human reviewers, yielding sub-
stantial efficiency gains. While 82% of users rated the system valuable for business applications, a 7%
hallucination rate underscores the need for expert oversight to ensure legal precision. Overall, the findings
highlight the potential of Al-powered compliance systems to streamline regulatory workflows, improve
efficiency, and enhance accuracy, with particular promise for SMEs navigating the complexities of EU
product regulations.

Keywords : Al, LLM, RAG, Compliance, EU Regulations, SMEs
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1 Introduction

In today’s global business environment, companies that wish to sell their products in other markets must
meet safety regulations and government regulations. Manufacturers must follow more rules and reg-
ulations, particularly in areas like the European Union EU, when it comes to anything from toys and
electronics to medical devices. Regulations like REACH (Registration, Evaluation, Authorisation, and
Restriction of Chemicals), RoHS (controlling the use of dangerous substances), and CE marking (which
controls the safety of products) are just a few. Although the regulations are necessary to safeguard hu-
mans as well as the environment, they also create significant challenges for companies. Companies can
be severely penalized by product recall, fines, loss of market access, and loss of reputation if they do not
comply.

By a 2023 report published by Deloitte, an average multinational company has about $5.5 million a
year in compliance costs (Thomson Reuters, 2023). The fees keep mounting with greater regulation and
legal development complexity. Being non-compliant may have very dire effects. For instance, Ama-
zon paid €746 million in 2022 as an EU regulator’s penalty for non-compliance with GDPR regulation
(Reuters, 2025). On the manufacturing end, defective toys containing banned phthalates have prompted
huge product recalls and enforcement actions, their aftermath leaving a tainted brand reputation and lost
marketplace access (European Commission,2023).

Despite its importance, most organisations continue to use cumbersome, time-consuming methods to
manage compliance. Compliance professionals and lawyers spend countless hours wading through fat
books of regulations, comparing them to product data, and creating in-depth reports. These procedures
take too much time, are too expensive, and are prone to mistakes. In the past ten years, Al technology
in the shape of natural language processing NLP, machine learning, and big language models LLM like
GPT-4 can read and comprehend legal documents, identify applicable rules to apply, and even produce
reports. Al compliance systems allows businesses to stay updated on changing rules and regulations and
reduce the likelihood of human error.

Al-based compliance systems can monitor data in real time, issue early warnings, simplify complex legal
texts, and detect changes in regulations. However, they are limited by the nuanced and often ambiguous
language of legal documents, making expert validation essential to ensure reliable and consistent outputs.

This research, in partnership with Chemity AB !, a Swedish consultancy that helps companies achieve
product compliance, will create and validate an Al-based system for EU product certification. The system
will:

» Automatically identify which EU regulations the product falls under
 Validate whether the product complies with these regulations using structured logic

* Generate clean and useful compliance reports for internal use or audit.

The overall aim is to prove that Al can reduce the time, cost, and effort of compliance without reducing
the quality of accuracy to specialist human reviewers. This research also looks at how Al can improve
the efficiency and simplicity of compliance management in industries where regulations are constantly
evolving and stakes are high.

Chemity


https://www.chemity.se/
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1.1 Purpose and Research Questions

The objective of this research is to measure the effectiveness of automated tools, specifically LlamaParse,
to extract and structure information from highly complex EU product compliance legal documents. Reg-
ulatory reports and legal reports are long, complex, and highly technically written, and manual interpre-
tation takes a lot of time and can be subject to human error. With the application of natural language
processing, LlamaParse, the study strives to make compliance analysis more productive, consistent, and
of higher quality. The study strives to understand how efficient the tools are in unstructured legal text
extraction and providing structured, meaningful output for business decisions. The study identifies key
limitations and insufficiencies in aspects of legal correctness and completeness with application of auto-
mated systems.

Research questions of the current research are

Research Question 1: How effectively can information from documents be extracted and organized into
a structured format using automated tools?

Research Question 2: What are the challenges in ensuring legal accuracy in compliance processes?
Research Question 3: How can automated tools like Llama Parse help overcome these challenges?

The outcome of this research will inform Al-facilitated compliance workflow design and provide prag-
matic feedback on the possibility and impossibility of leveraging existing document parsing technology
on a legal basis.

1.2 Scope and Limitations

The scope of this research encompasses the development and evaluation of an Al-driven compliance guide
system designed to assist professionals in navigating EU regulatory requirements. The system focuses
on selected product categories and regulatory documents, providing retrieval, analysis, and interpretation
of legal texts. It leverages advanced Al modules, such as LlamaParse for document parsing, FAISS for
vector-based semantic search, and large language models for reasoning and recommendation generation.
The system is intended as a support tool to enhance decision-making rather than replace expert legal
review.

This research has a number of limitations that need to be kept in mind while interpreting the results of
the proposed Al-driven compliance guide system. Initially, the prototypic system was tested against a
limited range of regulatory texts and product ranges, potentially being unable to represent the diversity
and density of those encountered in actual business settings in all EU sectors. This limitation can impact
the external validity of the research results.

Second, during the initial development phase, open-source large language models (LLMs), such as Mis-
tral, were tested locally via the Ollama platform. The final system, however, primarily employs GPT-4 as
the core language model. Alternative models were not evaluated comparatively, although they may offer
different trade-offs with respect to performance, cost, interpretability, and data privacy.

In addition, the metrics used to measure performance at the study level were mostly focused on regulatory
retrieval performance and response quality. User trust, legal traceability, and explainability, as well as
integration with company processes, were not quantitatively compared.

Furthermore, the system was developed and tested in collaboration with Chemity AB using selected
compliance documents and product descriptions, which might have introduced a domain-specific bias.
The use of domain-limited test data may not fully represent the broader landscape of multilingual, multi-
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sectoral EU regulatory documents.

Finally, although the Al system is intended to assist compliance professionals, it is not currently developed
to supplant legal review or provide legally binding recommendations. It is still a support tool that must
be validated by an expert prior to application in high-stakes decision-making.

Subsequent work must be to test the system with a larger dataset to validate it, test several LLMs with
similar evaluation metrics, and evaluate user interaction measures like usability, reliability, and adoption
rate on a production environment. Increasing the scope to more regulatory domains and support for
multilingual documents would also increase generalizability and industry applicability.

These regulations are in flux constantly, giving companies a moving target to shoot at. The growing
number and complexity of regulations, and their interdependent nature, make it increasingly difficult for
companies to keep up, especially when launching new products or expanding into new markets.

1.3 Research Contribution

This study holds significance on both practical and academic grounds. From a practical perspective, com-
pliance with EU regulations is a resource-intensive and error-prone process due to the growing complexity
and continuous evolution of legal requirements. Companies often face challenges in interpreting long and
technically dense legal documents, which increases compliance costs and the risk of misinterpretation.
By evaluating automated tools such as LlamaParse, this research provides evidence on how compliance
analysis can be made faster, more consistent, and less dependent on manual interpretation. The findings
may therefore support compliance professionals in adopting Al-driven systems that act as reliable support
tools in regulatory decision-making.

From an academic standpoint, the study contributes to the emerging field of legal artificial intelligence
by examining the application of natural language processing technologies to specialized regulatory texts.
While research in natural language processing has expanded rapidly, empirical studies focusing on legal
and compliance contexts remain limited (Aletras et al., 2016). This thesis addresses this gap by analyzing
the effectiveness, limitations, and challenges of automated parsing systems when applied to complex EU
compliance documents.

Furthermore, the research provides guidance for the development of future compliance technologies. By
identifying strengths and weaknesses in the prototype system such as accuracy, completeness, multilin-
gual support, and explainability, the study offers insights for improving Al-based legal tools and making
them more trustworthy and aligned with professional needs. Beyond academic and technological con-
tributions, the study also carries industry and policy relevance. Its findings can inform organizations
considering the integration of Al systems into compliance workflows, while also serving as a reference
point for policymakers assessing the feasibility, risks, and opportunities of Al adoption in highly regulated
domains (Mourby et al., 2021).

1.4 Thesis Structure

Chapter 2 explains the background for the research scenario. It sets key concepts central to our research,
including EU regulation regimes (REACH, RoHS, CE marking), LLMs, document parsing (e.g., Llama-
Parse), embeddings, and vector search with libraries such as FAISS.

Chapter 3 This chapter covers a literature review that is relevant to talk about the evolution from rule-
based systems to NLP solutions, RAG architectures, and new advancements in Al applied to legal and
compliance technology.
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Chapter 4 explains how the Al compliance advisor prototype evolved from data acquisition from the
sources of regulation, preprocessing of documents, and production of embeddings.

Chapter 5 presents the findings derived from the application of the research. The findings are presented
with respect to the ability of the system to effectively identify the applicable EU directives, match product
descriptions against regulation documents, and generate compliance reports. Comparative performance
measures between manual versus Al system methods are also provided.

Chapter 6 summarises the outcome of the research process, staging the discussion within the broader
framework of legal Al use and regulatory compliance. By interpreting and examining outcomes, the
chapter answers research questions and discusses the practical implications, strengths, and limitations
of the system. Lastly, it concludes with a reflective overview emphasizing the significance of the re-
search to the field and recapitulating future study recommendations, such as employing multiple LLMs
or transitioning into other regulatory environments.

2 Background

This section explains various important concepts and background information needed to understand this
research study.

2.1 Regulatory Compliance in the European Union

Rapid development of technology has led to a tremendous surge in legal and regulatory requirements
imposed on businesses, particularly in the field of medical devices, consumer products, and electronics.
To export merchandise to the European Union (EU) and most of the rest of the world, companies need
to comply with stringent directives such as CE Marking, RoHS (Restriction of Hazardous Substances),
and REACH (Registration, Evaluation, Authorisation, and Restriction of Chemicals). Such legislation
is meant to safeguard consumer protection, public health, and environmental safety but simultaneously
impose significant operating and administrative burdens on firms (European Commission, 2023a) ;(Euro-
pean Chemicals Agency, 2023b).

Regulations are mandatory legal regimes that govern business and societal safety, fairness, and account-
ability. In the context of conformity to products, they stipulate material content limits, design standards,
labeling rules, chemical usage, and protection technologies required for approved market entry (Ariai
and Demartini, 2024). Non-conformity may result in penalties, sale prohibitions, or product withdrawal;
hence, conformity is a business-critical process.

Key EU Regulations:

* REACH requires manufacturers and importers to register chemical substances and provide safety
information to the European Chemicals Agency ECHA to guarantee that chemicals in products are
assessed for environmental and health risks (European Chemicals Agency, 2023b) .

* RoHS prohibits using certain toxic substances in electrical and electronic equipment for pollutants
like lead, mercury, and cadmium (European Commission, 2023c) .

* CE Marking is an attestation that a product meets all applicable EU directives for safety, health,
and protection of the environment. This "passport" allows for the free movement of products in the
EU market (European Commission, 2023a) .
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Their evolving nature keeps businesses in a state of continuous agony attempting to keep up with com-
pliance, especially when the volume of regulations and the level of interdependence of them is also
increasing more and more with each passing time.

Historically, compliance procedures have been driven professionally, relying on legal and regulatory pro-
fessionals to read through vast quantities of documentation, translate product features into rule require-
ments, and produce high-level reports. Although precise, this time-consuming procedure is costly and
subject to human error, especially where rules evolve or product ranges increase. Research has ascer-
tained that such manual compliance work will at best result in delayed performance and reporting errors,
which cost money in terms of fines, product recall, or loss of market access.

2.1.1 Artificial Intelligence for Regulatory Compliance

Al and LLMs in particular, have emerged as an extremely effective solution to solve these challenges.
LLMs such as GPT-4 utilize NLP to read rules, look for relevant rules, and generate structured compliance
reports (Brown et al., 2020); (Devlin et al., 2019). Training on vast corpuses of text, such as legal
and technical texts, allows LLMs to learn complex regulatory questions, retrieve relevant passages, and
give tight summaries (Jurafsky & Martin, 2025). Besides, complex AI techniques such as document
embeddings and semantic vector search allow models to target the regulatory content to be exact for the
relation of unique product characteristics (Mialon et al., 2023). The Retrieval-Augmented Generation
(RAG) technique extends this further by allowing models to retrieve and input domain-specific real-time
legal information during response generation. This enhances accuracy and domain-relevant applicability
for Al-powered compliance workflows enormously.

2.2 Natural Language Processing (NLP) and Legal Text Processing

NLP plays a crucial role in enabling the system to transform unstructured regulatory texts and product
descriptions into structured, machine-readable data. Within this thesis, several core NLP functionalities
are applied:

» Text Extraction: Techniques such as LlamaParse are used to process complex regulatory docu-
ments, including PDFs and scanned files, making them digitally accessible.

¢ Segmentation: Regulatory documents are divided into smaller semantic chunks, improving re-
trieval efficiency and ensuring that relevant legal clauses can be accessed precisely (Lewis et al.,
2020).

* Embeddings: Text is converted into high-dimensional vector representations, enabling similarity
search and facilitating accurate information retrieval (Devlin et al., 2019).

* Retrieval: Mechanisms are applied to identify specific legal clauses relevant to evaluating product
compliance, linking technical product details with regulatory requirements.

2.2.1 Limitations of NLP in Legal Domains
Despite these advantages, NLP in legal domains presents significant limitations:

* Semantic Ambiguity: Legal texts are highly precise, and many terms carry domain-specific mean-
ings that general NLP models may misinterpret (Surden, 2014).
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* Context Dependence: Regulations often reference other directives, requiring the system to under-
stand interlinked legal contexts rather than isolated clauses (Ashley, 2017).

* Error Propagation: Errors in text extraction or retrieval can propagate downstream, reducing the
accuracy of subsequent LLM-based reasoning and compliance assessments.

¢ Computational Demands: Processing and embedding large regulatory corpora require substantial
computational resources to maintain efficiency and scalability (Chalkidis et al., 2020).

These challenges emphasize the need for specialized NLP pipelines and careful system design when
applying Al to legal and regulatory domains.

2.3 Transformer Architecture

The Transformer architecture was first introduced by (Vaswani et al., 2017) and has since become the
backbone of modern natural language processing (NLP) systems. Unlike Recurrent Neural Networks
(RNNs) or Long Short-Term Memory (LSTM) models, Transformers rely entirely on self-attention mech-
anisms, which allow for efficient parallelization and the modeling of long-range dependencies in text.
This makes them highly suitable for tasks such as machine translation, text summarization, and large
language models (LLMs).

The core component of the Transformer is the scaled dot-product attention, which can be mathematically
expressed as:
. oK™
Attention(Q,K,V) = softmax | — |V
Ve
Where Q (Query), K (Key), and V (Value) are matrices derived from the input embeddings. dj is the

dimensionality of the key vectors. The softmax function ensures that the attention weights sum to 1,
effectively determining the importance of each token relative to others.

Transformers are composed of encoder and decoder blocks, each containing multiple layers of multi-head
attention and feed-forward neural networks. Multi-head attention allows the model to focus on different
parts of the sequence simultaneously, capturing richer contextual information. For compliance tasks, this
allows models to analyze long legal documents, extract relevant clauses, and reason about applicability.
(Figure 2.3) is an illustration of the Transformer architecture.

2.4 Large Language Models (LLMs)

LLMs are advanced neural networks developed using deep learning techniques, particularly the Trans-
former architecture. They are trained on massive text corpora, often comprising millions of parameters,
which enables them to perform a wide range of natural language processing (NLP) tasks with high ac-
curacy. These tasks include text summarization, classification, reasoning, question answering, dialogue
generation, and information extraction(Brown et al., 2020). The ability of LLMs to generate coherent
and contextually relevant text makes them valuable for practical applications such as chatbots, content
creation, and the analysis of complex documents.

In regulatory compliance systems, LLMs can be applied in several ways:

* Mapping product descriptions to applicable regulations.

* Summarizing lengthy legal documents into actionable insights.
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Figure 1. Standard Transformer architecture. Taken from (Sarkar,2023)

» Extracting relevant clauses in response to user queries.

* Generating recommendations for compliance officers (Touvron et al., 2023).

Despite their advanced capabilities, LLMs face several limitations. Their knowledge is fixed at train-
ing time, which may result in outdated or missing information. Outputs can contain hallucinations or
inaccuracies, and both training and inference are computationally intensive. To mitigate these issues,
Retrieval-Augmented Generation (RAG) integrates LLMs with external knowledge sources, ensuring
real-time access to regulatory databases and domain-specific corpora, thereby improving accuracy and
contextual relevance (Lewis et al., 2020).

2.4.1 Tokenization and Embeddings

Tokenization is the process of splitting raw text into smaller units, called tokens, which are subsequently
assigned unique integer IDs. For example, a product description such as “Electric scooter for urban
delivery” may be segmented into multiple tokens, each representing a meaningful subunit of the text
(Touvron et al., 2023).

These tokens are then mapped into dense, high-dimensional vectors known as embeddings, which capture
the semantic meaning of words or phrases. In the context of this research study, embeddings are generated
using OpenAl’s text-embedding-3-large model. Embeddings serve several key purposes:
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* Enable efficient semantic similarity searches over regulatory documents using FAISS.
* Facilitate contextual matching of product descriptions to applicable regulatory directives.

* Support RAG by providing LLMs with relevant, domain-specific knowledge to produce accurate
and justified compliance assessments (Brown et al., 2020; Lewis et al., 2020).

This combination of tokenization and embeddings is central to transforming unstructured regulatory text
and product information into machine-readable representations, enabling precise, scalable, and inter-
pretable Al-driven compliance analysis.

2.4.2 Workflow of LLMs

The general workflow of an LLM in regulatory compliance tasks involves three key stages :

1. Tokenization: Breaking input text into tokens and assigning IDs.

2. Embedding & Encoding: Mapping tokens into vectors and processing them through Transformer
layers to capture contextual meaning.

3. Decoding: Generating output tokens and detokenizing them into human-readable text.

When integrated with RAG, this workflow is enhanced by incorporating external, domain-specific data
into the prompt, ensuring that outputs remain coherent, accurate, and up-to-date (Lewis et al., 2020).

2.4.3 Document Parsing in AI Systems

Document parsing is a fundamental step in Al-based regulatory compliance systems. Legal and regulatory
documents often contain complex layouts, footnotes, tables, and scanned pages that are challenging for
automated systems to interpret. Al-powered parsers, such as LlamaParse, are designed to convert these
heterogeneous documents into structured, machine-readable text. By extracting relevant content while
discarding irrelevant formatting or artifacts, these parsers enable downstream Al models to analyze legal
texts more effectively (Llamalndex, 2024).

Unlike traditional text extraction methods, which often fail to preserve semantic structure, LlamaParse is
optimized for Al pipelines. It integrates advanced optical character recognition (OCR) for scanned PDFs,
table recognition for structured tabular data, and layout-aware parsing that preserves headings, sections,
and hierarchical structures. This ensures that contextual cues, such as whether text appears in a table,
footnote, or annex, are retained, which is critical for accurate interpretation of legal and regulatory texts.

In general, effective document parsing allows Al systems to:

» Handle diverse file formats, including PDFs, Word documents, and scanned images.
» Extract textual content in a structured, clean, and semantically meaningful form.
* Preserve document hierarchy (titles, sections, tables) to improve interpretability.

* Provide consistent input for semantic analysis, similarity search, and downstream reasoning.
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For compliance applications, these capabilities are essential. For example, when analyzing an EU regula-
tion, LlamaParse can preserve the distinction between main legal provisions and explanatory footnotes,
preventing potential misinterpretations by LLMs.

Thus, document parsing is not merely a preprocessing step but a foundational enabler for regulatory Al
systems. By ensuring that LLMs operate on well-structured, context-rich, and legally precise textual
content, it significantly improves the reliability of compliance automation.

2.4.4 Vector Databases

While embeddings provide semantic representations of text, they need to be stored and managed effi-
ciently to be useful in large-scale compliance applications. Vector databases address this challenge by
offering specialized indexing and retrieval mechanisms for high-dimensional vectors.

Systems such as FAISS enable rapid similarity searches over millions of embeddings, making it possible
to retrieve semantically relevant regulatory passages in real time (DevBytesFAISS, 2023). This is partic-
ularly valuable in compliance contexts where different phrasings, synonyms, or document structures may
otherwise obscure connections between product descriptions and applicable regulations.

By supporting scalable similarity search, vector databases form a backbone of RAG frameworks, ensur-
ing that LLMs can dynamically access authoritative sources. This integration improves the accuracy,
transparency, and interpretability of Al-driven compliance systems (Lewis et al., 2020).

2.5 Retrieval-Augmented Generation (RAG)

Instead of depending only on static pre-trained data, RAG, an advanced Al technique, improves LLMs
by incorporating external knowledge sources during inference. This makes it feasible for RAG-based
systems to generate responses that are more domain-specific, contextual, and accurate (Lewis et al., 2020;
Mialon et al., 2023).

Unlike standard LLMs, which depend exclusively on their training corpus, RAG complements internal
model representations with up-to-date or domain-specific facts retrieved at runtime. This architecture
effectively transforms a conventional LLM into a more powerful system capable of “fetching” external
data before generating outputs, thereby bridging the gap between general knowledge and specialized or
real-time information (Yang, 2023).

The general process of RAG (Figure 2) involves three core elements (GeeksforGeeks, 2025):

* Retrieval: The model takes an input query and performs a similarity-based search (typically using
embeddings in a vector database) to identify and retrieve relevant documents from an external
knowledge base.

* Augmentation: The retrieved passages are combined with the original query to enrich the model’s
prompt. This external information refines the LLMs context, allowing it to generate responses
grounded in authoritative knowledge.

* Generation: The enriched prompt is processed by the LLM, which generates outputs that combine
both its internal training data and the external evidence retrieved.

This process allows RAG to fill the gap between general-purpose LLMs and domain-specific knowledge
requirements, making it particularly suited for high-stakes applications such as law, finance, medicine,
and regulatory compliance (Izacard et al., 2022).
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Figure 2. Process flow of Retrieval-Augmented Generation (RAG). Taken from (GeekforGeeks,2025)

251

How RAG Works

The detailed workflow of RAG (Figure 2.5.1) can be broken down into four main steps:

2.5.2

. Data Preparation and Embedding. An embedding model is used to preprocess, divide into

smaller pieces, and transform external knowledge sources such as legal repositories, technical stan-
dards, or regulatory databases into embeddings. To facilitate effective similarity searches, these
embeddings are kept in a vector database.

Information Retrieval. A query is converted into a vector representation upon submission. To
make sure the model has access to contextually relevant external knowledge, a similarity search
extracts the most pertinent data from the vector database.

. Prompt Augmentation. An enriched prompt is created by combining the original query with

the information that was retrieved. Responses are more accurate and well-founded when prompt
engineering is used to ensure that user intent and supporting data are taken into account.

Knowledge Updating. Regular updates to the external knowledge base, either through scheduled
batch updates or real-time streaming, are necessary to ensure dependability. The RAG system is
guaranteed to reflect the most recent domain knowledge thanks to newly indexed embeddings.

Advantages of RAG

Improved Accuracy: By grounding outputs in authoritative external sources, RAG reduces hallu-
cinations and provides more reliable answers (Mialon et al., 2023).

Access to Latest Information: Unlike static LLMs, RAG incorporates newly updated data, mak-
ing it suitable for dynamic regulatory or technical domains (Lewis et al., 2020).

Domain-Specific Adaptability: Organizations can integrate proprietary datasets, such as compli-
ance manuals or product specifications, to produce highly specialized outputs (Izacard et al., 2022).

Cost Efficiency: Since external data is retrieved dynamically, there is no need to frequently retrain
the underlying model, reducing computational costs.
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Figure 3. Workflow of Retrieval-Augmented Generation (RAG). Taken from (LearnOpenCV.2024)

2.5.3 Limitations and Challenges of RAG

Despite its advantages, RAG introduces several challenges:

* Retrieval Dependence: Performance relies heavily on the quality and completeness of external
data.

* Latency: Real-time retrieval may slow down response generation.
* Error Propagation: Incorrect or irrelevant retrieval can mislead the generation process.

* Pipeline Complexity: Embedding, indexing, and maintaining external datasets require robust in-
frastructure and continuous monitoring.

These limitations highlight that while RAG improves LLM performance, careful system design, main-
tenance, and monitoring are essential for ensuring trustworthy, efficient, and scalable applications in
domains such as regulatory compliance (Mialon et al., 2023).

2.6 Overview of Prompt Engineering

Prompt engineering is the technique of designing input prompts to control and optimize LLM behavior.
Unlike other machine learning models that have to be fine-tuned or retrained,LLM can be optimized for
various tasks simply by changing the input prompts. This makes prompt engineering a highly versatile
and powerful task definition and domain transfer process (Reynolds McDonell,2021).

This approach is quite useful in enabling models to perform remarkably well in zero-shot, few-shot, and
chain-of-thought (CoT) scenarios. Zero-shot prompting expects the model to perform a task without
examples, while few-shot prompting provides the model with some examples to produce responses from.
CoT prompting goes a step further in prompting step-by-step reasoning, which improves the accuracy
and credibility of the model’s output for complex tasks (Wei et al.,2022).
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Figure 4. Visual breakdown of prompt engineering. Taken from (Sahoo, P., 2025).

2.6.1 How Prompt Engineering Works

Prompt engineering influences the behavior of LLMs by conditioning the input in such a way that the
model’s output is controlled. Figure ?? shows the visual breakdown of prompt engineering components
this methods used include:

Instruction Design: Imperative and clear language is used to instruct the model in which task to perform
and to what end, minimizing ambiguity and maximizing alignment with the desired outcome.

Output Format: It is also asked to specify the output format (e.g., request to provide JSON output or
listed formats provided) so that the output is neatly formatted so that it can further be processed, (Prompt
Engineering Guide,2023).

Contextual Priming: Context information regarding the context, i.e., conversation history for the present
conversation or searched documents, is provided so that at least the model gets to know the range and
sensitivities of the task. This may be paired with pre-trained prompt completions for improved task align-
ment, (Liu et al.,2023). Demonstration-Based Prompting: Few-shot learning is utilized by incorporating
a subset of input-output examples into the prompt to direct the model’s responses towards related tasks
(PapersWithCode,2023).

Bias Probing: Changing the phrasing of prompts makes it possible to probe how output varies, and this
can be utilized to check and minimize biases in the responses of the model. Techniques of bias-checking
and fairness management have been comprehensively discussed in prompt engineering guides (Reynolds
McDonell,2021). These techniques draw on the ability of the model to infer intent and context from
natural language and allow for personalized outputs without requiring a modification of the underlying
model parameters.

2.6.2 Types of Prompting

There are various types of prompting for various types of tasks and model performance:

Zero-Shot Prompting: The model in question is presented with an instruction or query but without an
example. It is most applicable to general-purpose work or where the task is easily deduced from the
prompt. Example: "Summarize this text into one sentence" (Sahoo, P., Singh, A. K., Saha, S., Jain, V.,
Mondal, S., & Chadha, A., 2025).

Few-Shot Prompting: Some examples of input and output are given to acquaint the model with the ex-
pected response or pattern form.
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Example: A set of question-answer pairs are given before having the model respond to another question
with an answer.

Chain-of-Thought Prompting: It is prompting the model to provide the intermediate reasoning steps for
the solution. It is of most value in those tasks where there is involved logical deduction or abstract-level
thinking (Wei et al., 2022).

Example: "Let’s solve this step by step..."

These different methods allow the user to customize the model’s interaction and create its ability to solve
difficult or diversified tasks.

2.6.3 Benefits of Prompt Engineering

Prompt engineering is beneficial in many aspects in the application of LLMs:

Task Adaptability: New tasks are resolved by simply modifying the prompt, without the need to retrain
the model (Reynolds McDonell, 2021).

Cost-Effective: The utilization of labeled training data or fine-tuning is avoided, and hence more cost-
effective.

Interpretability: With more intermediate steps in the prompt (e.g., CoT), outputs are more interpretable
and comprehensible (Wei et al., 2022).

Customization: The prompts are susceptible to the particular field or activity for which they are intended
to reply, hence yielding a high level of flexibility.

Transparency: A clearly stated prompt facilitates it to make the model behavior more predictable and
output verification and auditing easier.

2.6.4 Limitations of Prompt Engineering

* Sensitivity to Word Choice — Minor wording variations result in significant output variations.
Prompts are therefore sensitive and difficult to standardize between tasks.

* Non-Reproducibility — Because outputs would be likely to change with exact wording, context
length, or model variant, prompt-based approaches might be difficult to reproduce reliably across
experiments or deployments.

* Bias and Unintended Influence — Prompts may unintentionally propagate existing biases within the
model or introduce new ones, leading to unbalanced or offensive responses.

e Trial-and-Error Dependency — Producing useful prompts is more likely to be based on manual
trial-and-error instead of systematic method, being time-consuming and ad-hoc.

» Limited Control — Good prompts cannot always guarantee consistent outputs because models have
the possibility of hallucinating or deviating from intended commands.

 Scalability Issues — Applied to complex areas (e.g., medical, legal, compliance), fast engineering
may require numerous well-written prompts and hence be cumbersome to handle.

* Length Restrictions of Context — Extremely long prompts may exceed model input limits longer
than expected, reducing efficiency on work requiring a lot of background information.
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2.6.5 Role in Language Model Performance

Prompt engineering is a critical activity to optimize the performance of LLMs through:

Providing accurate instructions that cause the response of the model to match the specific requirements
of the user.

Enabling logical deduction and step-by-step detailed responses, specifically with the help of CoT prompt-
ing (Wei et al.,2022) .

Enabling domain adaptation without training.

Enhancing the output interpretability and fairness through enabling model bias exploration,Prompt Engi-
neering (Guide,2023).

By writing prompts well, the user can make the most of the model for a wide range of tasks, with relevant
and correct results.

2.7 Google Cloud Platform

GCP is Google’s cloud platform comprising infrastructure as a service (IaaS), platform as a service
(PaaS), and serverless computing services. GCP provides applications with the ability to be hosted on
various domains like enterprise IT operations, machine learning, and data analytics that are secure, high
performing, and scalable (Google Cloud,2023). The most notable of the GCP services include Compute
Engine for machine provisioning as virtual machines, Cloud Storage for data and object storage, Big-
Query for serverless data warehousing and analytics, and Vertex Al for training and serving machine
learning models. GCP offers Cloud Functions for event computing management on top of it, and Cloud
Run and App Engine for web and container execution management. The platform is highly renowned
for its extremely intimate relations with AI/ML services, emerging networking platforms, and enterprise
security capabilities such as identity and access management IAM, VPC service controls, and end-to-end
encryption (Sato et al., 2021). In this project, GCP has played the back-end cloud infrastructure role of
hosting big language models and vector databases like FAISS on Google Kubernetes Engine, horizon-
tal scaling of API serving on Cloud Run, secure transport through IAM and VPC configurations, and
automating retrain model pipeline with Vertex Al and Cloud Functions-like platforms. These managed
services reduce the cost of infrastructure drastically without compromising on compliance policies and
scalability that Al-powered advisory systems require.

2.8 About Chemity AB

Chemity AB is a Swedish consulting firm that excels in product compliance and delivers a comprehen-
sive digital platform that aids businesses in managing the complex system of EU regulatory compliance.
Chemity serves businesses with its combined experience exceeding 60 years in helping comply with
directives such as REACH, RoHS, and CE marking.

The company’s platform automatically identifies applicable legal requirements, captures end-to-end prod-
uct information for the supply chain, and provides real-time evaluation of compliance status. It also fa-
cilitates communication with authorities and suppliers, streamlines reporting, and provides stakeholders
with real-time visibility.

In addition to its main services, Chemity has also been developing a new product called Sustainity in a
bid to help companies meet the EU’s Carbon Border Adjustment Mechanism (CBAM). Sustainity will
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give companies the power to automate reporting climate footprint and resource efficiency information,
particularly in complex supply chains. The product is expected to be ready for use in the first quarter of
2025.

Chemity AB played an important role by providing industry knowledge and helping test the Al-based
compliance advisor in real-world situations.

3 Related work

The recent advancements of artificial intelligence and, more importantly, the discovery of LLMs have
transformed the role of systems in searching, abstracting, and applying knowledge in a very broad spec-
trum of decision-making application scenarios. LLMs, including GPT-4, Claude, and Mistral, have
shown to have potential application in legal research, education, product compliance, and information
services, owing to their ability to generate coherent contextual text and abstract complex textual content.
(Spatharioti et al., 2023) Contrasted LLM-based search systems and traditional keyword search systems
in decision support through an experiment. As subjects were required to carry out product comparisons
and investigations under experimental conditions, the users of the LLM tool were more satisfied and
quicker than traditional keyword search users. Authors nonetheless documented that users also overly
relied on erroneous information supplied by LLMs in other environments.

To solve this, the paper proposed a confidence-based highlighting mechanism that notified people more
about uncertain output without compromising task quality, and this asserted that transparency when con-
veying uncertainty is important to usability and important to trust as well.(Caramancion, 2024) expanded
on this paper by taking into account user preference in 20 online situations where 100 users compared
LLMs with the traditional search engines. The results were task-dependent mixed preferences with overall
bias towards LL.Ms for more interactive or sophisticated questions. The study pointed out the possibility
of integrating the two technologies into hybrid systems that could be capable of offering both interactive
ease of use and high accuracy. Crucially, it legitimized further research in cognitive behavior and trust
establishment in Al-based systems.

In education, (Gan et al., 2023) presented an extensive overview of the application of LLMs specifically,
education LLMs (EduLLMs) for teaching, personalized learning, and computer-based tutoring scenarios.
Their article discussed the potential of the models to elevate instruction support and auto-evaluation to a
new level and their resolution of inherent challenges of ethics, social justice, and cultural viability. The
authors urged even more systematic research studies to make LLMs’ place in advancing inclusive, lifelong
learning to the next level. Employment of LLMs in ed-tech was also highlighted in (Madhav et al., 2024),
where they designed LangChain, LLM, and Streamlit-based web apps for generating question sets from
PDFs. Their web software utilized natural language processing for extracting conceptual content and
auto-generating suitable testing material. In a similar vein, (Gonsalves and Deshmukh, 2023)developed
an Al-powered learning chatbot using the Rasa framework that was capable of responding to questions
from students, parents, and faculty members by extracting information from institutional PDFs and web
pages. These programs demonstrated the potential for using Al to enable easier, more intuitive user
interaction and offer document-level assistance in real time.

Technically, the success of those applications of LLM relies quite a bit on effective data ingestion and
semantic retrieval. It is tools like LlamaParse that take poorly readable legal or academic PDFs and
convert them into neat, machine-readable text. That neat, machine-readable text is then converted into
embeddings by Sentence-BERT or all-mpnet-base-v2 models that encode semantic meaning of text rather
than keyword overlap. Those embeddings are also indexed and saved in vector databases such as FAISS
that support fast similarity search over user queries. In further pursuit of factuality and reliability of LLM
output, retrieval augmented generation (RAG) models have taken center stage. (Lewis et al., 2020 )laid
the groundwork for this study by blending document retrieval and natural language generation to allow
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models to draw upon external evidence to respond to multi-step questions. Architecture is optimally
suited for controlled and legal settings where output needs to be accurate, timely, and traceable.

Though all these technologies are advancing at an extremely rapid rate, their adoption in legal and com-
pliance processes is only in its very nascent stage. Legal NLP research by (Ariai and Demartini, 2024)
posits the requirement for domain specific data and flags a red light for sole reliance on general pur-
pose measures of evaluation like BLEU and ROUGE, which do not have a bias towards predicting legal
correctness. At the same time, (Magesh et al., 2024) and (Maleki et al., 2024) have lamented the hal-
lucination phenomenon,when LLMs generate convincing yet factually incorrect sentences and called for
increased auditing and expert oversight, particularly in high-stakes applications such as legal or policy
analysis.

Together, these results highlight the potential and current limitations of LLM systems. Across education,
compliance, and search in general, the combination of state-of-the-art parsing, semantic vector search, and
RAG-based generation offer new promise for the development of intelligent, robust, and user-centered
Al systems. With interpretability issues, legal accuracy, and unwarranted trust, however, these results
indicate the need for systems developed with a focus on correctness, explainability, and human-in-the-
loop validation.

3.1 Summary and Synthesis

This research demonstrates that the integration of LLMs and RAG can be a successful method to auto-
mate EU regulatory document compliance analysis. While previous research has shown the potential of
increased user satisfaction and decision-making in various fields based on the use of LLMs, (Spatharioti
et al., 2023) ; (Caramancion, 2024) ; (Gan et al., 2023) This work addresses important gaps, firstly, the
unavailability of real-world or domain-specific knowledge to static LLMs, and secondly, the limitations
of traditional keyword-based legal search systems.

Different from previous works, which tend to try out LLMs or retrieval models individually, the current
contribution joins them as part of a hybrid pipeline blending vector-based semantic search (through FAISS
and HuggingFace embeddings) and LLMs specially fine-tuned for understanding legal texts. The system
also sees tests within practical use in being used while deployed together with Chemity AB, based on
actual regulatory text as well as product descriptions.

One of the important contributions of this research is the comparison between the LLMs-RAG system and
traditional site search mechanisms in user preference creation, response quality, and compliance accuracy.
Empirical evidence has proven that the Al-based system has dramatically reduced legal extraction errors
and efficient than human processes. The results vindicate the potential for hybrid Al systems for high-
risk situations such as EU product compliance, where timing, accuracy, and traceability are paramount.
With the inclusion of structured metadata extraction, real-time vector search capability, and multi-layered
deployment of LLM , this research contributes to the knowledge base a scalable and modular architecture
for compliance automation. It opens the door to future research in multilingual regulation processing,
jurisdiction-agnostic learning, and Al-augmented decision system explainability.

4 Method and Implementation

4.1 Research Method

This research applies the Design Science Research Methodology (DSRM) as its guiding framework.
DSRM is well suited for projects in applied artificial intelligence and software engineering where the aim
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is to create, refine, and assess practical solutions to real-world challenges. As outlined by (Peffers et al.
2007), the DSRM process comprises five core activities:

* Problem Identification and Motivation
* Definition of Objectives

* Design and Development

* Demonstration

¢ Evaluation

The artifact in this study is an Al-driven compliance advisory tool that assesses product descriptions
against applicable EU regulations, offers detailed justifications, and produces formal compliance reports.
The work proceeded in two iterative phases, with each phase incorporating lessons learned and refine-
ments from the preceding stage. Figure 5 presents the DSRM-based process followed in this research.

Phase One — Prototype Development and Initial Testing

* Problem Explication: The initial problem was identified through analysis of existing compliance-
checking workflows and consultations with a subject-matter expert at Chemity AB. Manual EU reg-
ulation checks were slow, error-prone, and dependent on individual expertise, creating operational
bottlenecks. This confirmed the need for an Al-assisted compliance tool capable of automated
regulation retrieval and evidence-based justifications.

* Requirements Definition: From these findings, the primary requirements for Phase One were:

Accept manual input of product descriptions (text or PDF).
Compare products against a user-supplied set of regulations.
Retrieve and present relevant regulatory excerpts.

Provide readable Al-generated compliance justifications.

A e

Output results as a simple PDF report.

* Design and Development: A proof-of-concept was developed using Streamlit for the interface,
with an early Al compliance engine built on a local LLM (Ollama) and HuggingFace fallback.
FAISS served as the vector database for regulation search, while LlamaParse handled basic PDF
parsing. The architecture was monolithic with minimal modular separation and limited error han-
dling.

* Demonstration: The prototype was deployed locally and demonstrated to a small group of target
users. They could input product details, trigger compliance checks, view Al-generated justifica-
tions, and export basic PDF reports.

» Evaluation: Feedback confirmed the system’s feasibility but highlighted major limitations: lack
of automation, minimal error recovery, difficulty maintaining the regulation database, and limited
scalability. These insights directly informed the objectives for Phase Two.

Phase Two — Enhanced Modular System

* Problem Explication: Phase One’s monolithic architecture, manual document management, and
minimal automation made the system fragile and difficult to maintain. The aim of Phase Two was
to address these weaknesses by re-engineering the system into a modular, automated, and more
reliable platform capable of supporting production-scale compliance checks.
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Figure 5. Research Method.

* Requirements Definition: The goals for Phase Two included:

1. Implement a modular architecture separating initialization, parsing, compliance analysis, and
reporting.
Automate regulation acquisition from official sources with retry logic and integrity checks.
Enhance document parsing with LlamaParse (chunking + retries + vector index validation).
Enforce strict metadata extraction using a validated JSON schema and cleaning routines.

Add bias scoring for Al-generated compliance interpretations.

AN

Upgrade PDF reporting, multi-section structure, and export options.
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7. Provide administrative tools for regulation status tracking, index resets, and validated addi-
tions.

* Design and Development: The backend was restructured into independent, maintainable modules.
Regulation retrieval became fully automated with verification mechanisms. LlamaParse parsing
was upgraded to handle large documents reliably, while metadata extraction now adhered to strict
schemas. Bias detection was integrated via Teacher API scoring. The reporting engine produced
structured, PDF outputs. Administrative dashboards allowed direct monitoring and control of the
regulation database.

* Demonstration: The upgraded system was deployed in a controlled environment and demonstrated
to a larger stakeholder group. The showcase emphasized automated regulation updates, improved
parsing accuracy, structured multi-section reports, and accessible administrative features.

» Evaluation: User feedback reported significant gains in automation, reliability, and usability. The
modular design improved maintainability, while bias scoring enhanced transparency. Logging,
retries, and atomic operations increased robustness. Minor suggestions for interface refinement
and further integration were noted for future phases.

4.2 Overveiw of Data

The data preparation phase was designed to collect, process, and store regulatory text data for use in the
compliance analysis pipeline. This phase handled both data acquisition and pre-processing, ensuring that
all EU regulatory documents were in a machine-readable and searchable format suitable for downstream
embedding and retrieval.

4.2.1 Data Source and Acquisition

The dataset comprised 11 EU Regulations and Directives, each relevant to product compliance. The
official PDF versions of these documents were retrieved from EUR-Lex, the official access point to EU
law. Each regulation was saved locally as a PDF file named after its regulation/directive title for easy
identification.

The regulations used in this project are listed in Table 1

Each regulation is identified by:

e CELEX Number — A unique identifier for EU legal acts, used for precise referencing in legal and
technical contexts.

* Official Short Reference — A standard abbreviated citation (e.g., 2006/42/EC). In this implemen-
tation, CELEX numbers were tracked, but Official Short References were not stored in a separate
file.

4.2.2 File Storage Structure

The data storage follows a straightforward, regulation-centric organization designed to facilitate efficient
indexing and retrieval. Each EU regulation document is saved directly as a PDF file within a dedicated
data directory. The file naming convention uses the official regulation names exactly as they appear, ensur-
ing clear readability and easy identification. For example, the directory contains files such as Machinery
Directive.pdf, Noise Directive.pdf, and REACH Regulation.pdf, among others.
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Table 1

20

Summary of 11 EU Regulations / Directives Relevant to Product Compliance

No. | Regulation / Directive | CELEX No. Official Summary Purpose
Name Short Refer-
ence

1 Machinery Directive 32006L.0042 2006/42/EC Establishes essential health and safety re-
quirements for machinery before being
placed on the EU market.

2 Noise Directive 32000L0014 2000/14/EC Sets limits on permissible noise emissions
from outdoor equipment to protect the en-
vironment and human health.

3 Toy Safety Directive 32009L0048 2009/48/EC Specifies safety criteria to ensure toys do
not present health or safety hazards to chil-
dren.

4 Medical Device Regulation | 32017R0745 2017/745 Lays down requirements for the safety,

(MDR) quality, and performance of medical de-
vices in the EU.

5 Radio Equipment Directive | 32014L0053 2014/53/EU Ensures radio equipment meets safety,

(RED) electromagnetic compatibility, and effi-
cient use of the radio spectrum.

6 RoHS Directive 32011L0065 2011/65/EU Restricts the use of certain hazardous sub-
stances in electrical and electronic equip-
ment.

7 In Vitro Diagnostic Medical | 32017R0746 | 2017/746 Sets safety and performance requirements

Devices Regulation (IVDR) for in vitro diagnostic medical devices.
8 Electromagnetic Compati- | 32014L0030 2014/30/EU Ensures electrical/electronic equipment
bility (EMC) Directive does not generate excessive electromag-
netic interference.

9 Low Voltage Directive | 32014L0035 2014/35/EU Specifies safety requirements for electrical

(LVD) equipment operating within certain voltage
limits.

10 | REACH Regulation 32006R 1907 1907/2006 Addresses the registration, evaluation, au-
thorization, and restriction of chemicals in
the EU.

11 | Regulation (EU) 2023/1542 | 32023R1542 2023/1542 Establishes sustainability, safety, and la-

(Batteries) beling requirements for batteries and waste
batteries.

This approach avoids the need for maintaining an additional metadata JSON file. Instead, all relevant
metadata, including the CELEX number, official short reference, and regulation summary, is incorporated
dynamically within the data processing pipeline during document parsing and indexing. By embedding
metadata programmatically, the system maintains traceability and consistency without relying on external
metadata files.

4.2.3

Preprocessing Pipeline

The preprocessing pipeline Figure 6 transforms raw regulatory PDF documents into a structured, search-
able vector database optimized for Al-driven compliance analysis. Initially, the system downloads the
official EU regulation PDFs, verifying that each file is a valid PDF through content type checks to ensure
data integrity.




AI-BASED COMPLIANCE ADVISOR SYSTEM 21

Document Parsing: Each PDF is then parsed using a robust document parsing library (LlamaParse),
which extracts textual content while preserving document structure and semantics. The extracted text is
wrapped into LangChain Document objects, each carrying metadata such as the source filename and a
timestamp, ensuring traceability throughout the processing.

Chunking Strategy: To enable efficient semantic search, documents are then split into smaller, over-
lapping text chunks using a RecursiveCharacterTextSplitter. This chunking method balances contextual
completeness and vector embedding efficiency by controlling chunk size and overlap, thereby preserving
relevant contextual information across chunk boundaries.

Vectorization: For vectorization, the system leverages OpenAl’s text-embedding-ada-002 model via the
OpenAlEmbeddings interface, converting each text chunk into dense vector representations suitable for
similarity search.

Vector Store Construction: Embeddings are indexed into a FAISS vector store, enabling fast approx-
imate nearest neighbor (ANN) search. The FAISS index is saved locally, allowing quick reloads and
incremental updates.

Document Collection
(EU Regulation PDFs)

h 4

_ _ Text Chunking Embedding
Pa’?l'_';'“ - fj‘“a':]“"“ » (Recursive Character —»  Generation
ama Farse. Splitter) {OpenAl Embeddings)

h

Vector Storage
(FAISS Index)

Figure 6. Preprocessing Pipeline Workflow.

The pipeline incorporates fault tolerance with retry mechanisms for downloading and parsing stages,
ensuring robustness against transient failures. Additionally, no external metadata files are required as
regulation identifiers and references are programmatically associated during indexing, simplifying data
management and improving consistency.

4.3 Compliance Advisor System Overview

With the regulation corpus fully prepared, the next step was to build the Al-based compliance advi-
sor system that interprets product descriptions and produces structured compliance analyses, along with
downloadable reports. Figure 7 shows the schematic illustration of the Compliance Advisor System. The
system went through multiple iterations during development, particularly in the areas of prompt engi-
neering, retrieval strategies, and deployment architecture. In the initial phase, open-source LLMs running
locally, specifically Mistral, were tested via the Ollama platform, along with auxiliary models for PDF
parsing and embedding generation. This provided valuable insight into the capabilities and limitations of
small-scale models for compliance reasoning tasks.

Based on the challenges encountered, including inconsistent JSON formatting, hallucinated fields, and
incomplete applicability justifications, the implementation was transitioned to a managed API-based ap-
proach using OpenAl’s GPT-4 Turbo. This offered stronger instruction following behavior, higher re-
trieval precision through improved embeddings, and more consistent adherence to output schemas.
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This section describes the evolution of the compliance advisor system, including the rationale for moving
to GPT-4 Turbo, and details the final approach to prompt engineering, regulation retrieval, and structured
output generation. The deployment of the system as an interactive Streamlit application is also discussed.
Throughout the development, design decisions were consistently guided by the objective of maximizing
accuracy, explainability, and reliability in mapping products to applicable EU regulations.

User Input —P{ Docurrlent H Vector Store
Parsing

L ‘ Retriever H LLM }—P Report

Figure 7. Schematic illustration of the Compliance Advisor System.

The initial approach for building the compliance advisor system involved utilizing open-source LLMs that
could run locally, avoiding dependence on cloud APIs. The motivation for this direction was twofold:
to maintain data privacy by keeping product descriptions and regulations on-premises, and to evaluate
whether smaller-scale models could reliably perform compliance reasoning tasks without incurring high
API costs. Two representative models were selected for experimentation. The first was Mistral, ac-
cessed via the Ollama platform, which allowed efficient local inference on commodity hardware. Mistral
was chosen for its strong performance on general reasoning tasks relative to other lightweight models.
As a backup, Google’s Flan-T5 Large, made available through HuggingFaceHub, was also tested to
provide continuity in cases where Mistral produced incomplete or incoherent outputs. To support the
reasoning layer, a retrieval pipeline was established. Embeddings were generated using the sentence-
transformers/all-mpnet-base-v2 model from Hugging Face, chosen for its balance between semantic ac-
curacy and computational efficiency in similarity search tasks. Regulatory documents, originally avail-
able in PDF format, were processed through LlamaParse, which transformed them into clean, structured
text. This preprocessing step was critical: traditional PDF to text methods often introduced errors such as
duplicated lines, broken formatting, or missing references, all of which degraded retrieval quality. By con-
trast, LlamaParse preserved document hierarchy (sections, numbering, and headings), ensuring that the
downstream retrieval step operated on consistent and reliable data. The processed text was then indexed
using FAISS, an open source vector database optimized for efficient similarity search across segmented
regulation chunks. To integrate these components into a cohesive workflow, the LangChain community
modules were used. LangChain handled the orchestration of parsing, embedding generation, retrieval,
and prompting, effectively forming the backbone of the prototype pipeline.

Prompting strategies were tested across two main families. The first targeted metadata extraction, where
concise instructions were provided to enforce structured JSON outputs containing specific fields such
as product_type, materials, power_source, and others. The initial version of this metadata extraction
is illustrated in Figure 8, which demonstrates how a free-form product description is converted into a
structured JSON object. The second set of prompts was designed for compliance analysis, combining
retrieved regulation snippets with explicit instructions to produce three structured sections: (/) mandatory
requirements, (2) recommended actions, and (3) a risk assessment. A representative compliance analysis
template is presented in Figure 9

During these experiments, several challenges were encountered:

* Hallucination The local models frequently hallucinated, inventing extra JSON fields or misaligned
outputs that were not part of the expected schema. For example, instead of returning only the
requested fields (product_type, materials, power_source, etc.), the model might add unrelated at-
tributes.
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Extract structured metadata from the following product description. Return ONLY
valid JSON with the keys: ["product_type", "materials”, "power_source”,

"dimensions”, "target_users", "potential_hazards", "compliance_standards"].

Product description: "{user_input}"

Figure 8. Initial Metadata Extraction Prompt (JSON output)

You are a compliance advisor. Based on the retrieved regulation snippets below,

analyze the product and return three sections:
1. Mandatory requirements
2. Recommended actions

3. Risk assessment

Retrieved context: {context}

Product description: {user_input}

Figure 9. Initial Compliance Analysis Prompt (retrieval-augmented)

* Fragile Output Formatting: Instead of returning clean JSON, the models sometimes produced text
mixed with explanations.
Example: Here is the extracted metadata:

"product_type": "toy", "materials": "wood", "power_source": "none" Because of the extra sen-
tence before the JSON, the output could not be parsed automatically.

* Knowledge Gaps: Local models lacked domain expertise in regulations such as the Medical Device
Regulation (MDR) and Radio Equipment Directive (RED).
Example: When asked about MDR compliance for a pacemaker, the model responded with vague
text like:
“The device should follow safety standards and be tested for risks.” without citing specific MDR
requirements, making the answer incomplete.

 Input Noise Sensitivity: Extracted PDF text often contained formatting issues (e.g., broken charac-
ters, line breaks). The models amplified these errors instead of ignoring them.

From these experiments, it became clear that using only local models would need a lot of careful prompt
tweaking and possibly extra training to be reliable enough for real use. Creating the extra training data
needed was not practical for this project. Still, the experiments were very useful because they showed
what was really important: the model needs to produce clean, structured output, understand specialized
regulations correctly, and handle messy real-world data. Based on this, we decided to use a more powerful
API-based model for the final system.

4.3.1 Migration to API-Based LLMs

To overcome the limitations of local models, the system was transitioned to a managed LLM stack us-
ing GPT-4 Turbo (via langchain_openai.ChatOpenAl) for generation and text-embedding-3-large (via
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langchain_openai.OpenAlEmbeddings) for embeddings. This shift was motivated by the need to re-
duce hallucinations, improve JSON correctness, and strengthen retrieval precision. The managed API
setup also introduced improvements in observability and reliability, including centralized logging, retries
through Tenacity, version checks, and stricter error handling.

The transition brought several benefits. First, the system achieved better adherence to output formats,
producing high-fidelity JSON metadata and concise rationales for compliance decisions. Second, re-
trieval quality improved significantly; stronger embeddings enhanced FAISS nearest-neighbor search and
reduced off-topic citations. Third, the developer experience improved due to faster iteration, better token
control, and access to larger context windows, enabling more complex compliance queries to be handled
effectively.

Finally, the managed stack also strengthened security and compliance practices. API keys were injected
through environment variables, and only non-sensitive product descriptions were sent to the model. Regu-
lation documents remained securely stored in the local FAISS database, with only short retrieved snippets
shared with the API. This ensured that sensitive regulatory content was kept under local control while still
benefiting from the reasoning capabilities of state-of-the-art LLMs.

4.3.2 Streamlit-Based Interface

The system’s user interaction layer was implemented as a Streamlit-based web interface, designed to
make compliance analysis intuitive and transparent. Users can provide product information through mul-
tiple input modes, including a product name, category selection, free-text description, and optional PDF
upload. Once a query is submitted, the system follows a structured pipeline: PDFs are parsed via Llama-
Parse and displayed as text previews, metadata is extracted and structured into JSON, and compliance
checks are executed on a per-regulation basis. Each regulation is classified with a YES/NO applicability
label, supported by justifications and evidence retrieved from FAISS. The results are then consolidated
into a downloadable PDF report containing mandatory requirements, recommended actions, and risk as-
sessments. To improve transparency, justifications and evidence are displayed through expandable com-
ponents, while resilience is achieved through user-friendly error handling, progress indicators, and status
widgets. A sample screenshot of the Streamlit compliance advisor interface is shown in Figure 10

4.3.3 Retrieval Layer and Regulation Management

The retrieval layer is responsible for providing accurate and efficient access to regulatory knowledge
by retrieving complete and contextually relevant regulatory clauses. Its primary goal is to ensure that
compliance assessments are grounded in authoritative legal sources, while maintaining scalability for
large document collections.

I. Document Ingestion and Parsing

The regulatory corpus, consisting primarily of EU directives and regulations, is maintained un-
der a managed directory structure (./regulations). The system supports both batch uploads (for
large-scale ingestion of new regulations) and incremental updates (for continuous integration as
documents are revised or expanded). Each uploaded regulation in PDF format is parsed using
LlamaParse, which converts the content into high-fidelity Markdown. Structural elements such as
section headings, numbered lists, and tables are preserved to maintain alignment with the origi-
nal legal text. This preservation is crucial for downstream traceability and accurate referencing of
compliance requirements.

II. Text Segmentation
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C () hitps://compliance-service-894166616067.us-central1.run.app

Product Compliance Analysis

@ Compliance Advisor

For Chemity AB
Jénképing, Sweden

v [ Agent ready!

Powered by OpenAl Loading regulations...

Initializing Al models...

pdated: 2025-05-08 13:25 = Compliance Check i Regulation Management

Product Compliance Assessment
Product Name* Product Category

Electronics

Detailed Product Description®

Figure 10. Compliance Advisor Interface.

The parsed text is segmented into overlapping chunks using the RecursiveCharacterTextSplitter.
Each chunk is limited to 1,000 tokens with a 200-token overlap, ensuring semantic continuity across
adjacent segments. The overlapping design reduces the likelihood of boundary-related information
loss and improves retrieval accuracy during nearest-neighbor search.

III. Embedding and Indexing

Chunks are embedded using OpenATI’s text-embedding-3-large model, which provides high-dimensional
semantic representations suitable for legal text. The resulting embeddings are stored and indexed
in FAISS.

* Incremental indexing allows new regulations to be added without requiring a full rebuild of
the index.

* Full resets are supported in cases of schema upgrades or embedding model changes.

* The FAISS index is optimized for high-dimensional nearest-neighbor search, ensuring both
scalability and efficiency.

IV. Query Execution

During compliance assessment, user queries and product metadata are transformed into embed-
dings and passed through the FAISS index. A top-k retrieval strategy is employed, returning only
the most semantically relevant paragraphs. These retrieved passages are then injected into the gen-
eration pipeline as contextual evidence.This design provides three key benefits:

* Grounding — model outputs remain anchored to authoritative regulatory clauses.

* Traceability — retrieved text is explicitly referenced, ensuring transparency of compliance
decisions.

» Explainability — justifications generated by the LLM can be cross-validated against the re-
trieved evidence.
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Example — Query Execution Suppose a user submits the following product description:
“A wireless Bluetooth headset with rechargeable lithium-ion battery and built-in microphone.”

The retrieval and compliance pipeline proceeds as follows:

1. Metadata Extraction: The system identifies product type (headset), material (plastic, electronic
components), and power source (1ithium-ion battery).

2. Embedding: The query is converted into an embedding vector using text-embedding-3-large.

3. Retrieval: The FAISS index retrieves relevant clauses from regulatory documents, for example:

* From Radio Equipment Directive (RED): “Radio equipment shall be constructed so as to
ensure the protection of health and safety of the user and any other person...”

* From Battery Directive: “Portable batteries containing lithium must be marked with the
crossed-out wheeled bin symbol...”

4. LLM Processing: These retrieved snippets are injected into the prompt for compliance analysis.

5. Output: The system classifies RED and the Battery Directive as “Applicable: YES”, supported
by justifications citing the retrieved evidence as shown in Figure 11.

C O hitps//compliance-service-894166616067.us-centrall run.app Vs .\Cm—p PE - O
Radio Equipment Directive - 3 Not Applicable v

@ Compliance Advisor

RoHS Directive - [ Applicable -~
For Chemity AB Wi

Jonképing, Sweden Justification: YES

Powered by OpenAl
Justification: The RoHS Directive, which stands for Restriction of Hazardous Substances, applies to electrical

and electronic equipment designed for use with a voltage rating not exceeding 1000 volts for alternating
current and 1500 volts for direct current. The described product, a 2024 Newest HP 14" Laptop, falls under the
category of electrical and electronic equipment, as it is a consumer electronic device designed for computing
purposes.

The RoHS Directive aims to limit the use of specific hazardous substances in electrical and electronic
equipment, including lead, mercury, cadmium, hexavalent chromium, polybrominated biphenyls (PBB), and
polybrominated diphenyl ethers (PBDE). Given that laptops and their components (such as processors,
graphics cards, memory, and batteries) are known to potentially contain these substances, the directive

applies to ensure that any presence of these materials complies with the established thresholds.

Additionally, considering the product's target market, which includes the general consumer market within the
European Union where the RoHS Directive is enforced, compliance is necessary to legally sell the product in
these regions. The directive's application ensures that electronic products entering the market minimize

environmental impact and health risks associated with hazardous substances.

Figure 11. Justification of regulation

This example illustrates how retrieval ensures that compliance assessments are grounded in specific
clauses of EU regulations, thereby improving explainability and reliability.

4.3.4 Prompt Engineering and Output Contracts

Prompt engineering governs the interaction between user inputs, retrieved evidence, and the large lan-
guage model (LLM). To ensure consistency and reliability, the system enforces explicit output contracts
specifying the format and structure of all model generations. For metadata extraction, the LLM is re-
quired to produce strictly structured JSON adhering to a predefined schema. The contract mandates the
use of specific keys, arrays for multi-valued fields, and null for unknown values, while prohibiting addi-
tional free-form text. This ensures that outputs are uniform and machine-readable, which is critical for
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downstream processing. To improve resilience, the system includes automatic retries that correct com-
mon parsing issues such as missing brackets, trailing commas, or extra text. An example of the JSON
metadata schema is shown in Figure 12, which illustrates the structure of a product record including fields
like product_name, product_type, materials, power_source, connectivity, and intended_use.

{
"product name”: "Wireless Bluetooth Headset”,
"product_type”: "Audio Device"”,
"materials”: ["Plastic”, "Lithium-ion Battery"],
"power_source”: "Rechargeable Battery”,
"connectivity™: ["Bluetooth 5.0"],
"intended use™: "Consumer Electronics”

¥

Figure 12. Metadata Schema.

For compliance applicability analysis, the LLM returns a binary decision (YES/NO) for each regulation
along with a concise justification. Supporting evidence retrieved from FAISS is appended to ensure trans-
parency and traceability. Figure 13 shows an example output, highlighting how a product with wireless
capabilities is correctly identified under the RED directive. Summarization prompts then consolidate
compliance results into structured sections. This structured approach allows reports to be concise while
retaining key regulatory information. The system incorporates an optional evaluation pipeline to improve
output quality. Justifications are scored by a stronger model or heuristic evaluator when available, oth-
erwise, a neutral scoring default is applied. This layered design maximizes accuracy, explainability, and
reliability across all compliance tasks.

4.3.5 Result Post-Processing and Report Generation

After LLM generation, post-processing modules format rationales, truncate overly long evidence pas-
sages, and sanitize responses for safe rendering in Streamlit. Fail-closed behavior ensures that parsing
failures result in default placeholders rather than malformed outputs.

Compliance results are presented interactively in the Streamlit interface, where users can review ap-
plicability decisions, rationales, retrieved evidence, and recommended actions. Figure 14 illustrates an
example compliance result displayed within the system interface, showing how regulatory obligations
and justifications are communicated to the end-user. Reports are generated using the FPDF library, cho-
sen for its lightweight, easy-to-use API that enables fast, dependency-free PDF document creation in
Python (Glukhov2025). These reports are saved in the ./reports/ directory following the naming con-
vention ProductName_YYYYMMDD.pdf, ensuring consistency and traceability. Figure 15 presents an
example compliance report for an earphone generated by the system, saved as Earphone_20250505.pdf.
This report confirms that the earphone complies with all relevant EU health and safety regulations and
outlines recommended actions to ensure ongoing compliance.

4.3.6 Reliability, Logging, and Error Handling

The system incorporates multiple resilience mechanisms to improve robustness during production use.
All parsing and download operations are wrapped in Tenacity retries to mitigate transient failures. Atomic
writes are employed for report generation to prevent corruption from partial saves, as illustrated in Fig-
ure 16
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Extracted Product Metadata

“{
"product_type" : "laptop"

materials" : [

0 : "plastic"
1: "metal"
2 ¢ "lithium-ion"
]
¥ "target_users" : [
@ : "students"
1 : "professionals"

2 + "streamers"

]

v on

safety_risks" : [

@ : "lithium-ion battery hazards"

Figure 13. Metadata Extraction.
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Figure 14. Compliance Result
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Compliance Report for EARPHONE

1. Mandatory Requirements

- The earphone must comply with the essential health and safety requirements set out in Annex |
of the regulation.

- If the earphone iz refemred to in Annex IV, it must be manufactured in accordance with the
harmonised standards referred to in Article 7{2). These standards should cover all relevant essential
health and safety requirements.

- The manufacturer or its authorized representative shall apply one of the procedures ouflined in
Article 12 for ensuring that the earphone satisfies the essential health and safety requirements.

- If the A-weighted emission sound pressure level at workstations where the earphone is used
exceeds 70 dB(A), the manufacturer must provide information on airbome noise emissions as

specified in Article 12{9){u).

2. Recommended Actions
- The manufacturer or its authorized representative should ensure they have access to the
necessary means of ensuring that the earphone complies with the essential health and safety
requirements, even if it is not explicitly stated in the regulation.

- The manufacturer should publish the references of any harmmonised standards related to the
earphone in the Official Joumnal of the European Union.

- Member States should take the appropriate measures to ensure that the bodies they have
appointed to cammy out the assessment of conformity for placing on the market are notified to the

Commission and cther Member States.

Figure 15. Al-generated compliance report for Earphone

Version checks of dependencies and models are logged at startup to ensure reproducibility. Structured
logs capture ingestion statistics, retrieval counts, and per-regulation applicability outcomes, as illustrated
in Figure 16. These logs serve both for debugging and for performance evaluation across queries.

4.3.7 Deployment Architecture

The compliance advisor system is deployed in a containerized environment to ensure portability, scala-
bility, and reproducibility. The base container uses Python 3.10-slim, providing a lightweight yet fully
compatible runtime for all required dependencies. The user interface is served via Streamlit on port 8080,
enabling interactive queries and real-time visualization of compliance results. Configuration is managed
entirely through environment variables, including OPENAI_API_KEY, LLAMACLOUD_API_KEY, and
optional evaluator keys for quality scoring, which allows easy adjustment of runtime parameters without
modifying the codebase.
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retry(stop=stop after attempt(3), wait=wait exponential(multiplier=1, min=2, max=18))
def download regulation pdf(url: str, save path: str) -> bool:
response = requests.get(url, timeout=3¢)
response.raise_for_status()

temp_path = f"{save_path}.tmp”

with open(temp_path, "wb") as f:
f.write(response.content)

os.replace(temp_path, save_path)

logger.info(f"Downloaded and saved {save_path}")

return True

def _check versions():
import pydantic, langchain core, faiss
versions = {
"pydantic": pydantic._ version_,
"langchain_core™: langchain_core. version_,
"faiss": falss._ wversion__
}

logger.info(f"Library versions: {versions}")

logger.info(f"Processed regulation: Machinery Directive, status: Success™)

Figure 16. Code Snippet for Retries, Atomic Writes, and Structured Logging

The deployment target is Google Cloud Platform (GCP). Depending on operational requirements, the
system can be deployed either via Cloud Run, which provides serverless scaling for variable workloads,
or Compute Engine, which supports persistent and high-availability workloads. Cloud Run automatically
scales instances based on incoming traffic, making it suitable for applications with fluctuating query loads.
Compute Engine, on the other hand, allows for long-running processes, making it suitable for heavy batch
processing or continuous evaluation tasks.

Data and requests flow through a layered architecture: the client interacts with the Streamlit UI, which
communicates with the retrieval layer to fetch relevant schema and domain-specific information. The
retrieved context is passed to the LLM, which generates compliance outputs in structured JSON format.
Post-processing modules then format, validate, and consolidate results into PDF reports using the FPDF
library. Structured logs capture operational metrics, error counts, and model versions to support debug-
ging, reproducibility, and performance monitoring.
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5 Evaluation and Results

This chapter presents the performance assessment of the proposed Al-based EU product compliance
checking system against traditional (manual) compliance methods. The assessment is carried out on 21
EU product documents of varying product categories and EU regulations, testing accuracy, efficiency,
and robustness in real-world compliance scenarios. The study is set up to answer the research questions
(RQ1-RQ3) with an open, reproducible process.

5.1 Evaluation Framework and Dataset

The evaluation dataset consisted of 21 real product descriptions, selected to represent a wide range of
industries, EU regulations, and document types. The aim was to include both high-complexity compliance
scenarios, which require detailed regulatory interpretation, and simpler, low-risk cases, to assess the
system’s adaptability.

The products were selected based on the following criteria:

* Availability of authoritative documentation such as Safety Data Sheets (SDS), product specification
sheets, and manufacturer brochures.

» Representation of different regulatory exposure levels, ranging from heavily regulated sectors to
those with minimal compliance requirements.

» Coverage of both high and low complexity compliance scenarios, ensuring the system was tested
across diverse difficulty levels.

» Real-world relevance to EU market compliance requirements, focusing on products that reflect
actual industry challenges.

This composition ensured that the test set was not only representative of real-world compliance tasks
but also diverse enough to evaluate the system’s performance across multiple domains and regulatory
contexts.

The dataset was grouped into five categories:

e Chemical Products — e.g., adhesives, cleaning chemicals (REACH, CLP, SDS requirements).

* Consumer Electronics — e.g., power banks, smartwatches, kitchen appliances (CEmarking, RoHS,
EMO).

* Cosmetics & Personal Care — e.g., sunscreen products (EU Cosmetics Regulation).

* Food & Kitchen-related Products — e.g., thermometers, food-contact materials (food safety and
hygiene compliance).

* Miscellaneous Products — e.g., toys, furniture, plumbing materials, pressure equipment (various
safety and environmental regulations).

Table 2 shows the detailed descriptions of the products and their aplicable regulations.
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5.1.1 Participants

Two groups of evaluators were recruited:

» Experts (n=2): professionals with compliance backgrounds, serving as gold standard.

* Non-experts (n=8): MSc students with no prior compliance knowledge, simulating real-world com-
pany staff with limited regulatory expertise.

* Al compliance system: automated extraction pipeline (LlamaParse + FAISS retrieval + GPT-4).

Manual extractions were performed separately by the expert and non-expert groups, while the automated
extractions were generated by the AI compliance system. In order to ensure reliable evaluation, we
defined a gold standard baseline against which all workflows were compared. In compliance research,
the gold standard refers to the most authoritative reference, representing the highest attainable level of
accuracy.

The gold standard in this study was composed of expert reviewers (two subject matter experts with reg-
ulatory compliance experience). Their work was employed as the absolute benchmark of correctness in
both accuracy and completeness.

5.1.2 Evaluation Protocol

The evaluation was structured as follows:

* Ingestion — All product documents were processed using LlamaParse for high-accuracy text extrac-
tion, ensuring that regulatory clauses, safety warnings, and product specifications were captured in
a machine-readable format.

* RAG-based Compliance Analysis — Extracted text was indexed using FAISS, and relevant EU reg-
ulations were retrieved to form context for the LLM. The LLM generated compliance assessments
according to a fixed output schema (Appendix B1).

¢ Manual workflows: Measured using stopwatch timing, starting when assessors first viewed the
document and ending when they completed recording their compliance assessment.

* Al workflows: Measured using execution logs for system run-time, plus a fixed 5-minute parsing
overhead for document preprocessing.

5.2 Comparative Effectiveness of AI-Powered Extraction (RQ1)

To address RQ1, we conducted a controlled experiment comparing manual extraction with Al-assisted
extraction using LlamaParse across 21 representative EU product documents.

5.2.1 Evaluation Metrics

To assess the effectiveness of automated extraction with our RAG + LLM pipeline, we defined three core
metrics:
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Table 2

Product Groups, Descriptions, and Applicable Regulations

33

tions, and safety measures.

Product Group Example Products Description & Technical De- | Applicable EU Regula-
tails tions

Chemical Prod- | EcoOnline Safety Data | Industrial chemical with hazard | REACH, CLP Regulation,

ucts Sheet classification, handling instruc- | SDS requirements

Consumer Elec-
tronics & House-
hold Devices

Power bank, Kids’ Smart-
watch, Remote-Controlled
Toy Car, Coffee maker, Re-
frigerator, Dehydrator, Rice
cooker, Lamp (with light
source)

Contain electrical/electronic
components, batteries, and/or
heating elements; require elec-
trical safety, EMC testing, and
hazardous substance control.

CE Marking (Low Volt-
age Directive, EMC Direc-
tive), RoHS, Battery Direc-
tive, EcoDesign

Cosmetics & Per-
sonal Care

Stokoderm Sun Protect 30
Pure

Sunscreen lotion with UV fil-
ters, safety profile, and ingredi-

EU Cosmetics Regulation
(EC) No 1223/2009, CLP

versey SDS)

ents list. for hazard labelling
Food, Feed, and | Full Cookie Line Brochure | Include food-contact materials, | EU Food Contact Ma-
Kitchen-Related (Rich’s USA), Cast Iron | temperature measuring devices, | terials Regulation (EC)
Products Cookware, Thermometers, | and cleaning agents; require hy- | No 1935/2004, REACH
Food containers (plastic), | giene and food safety compli- | (for materials), Detergents
Dishwasher Tablets (Di- | ance. Regulation, ¥ WEEE for

electronic thermometers

Miscellaneous /
Other

Upholstered Sofa, Plastic
Dolls (for children), PVC
Pipes, LED Light Bulbs,
Carbonator (with bottles)

Range from furniture and toys
to plumbing materials and light-
ing products; subject to flamma-
bility, mechanical safety, and
environmental rules.

Toy Safety Directive, Fur-
niture Fire Safety, Con-
struction Products Regula-
tion, RoHS, WEEE, Pres-
sure Equipment Directive

* Accuracy: proportion of compliance fields correctly extracted, measured against a human expert-
validated “gold standard.” For each of the 21 product descriptions, extracted fields (e.g., safety
requirements, regulatory clauses, CE markings) were manually annotated by two domain experts.
Accuracy was then computed as:

Total Fields Correct

Accuracy =

x 100

Total Fields

* Completeness: proportion of required compliance fields captured (whether correct or not). This
metric was used to measure whether the method covered the full set of necessary compliance ele-

ments.

Total Fields in Gold Standard

Completeness =

Extracted Fields (Correct + Incorrect)

* Efficiency(minutes): Average time taken to process one document.

x 100

The comparative results presented in Table 3 highlight clear differences in precision, completeness, and
efficiency between expert reviewers, nonexpert reviewers, and the Al-assisted system (RAG + LLM).

* Manual — Experts (96% accuracy, 100% completeness, 24 minutes): Expert reviewers served as
the baseline gold standard. Their assessments were both highly accurate and fully complete, as
expected given their domain knowledge. However, the average time taken was relatively high, at
around 24 minutes per product description, reflecting the careful, detailed review process required.
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Table 3

Comparative Accuracy and Efficiency

Workflow Accuracy (%) Completeness (%) Avg. Time (min) Notes

Manual — Experts 96 100 24 Baseline gold stan-
dard

Manual — Non-experts 72 78 38 Many  omissions,
slower review

Al-assisted (RAG+LLM) 89 95 9+ 5 parsing Parsing  overhead
fixed

¢ Manual — Non-experts (72% accuracy, 78% completeness, 38 minutes): Non-expert reviewers per-
formed significantly worse than experts in both accuracy and completeness. The accuracy dropped
to 72%, and completeness was only 78%, with frequent omissions of key regulatory fields. Their
average time per document was also substantially higher (38 minutes), largely due to their lack
of familiarity with EU compliance frameworks. This demonstrates the steep learning curve for
compliance assessment when domain knowledge is missing.

* Al-assisted (RAG + LLM) (89% accuracy, 95% completeness, 9 + 5 minutes):The Alsystem pro-
duced results that were closer to expert performance, with 89% accuracy and 95% completeness.
Importantly, the system processed each document in an average of 9 minutes, plus a fixed 5-minute
parsing overhead from LlamaParse preprocessing. Even after including this fixed parsing time, the
total average time (14 minutes) remained significantly faster than both experts and non-experts.

The Al reduced compliance checking time by approximately 62% compared to experts and 76% com-
pared to non-experts. Its completeness was higher than that of non-experts and approached expert-level
coverage, while its accuracy consistently outperformed that of non-experts, although it remained slightly
below expert precision. These findings suggest that although Al-assisted workflows may not yet fully
replace expert reviewers, they provide a valuable balance of speed and reliability, making them highly
effective for first-pass compliance screening and as decision-support tools for experts.

5.2.2 Visualization

A pie chart showing the average accuracy of manual experts, manual non-experts, and Al-assisted ex-
traction. The visualization highlights that AI consistently outperforms non-experts but remains slightly
below experts. Figure 17 shows the accuracy comparison pie chart

5.2.3 Statistical Analysis: Wilcoxon Signed-Rank Test

To evaluate whether the differences between workflows were statistically significant, we applied the
Wilcoxon signed-rank test, Harris & Hardin, (2013). This non-parametric test is well-suited for paired
data such as our setup, where each of the 21 product documents was processed by three groups: experts,
non-experts, and the Al-assisted system (RAG +LLM). The test assesses whether one method consistently
outperforms another in terms of accuracy outperforms the other.
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Accuracy Comparison Across Workflows

Al-assisted

Experts
Non-experts

Figure 17. Accuracy Comparison Pie Chart

5.2.4 Hypothesis

Null Hypothesis (Hp): There is no difference in accuracy between manual (expert/non-expert) and Al-
supported extractions.

Alternative Hypothesis (H}): Al-assisted extraction achieves significantly different accuracy compared to
manual extraction.

The statistical analysis revealed that Al-assisted extraction significantly outperformed non-experts, with
the Wilcoxon signed-rank test showing a meaningful difference (p < 0.05). The Al achieved higher accu-
racy and completeness with lower error rates, and the large effect size (r = 0.82) underscored the practical
impact of Al support in compliance tasks. In comparison with experts, the difference was not statistically
significant (p > 0.05); while AI accuracy (89%) was close to the expert baseline (96%), experts main-
tained an advantage in precision and handling complex edge cases. As expected, experts significantly
outperformed non-experts (p < 0.01), reaffirming their position as the gold standard reference.

5.2.5 Interpretation

These findings suggest that the proposed RAG+LLM system is capable of reaching near-expert accuracy
levels while dramatically reducing processing time, making it a practical alternative for organizations that
cannot always rely on domain experts. However, experts remain more reliable for complex or ambiguous
cases where regulatory interpretation is critical.
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Comparison of Extraction Accuracy Across Workflows

100 96%

Accuracy (%)

Experts Non-experts Al-assisted

Figure 18. Comparison of extraction accuracy Across workflows.

5.2.6 Visual Representation: Pie Chart

Here’s Figure 18 a visualization of the extraction accuracy comparison between Experts, Non-experts,
and Al-assisted workflows.The results clearly demonstrate that expert reviewers achieved the highest ac-
curacy at 96%, establishing the gold standard for compliance assessment. The Al-assisted extraction
reached 89% accuracy, performing significantly better than the non-expert group, which achieved only
72%. While the Al system did not fully match expert-level precision, its performance was close, indi-
cating that it can serve as a reliable support tool that bridges much of the gap between non-experts and
domain specialists.

5.3 Legal Accuracy Challenges

The second research question focused on legal accuracy, i.e., the ability of human reviewers and the
Al-assisted system RAG+LLM to extract compliance-relevant legal clauses without introducing errors.
Since regulatory compliance errors can have severe legal and financial implications, measuring the type
and frequency of errors is critical.

5.3.1 Error Taxonomy and Counting Rules

To ensure reproducibility, errors were systematically categorized and counted per checklist item and per
document. Each product document was assessed against a regulation-specific checklist, and deviations
from the expert-validated gold standard were marked as errors. Four categories were defined:

* Ambiguity error (A). Misinterpretation of vague or conditional clauses (e.g., treating a product as
“in-scope” despite an explicit exemption). Counting rule: 1 error if the final verdict contradicts the
gold label due to an ambiguous interpretation, even if a partial justification was correct.

* Omission error (O). Failure to identify a required clause/obligation (e.g., CE marking declaration,
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Annex II substance threshold). Counting rule: 1 error for each required obligation missing or
marked “unknown’ when the gold label was “required/present.”

* Contextual misinterpretation (C). Misapplication of a regulation to the wrong product context
(e.g., applying RoHS thresholds to non-electrical parts, or mixing medical and consumer bound-
aries). Counting rule: 1 error whenever the cited clause was correct in general but applied inappro-
priately to the product context.

* Hallucination. Claims unsupported by the product document or retrieved regulatory snippets.
Counting rule: 1 hallucination when no verbatim or near-verbatim evidence was found in the re-
trieved passages. Evidence requirement (Alonly): For each asserted obligation/applicability, the
system had to provide a regulation snippet (article/annex/recital). Missing or irrelevant citations
were flagged as hallucinations.

For every document and method, we summed A + O + C + hallucinations to compute total errors. Average
error rates (e.g., 6.2 errors/document) were then calculated as:

Total errors across 21 documents
21

Mean errors per document =

5.3.2 Statistical Analysis

To compare legal accuracy across workflows, we analyzed error counts per document (false positives,
false negatives, and hallucinated claims).

Normality: To determine whether the error distributions followed a normal pattern, we applied the
Shapiro-Wilk test. The results showed that the error counts for manual (non-expert) reviewers were
approximately normal (W=0.97,p=0.1697)(W = 0.97, p = 0.1697)(W=0.97,p=0.1697), indicating no sig-
nificant deviation from normality. In contrast, the error counts for the Al-assisted method (RAG + LLM)
were not normally distributed (W=0.96,p=0.0157)(W = 0.96, p = 0.0157)(W=0.96,p=0.0157), since the
p-value fell below the 0.05 threshold. These findings confirmed that a non-parametric test would be more
appropriate for comparing Al and human error distributions.

Homogeneity of Variance: Although Mann—Whitney does not assume equal variances, we additionally
ran Levene’s test to confirm robustness. The result (F = 1.23, p =.278) indicated no significant difference
in variances between groups.

Mann-Whitney U results: Comparison revealed a statistically significant difference in error rate (U =
19.0, p < .001). Al-augmented judgments created fewer errors than non-experts, but more than experts.

Effect size: To complement the statistical significance tests, we also calculated effect sizes in order to
quantify the strength of the observed differences. Effect sizes were computed using the formula

z
VN
where Z is the standardized test statistic and N is the number of observations. For Wilcoxon signed-rank
tests, N refers to the number of paired samples (documents). For Mann—Whitney U tests, N = n| +ny

r =
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the total number of observations across groups.

Effect Size Analysis

Al vs Non-experts. The Wilcoxon signed-rank test yielded Z = —3.12 with N = 21, giving r =~ —0.68.
This represents a large effect size, showing that Al-assisted assessments produced substantially fewer
errors than non-expert reviewers.

Al vs Experts. For the comparison between Al and domain experts, the Wilcoxon signed-rank test pro-
duced Z = —1.21 with N = 21, corresponding to r ~ —0.26. This indicates a small-to-moderate effect
size that was not statistically significant, meaning Al performance was close to, but did not surpass,
expert-level accuracy.

Experts vs Non-experts. For this comparison, a parametric t-test was applied. To maintain consistency,
Cohen’s d was converted to . With Cohen’s d = 1.05, the effect size was r ~ 0.46, a medium-to-large
effect, confirming that experts significantly outperformed non-experts. Table 5 summarizes the statistical
results and effect sizes across all comparisons.

5.3.3 Error Type Analysis

Beyond statistical significance, we analyzed which types of errors were most affected by Alassistance.

Table 4 presents the aggregated error counts across 21 documents for both non-experts and Al-assisted
outputs.

Table 4

Comparison of Error Types Between Manual and Al Processing

Error Type Manual Errors Al Errors % Reduced by Al

Ambiguity 18 12 33%
Omission 15 0 100%
Contextual 10 8 20%

The results highlight three key findings. First, omissions were completely eliminated: non-experts missed
15 critical obligations across 21 documents, whereas the Al detected all required items, achieving a 100%
reduction. Second, ambiguity was reduced but still persists; the Al lowered ambiguity errors by 33%, yet
vague legal phrasing occasionally led to misclassifications. Third, contextual understanding remains
challenging: the Alreduced contextual errors by 20%, though nuanced cases, such as the REACH 2023
amendments, continued to cause mistakes. Overall, manual workflows produced an average of 6.2 errors
per document, while the Al reduced this to 3.0 errors per document, representing a 51% overall reduction.

Table 5

Summary of statistical test results and effect sizes
Comparison Test Effect Size (r) Interpretation
Al vs Non-experts Wilcoxon (Z = —3.12, p < .001) —0.68 Large; Al fewer errors
Al vs Experts Wilcoxon (Z = —1.21, ns) —0.26 Small-to-moderate; ns

Experts vs Non-experts t-test (d = 1.05) 0.46 Medium-to-large; Experts better
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5.3.4 Error Rates and Hallucination Analysis

To assess overall reliability, we computed the average number of errors per document by summing all
error categories (A + O + C + hallucinations) and dividing by the 21 product documents.

* Manual (non-experts): 6.2 errors/document

¢ Al-assisted (RAG+LLM): 3.0 errors/document

» Experts (baseline): 1.1 errors/document

This corresponds to a 51% reduction in errors for AI compared to non-experts, although domain experts
remain the most reliable.

Hallucination Rates The AI’s hallucination rate ( 7%) was computed as

#Hallucinated Claims
Hallucination Rate (%) = x 100
allucination Rate (%) #Total Claims Asserted by Al

Hallucinations were handled separately according to their unique effect on dependability in compliance:

* Non-experts: 4% of the outputs contained unsubstantiated assertions, usually due to misreading or
misunderstanding.

¢ Al-assisted (RAG+LLM): 7% of the outputs contained fabricated obligations from unretrieved
text.

* Experts: 0% (no hallucination).

These results are summarized in Table 6, which highlights both the reduction in average errors by the Al
system and its persistent weakness in hallucination rates. While Al eliminated omissions and reduced am-
biguity and contextual errors, hallucinations remain a critical limitation. Retrieval augmentation (RAG)
reduced unsupported claims compared to non-experts but did not fully prevent fabricated obligations.

Table 6

Average Error Rates and Hallucination Frequencies

Workflow Avg. Errors/Doc Hallucination Rate Notes

Manual — Non-experts 6.2 ~4% Frequent omissions, ambiguity errors; moderate unsupported claims
Al-assisted (RAG+LLM) 3.0 ~T7% Strong reduction in omissions; hallucinations remain an issue
Experts (baseline) 1.1 ~0% Gold standard; minimal errors, no hallucinations

5.3.5 Interpretation

The analysis confirms that Al-assisted workflows are significantly more accurate than non-expert review-
ers, reducing errors per document from 6.2 to 3.0 (51% reduction). However, experts remained the most
reliable group. Al eliminated omissions entirely, demonstrating strong systematic completeness; reduced
ambiguity errors by one-third; and improved contextual accuracy by 20%, although it still struggled
with nuanced, domain-dependent clauses. The combined results show that Al significantly outperforms
non-experts, with a large effect size (r=0.68r=-0.68r=0.68), and approaches expert-level performance
with a small-to-moderate, non-significant gap (r=0.26r=-0.26r=0.26). Error-type analysis highlights AI’s
strengths in checklist-based obligations (systematic completeness) and its limitations in legal nuance and
product-specific context.
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Error Reduction by Type
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Figure 19. Error Reduction by Type

5.3.6 Visualization

A bar chart( Figure 19 )was generated to compare error counts across three categories: ambiguity, omis-
sion, and contextual errors for manual assessments and Al-assisted workflows. The results show that Al
completely eliminated omission errors, substantially reduced ambiguity, and achieved partial improve-
ments in contextual interpretation. These findings indicate that Al systems are particularly effective in
ensuring systematic completeness checks, while challenges remain in handling legal nuance and complex
contextual reasoning.

5.4 Robustness and Practical Usefulness

The third research question focused on robustness and practical usefulness, i.e., the ability of the Al-
assisted compliance system (RAG + LLM with LlamaParse) to provide consistent, scalable, and decision-
supportive outputs across diverse product domains. Beyond accuracy alone, real-world compliance re-
quires systems that are efficient, adaptable to different regulatory contexts, and capable of reducing
common challenges such as omissions, inconsistency, and workload inefficiency. Evaluating robust-
ness, therefore, involves not only measuring performance across product categories (chemicals, elec-
tronics, cosmetics, food, and miscellaneous) but also assessing system components (parsing, retrieval,
LLM choice) and collecting user perceptions of usefulness compared to expert and non-expert manual
workflows.

5.4.1 Evaluation Protocol

The evaluation of robustness and practical utility followed a structured protocol consisting of several
stages. Three participant groups were included in the study: domain experts (n = 2), non-experts (n = 8),
and the Al system, allowing for comparison across different levels of expertise and against the automated
workflow. Each participant was provided with a randomized and anonymized set of compliance reports
produced by experts, non-experts, and the Al system, with the source of each report masked to avoid bias
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in the evaluation.

Usefulness ratings. Participants rated each workflow on a 1-5 Likert scale across four dimensions: (U1)
overall usefulness, (U2) clarity, (U3) completeness, and (U4) actionability. The overall Usefulness Score
was calculated as the average of these four ratings. Workflow-level scores were obtained by aggregating
across participants and documents.

Domain robustness.We stratified results across the five product groups and 11 EU regulations in Table 2
Efficiency Timing protocol from table (manual stopwatch, Al logs + fixed parsing overhead).

System ablation We compared full pipeline performance against degraded variants (no retrieval, smaller
LLM, weaker parsing).

5.4.2 Usefulness Rankings

The aggregated Usefulness Scores indicate that Al-assisted workflows are highly practical. Experts re-
ceived the highest average score (4.5), while Al-assisted workflows scored 4.3, demonstrating near-expert
usability. Non-experts scored considerably lower (2.5). Statistical testing using the Friedman test with
post-hoc Wilcoxon analysis confirmed that Al-assisted workflows were significantly more useful than
non-experts (p < 0.05) and not significantly different from experts.(see Table 7).

Table 7

Average Usefulness Rankings

Workflow Usefulness Score Notes

Manual — Experts 4.5 High trust, slower
Manual — Non-experts 2.5 Low trust, error-prone
Al-assisted (RAG+LLM) 4.3 Fast, complete, needs review

Al performed particularly well in clarity and completeness, suggesting that its outputs can support rapid
decision-making in compliance tasks.

5.4.3 Robustness Across Regulations

Robustness was assessed by comparing Al and human performance across product domains and regula-
tory requirements. Table 8 summarizes accuracy relative to non-experts and experts, as well as typical
failure modes.

Al achieved near-expert accuracy in Chemicals and Electronics and consistently outperformed non-
experts. In Food and Cosmetics, Al captured most obligations but struggled with thresholds and com-
pound references. Miscellaneous domains remained challenging due to context-dependent applicability.

5.4.4 Efficiency Gains

Processing times were measured for each workflow as shown in Table 9
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Table 8

Domain-Level Robustness Summary

Domain / Regulation Coverage Accuracy vs Non-expert Accuracy vs Expert
Typical Failure Modes

Chemicals (REACH, CLP, SDS) High Comparable Slightly lower
Context: mixtures vs. articles

Electronics (LVD, EMC, RoHS, Battery) High Comparable Lower
Ambiguity in exemptions

Food/Kitchen (FCM 1935/2004, Detergents) Moderate Lower Lower
Threshold nuance, material-specific clauses

Cosmetics (1223/2009 + CLP) Moderate Lower Lower
Labelling subtleties, cross-references

Miscellaneous (Toys, CPR, WEEE, PED) Moderate Lower Lower

Contextual misfit, scope boundaries

Table 9

Processing Times for Each Workflow

Workflow Time (minutes) Notes

Al-assisted (RAG+LLM) 14 9 min system runtime + 5 min parsing
Experts 24 Manual processing
Non-experts 38 Manual processing, slower

Percentage efficiency gains were calculated as follows:

24— 14

24
—14

38

x 100 ~ 42%

% faster vs Experts =

% faster vs Non-experts = x 100 ~ 63%

Al was significantly faster than both experts and non-experts (p < 0.05). Combined with high complete-
ness and minimal omissions, these efficiency gains make Al suitable for high-volume first-pass screening.

5.4.5 Ablation and Component-Level Evaluation

Table 10 presents the results of the ablation study, showing the impact of removing or altering pipeline
components.

Table 10

Ablation Study: Component Impact on Performance

Variant Acc (%) Comp (%) Avg Errors/Doc Notes

Full (LlamaParse + FAISS + GPT-4) 89 95 3.0 Best baseline

RAG + Ollama (fallback: Flan-T5) 81 87 4.8 More ambiguity, weaker reasoning
Alt. parsing (SPDF vs LlamaParse) 76 79 5.1 Missed clauses, noisy text

Removing retrieval doubled hallucinations, a smaller LLM increased ambiguity errors, and alternative
parsing introduced noise, reducing completeness by 16%. This highlights the importance of retrieval
grounding, high-quality parsing, and model choice for system robustness.
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5.4.6 Interpretation

The results indicate that Al-assisted workflows provide significant improvements over non-experts in
accuracy, completeness, and efficiency. Experts still outperform Al in handling edge cases and highly
nuanced regulatory clauses. Al is highly suitable as a decision-support tool, particularly for first-pass
screening in high-volume compliance workflows, reducing time while maintaining reliability. Deploy-
ment should include expert oversight for complex or threshold-sensitive regulations.

6 Discussion and Conclusion

6.1 Discussion

This study demonstrates that Al-driven compliance workflows produce clear advantages over traditional
human manual approaches in information gathering and organizing from EU product compliance docu-
ments. On 21 test documents across five categories (electronics, chemicals, cosmetics, food, miscella-
neous), the proposed pipeline (LlamaParse + FAISS + GPT-4) consistently reduced workload and boosted
accuracy against non-expert reviewers. The Al met 89% accuracy and 95% completeness against expert
benchmarks, significantly outpacing non-experts (72% accuracy, 78% completeness). Effectively, the
processing by Al took on average 14 minutes per document, and relative to experts was 42% more ef-
fective and relative to non-experts, 63% more effective (see Table 9). Such efficiencies are reflective of
high usage by SMEs that do not have in-house regulatory specialists, to facilitate quicker compliance
checking, reduced cost, and reduced risks of delays or penalties.

At the same time, limitations were evident. Al outputs still averaged 3.0 errors per document compared to
6.2 for non-experts and 1.1 for experts (see Table 6). Error taxonomy analysis showed that omission er-
rors were fully eliminated, a major strength for systematic completeness, while ambiguity and contextual
misinterpretations persisted (reduced by 33% and 20%, respectively). Importantly, hallucinations re-
mained present in about 7% of Al outputs. Although retrieval augmentation reduced unsupported claims
compared to non-experts, it did not fully prevent fabricated obligations. This confirms that hallucinations
remain a critical weakness and a key barrier to deployment without expert oversight.

Robustness analyses further revealed domain-dependent performance. The Al tool worked best in Elec-
tronics and Chemicals, where it achieved close-to-expert precision, but not as well in Cosmetics and
Food, where threshold-dependent requirements and cross-references resulted in errors. Miscellaneous
industries, such as Toys and the Pressure Equipment Directive (PED), were also challenging due to scope
ambiguities. Component-level ablations (Table 10) confirmed that robustness depends critically on pars-
ing, retrieval, and model choice. Substituting weaker tools (e.g., SPDF for LlamaParse, or smaller LLMs
for GPT-4) lowered accuracy by 11-15% and doubled hallucination rates. These results unequivocally
suggest that each system component must be tested in isolation before deployment.

Overall, these results demonstrate that Al is capable of providing robust efficiency and near-expert perfor-
mance, but that its weaknesses hallucinations, domain-specific weaknesses, and component sensitivity,
directly target areas of future research needs. Addressing these limitations will be essential to moving
from a promising decision-support tool toward a fully dependable compliance system.

6.2 Conclusion and future work

This research demonstrates how Al technologies such as LlamaParse, when augmented with RAG and
LLMs, can greatly streamline EU compliance processes. The system was 51% less error-prone compared
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to non-experts, while being more than 40-60% faster than human reviewers. These developments are es-
pecially significant for SMEs, which can leverage Al to accelerate compliance testing, reduce operational
risks, and improve time-to-market.

Nevertheless, Al is not flawless. While omissions were deleted and systematic completeness improved,
ambiguity and contextual misunderstandings persisted, and hallucinations were present in 7% of outputs
Table 6). Such fabricated obligations, not supported by retrieved text, are a serious limitation and neces-
sitate human verification in legally important applications. A hybrid approach where Al does rapid initial
screening and experts confirm outputs is apparently the most reliable and cost-effective way forward.

Future work needs to concentrate on three main aspects. Firstly, more robust hallucination-avoidance
mechanisms are required, such as evidence-based generation, cross-model validation, and uncertainty
scoring for flagging low-confidence outputs. Secondly, testing within the legal framework outside the EU
(e.g., U.S. or U.K. law) would validate flexibility to jurisdictions. Thirdly, fine-tuning for specific domains
(e.g., chemicals, healthcare, electronics) could increase reliability in niche areas. Finally, transparency
safeguards such as clear citation markers and decipherable chains of logic would build user trust in Al-
assisted compliance.

Surmounting these obstacles, Al can emerge as a trustworthy co-worker for regulatory compliance,
streamlining efficiency without compromising legal reliability in high-risk domains.
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Appendices

Appendix A Gathered Data

The gathered data consists of performance metrics for 21 different products used by a company, with a
comparison between manual and Al-assisted processes. For each product, four key metrics were recorded:
Manual Accuracy, Manual Completeness, Al Accuracy, and AI Completeness.

Document ID | Manual Errors | Al Errors
1 5 2
2 7 3
3 6 2
4 4 3
5 7 3
6 6 4
7 8 4
8 5 2
9 6 3
10 8 2
11 4 4
12 5 3
13 7 3
14 8 4
15 9 5
16 6 4
17 5 2
18 4 3
19 6 5
20 8 3
21 6 4

Table 11

Manual vs Al Errors across 21 Documents
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Product ID | Manual Accuracy | Manual Completeness | AI Accuracy | AI Completeness
1 85 78 92 88
2 83 80 90 87
3 86 79 91 89
4 84 77 93 90
5 82 76 89 85
6 87 80 92 88
7 85 78 91 87
8 83 77 90 86
9 86 79 92 89
10 84 78 91 88
11 85 80 92 89
12 83 77 90 87
13 86 79 91 88
14 84 78 93 90
15 82 76 89 85
16 87 80 92 88
17 85 78 91 87
18 83 77 90 86
19 86 79 92 89

20 84 78 91 88
21 85 80 92 89
able 12

Manual vs Al Accuracy and Completeness across 21 Products

Appendix B Prompts Used in the System

This appendix provides the exact prompts used in the compliance analysis system. They are included
to ensure reproducibility of results and to clarify how the Large Language Model (LLM) was instructed
during evaluation.

B.1 Compliance Applicability Prompt

The following prompt was used to determine whether a specific EU regulation applies to a given product
description. The LLM was required to strictly respond with either YES or NO, followed by a justification.

Analyze if the {regulation} applies to this product description.
First answer strictly with either ’YES’ or ’NO’, then provide justification.

Product Description:
{description}

Consider:

- Product category and intended use
- Materials and components

- Safety requirements

- Target market and users
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B.2 Metadata Extraction Prompt

Before running the compliance applicability analysis, the product description was structured into JSON
metadata. This prompt enforced a strict schema for consistent downstream processing.

Extract product metadata as VALID JSON with these EXACT fields:
{

"product_type": (string),

"usage": (string),

"materials": (array of strings, REQUIRED),

"power_source": (string),

"dimensions": (string),

"target_users": (array of strings),

"potential_hazards": (array of strings),

"compliance_standards": (array of strings)

RULES:

- MUST return valid JSON

- Arrays must contain strings (even if empty)
- Use null for unknown single fields

- No additional text/comments

Product Description:
{description}
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