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Abstract—Probabilistic classification requires well-calibrated
probability estimates, i.e., the predicted class probabilities must
correspond to the true probabilities. Venn predictors, which can
be used on top of any classifier, are automatically valid multiprob-
ability predictors, making them extremely suitable for probabilis-
tic classification. A Venn predictor outputs multiple probabilities
for each label, so the predicted label is associated with a
probability interval. While all Venn predictors are valid, their
accuracy and the size of the probability interval are dependent
on both the underlying model and some interior design choices.
Specifically, all Venn predictors use so called Venn taxonomies
for dividing the instances into a number of categories, each such
taxonomy defining a different Venn predictor. A frequently used,
but very basic taxonomy, is to categorize the instances based on
their predicted label. In this paper, we investigate some more fine-
grained taxonomies, that use not only the predicted label but also
some measures related to the confidence in individual predictions.
The empirical investigation, using 22 publicly available data sets
and lazy learners (kNN) as the underlying models, showed that
the probability estimates from the Venn predictors, as expected,
were extremely well-calibrated. Most importantly, using the basic
(i.e., label-based) taxonomy produced significantly more accurate
and informative Venn predictors compared to the more complex
alternatives. In addition, the results also showed that when using
lazy learners as underlying models, a transductive approach
significantly outperformed an inductive, with regard to accuracy
and informativeness. This result is in contrast to previous studies,
where other underlying models were used.

I. INTRODUCTION

When classifiers output not only the predicted class label,
but also a probability distribution over the possible classes,
this is referred to as probabilistic prediction, which has many
obvious uses. Specifically, a probabilistic predictor makes it
possible for a user to assess the confidence in individual
predictions. For probabilistic prediction to be useful, however,
the probability estimates must be well-calibrated, i.e., the
predicted class probabilities must reflect the true, underlying
probabilities. If this is not the case, the probabilistic predictions
instead become misleading.

In probabilistic prediction, the task is to predict the proba-
bility distribution of the label, given the training set and the test
instance. The goal is to obtain a valid probabilistic predictor. In
general, validity means that the probability distributions from
the predictor must perform well against statistical tests based
on subsequent observation of the labels. In particular, we are
interested in calibration:

p(cj | pcj ) = pcj , (1)

where pcj is the probability estimate for class j.

This work was supported by the Swedish Knowledge Foundation through
the project Data Analytics for Research and Development (20150185).

Venn predictors, as introduced in [1] are, under the standard
i.i.d. assumption, automatically valid multiprobability predic-
tors, i.e., their multiprobability estimates will be perfectly
calibrated, in the long run. While it must be noted that
validity cannot be achieved for probabilistic prediction in a
general sense, see e.g., [2], Venn predictors circumvent the
impossibility result for probabilistic prediction in two ways:
(i) multiple probabilities for each label are output, with one of
them being the valid one and (ii) the statistical tests for validity
are restricted to calibration. More specifically, the probabilities
must be matched by observed frequencies. As an example,
if we make a number of probabilistic predictions with the
probability estimate 0.9, these predictions should be correct
in about 90% of the cases.

Venn predictors are used on top of predictive models (the
underlying models) produced by standard machine learning
techniques. Venn predictors use something called Venn tax-
onomies, that divide all instances into a number of categories.
While the validity is not affected by the chosen taxonomy,
different taxonomies can lead to Venn predictors with, for
instance, different accuracies. Normally, the taxonomy is based
on the predictions from the underlying model, and the most
straightforward taxonomy, which has been frequently used in
previous studies, is to have one category for every possible
predicted label. In that taxonomy, all instances with the same
predicted label are grouped into the same category. It is, of
course, possible to design more elaborate taxonomies, for
instance grouping instances together based on how confident
the underlying model is. However, very few studies have
systematically evaluated more fine-grained taxonomies, one
exception being [3]. In that paper, the author investigates six
different taxonomies, utilizing more information from the un-
derlying models (neural networks) than just the predicted class.
Unfortunately, only four data sets were used, and the results
were somewhat inconclusive, although indicating that the more
elaborate taxonomies indeed resulted in better estimates. It
may be noted, however, that the main purpose of that paper
was rather to compare the Venn predictor to using the raw
outputs from the neural network when performing probabilistic
prediction, than to perform a comprehensible evaluation of
different taxonomies.

Venn predictors can be used in two fundamentally different
ways, transductive Venn prediction and inductive Venn predic-
tion, for further details see Section II-B. When using standard
predictive models as underlying models, transductive Venn
prediction often becomes unfeasible, even for moderately sized
data sets. Inductive Venn predictors, on the other hand, are
much more computationally efficient. Interestingly enough, the
inductive variant has also outperformed the transductive with
regard to metrics measuring accuracy and informativeness, see
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[4]. The reason for the relatively poor performance of the
transductive approach can, however, be explained by the fact
that the generated underlying models are relatively unstable,
i.e., they are quite sensitive to the labels of individual training
instances.

In this paper, we investigate the usage of k-nearest neighbor
(kNN) classifiers as underlying models for transductive Venn
prediction. When using kNN classifiers, both drawbacks for
the transductive approach are more or less eliminated, i.e., the
actual classification will not be significantly slower than the
inductive variant, and the classification is rarely affected by
the label of individual instances.

The overall purpose of the empirical investigation is to
determine whether it can be beneficial to use a more fine-
grained taxonomy than just the predicted label. Specifically,
we will try taxonomies categorizing the instances based on
how certain the underlying model is, i.e., considering not only
the predicted label, but also the actual distribution of labels
among the k neighbors. In addition, we will make an outright
comparison between the transductive and the inductive setting,
as well as evaluate different values for the parameter k, i.e.,
the number of neighbors.

In the next section, we first briefly describe nearest-
neighbor classification before presenting Venn predictions in
Section II-B. In Section III, we outline the experimental setup,
which is followed by the experimental results presented in
Section IV. Finally, we summarize the main conclusions and
point out some directions for future work in Section V.

II. BACKGROUND

A. Nearest-neighbor classification

Nearest neighbor classifiers have among the simplest de-
signs of the decision procedure, where the training phase
consists only of storing the feature vectors together with the
corresponding labels of the training data set. In the kNN
algorithm [5], the output is the majority vote of the k nearest
neighbors. In order to enable strict majority votes, the value
of k is typically an odd number, and a common way to assign
k relatively to the size n of the data set, i.e., the number of
instances, is:

k =
√
n (2)

Even more often, however, small values for k are used,
typically ranging from 1 to 15.

The kNN algorithm is dependant on the ability to calculate
distance measures between the instances. Depending on the
type of attributes and value distributions, there are several
distance functions to choose from [6], whereas the Euclidean
distance is the most common. Since there is no actual training,
optimizing model paramaters, the kNN algorithm is typically
referred to as a lazy supervised learning algorithm.

Seen from the perspective of time complexity, all work is
done at the actual prediction time, whereas the time complexity
is O(dn), where d is the number of dimensions (features), if
treating each instance as a point in Euclidean space. There
are approaches, although relatively hard-earned, e.g. the k-d

tree, where the time complexity of measuring the distances is
improved with the help of an auxiliary data structure, created
at training time.

B. Venn predictors

Venn predictors are related to the Conformal Prediction
(CP) framework [2], [7], and provides, for classification,
an important alternative to the confidence predictions from
CP. Conformal predictors complement the predictions from
the underlying model with measures of confidence, and the
CP framework produces valid region predictions, i.e., the
prediction region contains the true target with a pre-defined
probability. When applying conformal prediction to regression
problems, the prediction is an interval with guaranteed validity.
In classification, a region prediction is a (possibly empty)
subset of all possible labels. The validity guarantee says that,
in the long run, the errors made by the conformal predictor
will be equal to a pre-set significance level, ε. Here, it must
be noted that a conformal predictor makes an error when the
correct target is not in the prediction region.

For classification, this definition of validity is somewhat
counter-intuitive, since the guarantee only applies apriori, i.e.,
once we have seen a specific prediction, we can not say that
the probability for that prediction to be wrong is ε. As an
example, when we predict a batch of instances, we know that
the error rate should be close to the pre-set significance level
ε. But in a two-class problem, a number of the instances are
likely to get prediction sets containing all classes, meaning that
these instances cannot be erroneous, thus forcing all errors to
be made on the remaining singleton predictions, i.e., once we
have observed a singleton prediction, the probability for that
being incorrect is most likely much higher than ε

Similar to CP, Venn predictors are also applied to the
predictions from underlying models that are used to define
the probabilities. Informally, the aim of a Venn predictor is
to estimate the probability that the target of a new instance
is one of the possible classes. Somewhat simplified, the idea
is to divide all instances with known targets into a number
of categories, and then calculate the relative frequency of
each of the class labels among instances within each category.
Since the label when predicting for a new (test) instance is
not known, each of the class labels are assigned to the test
instance and are used when calculating the relative frequency,
thus leading to multiprobability predictions.

The categories are defined using a Venn taxonomy and
every taxonomy results in a different Venn predictor. The
taxonomy is typically based on the output of the underlying
model. Intuitively, we want the Venn taxonomy to group
instances that we consider sufficiently similar for the purpose
of estimating label probabilities together. The most basic such
Venn taxonomy, that can be used with all classification models,
simply puts all instances predicted with the same label into the
same category.

The original approach to Venn predictors was transductive
Venn prediction. When predicting a new instance in transduc-
tive Venn prediction, a new training set is created by adding the
new instance with an assigned class label to the training set,
once for each possible class. Each of these training sets, one
for every class, are then used to train the underlying model,
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assign instances into categories and for calculating the relative
frequencies. Since this is done for every possible class label
for each test instance, transductive Venn predictors typically
become unfeasible for larger data sets. This, however, does
not apply to lazy learners that do not require specific training
phases, e.g., kNN classifiers.

The inductive Venn predictor, on the other hand, divides
the data with known targets into a proper training set and a
calibration set. Only one underlying model needs to be trained
using the proper training set, regardless of the number of new
instances to predict, and it is only the calibration set that is
extended with the new instance and an assigned class label.
The relative frequencies for all classes are calculated, once for
each assigned class, using the extended calibration set.

For both the inductive and the transductive variants, the
multi-probabilistic predictions, i.e., a set of relative frequencies
one for each class, are calculated for each assigned class label.
This set of probabilities is the multiprobability prediction of
the Venn predictor.

Transductive Venn prediction is described in Algorithm 1.
Real targets are represented by y, predicted targets as ŷ and
assumed targets as ȳ. The probability interval is defined using
the maximum, U , and minimum, L, probabilities for the
predicted class.

Algorithm 1 Transductive Venn Prediction

Input: training set: Z = {(x1, y1), . . . , (xl, yl)},
new object: xl+1,
class labels to assume: {ȳ1, . . . , ȳc}

1: for j = 1 to c do
2: Assume class label ȳj for object xl+1: (xl+1, ȳj)
3: Extend the training set:

Z ′ := {(x1, y1), . . . , (xl, yl), (xl+1, ȳj)}
4: Train an underlying model using algorithm f :

m = f(Z ′)
5: Predict the objects:

{ŷ1, . . . , ŷl, ŷl+1} = m({x1, . . . , xl, xl+1})
6: for i = 1 to l + 1 do
7: Assign category ki based on ŷi and the taxonomy
8: end for
9: for k = 1 to c do

10: Calculate the empirical probability:

pȳj (ŷk) :=

∣∣∣
{
i=1,...,l+1:k

ȳj
i =k

ȳj
l+1∧yi=ŷk

}∣∣∣∣∣∣
{
i=1,...,l+1:k

ȳj
i =k

ȳj
l+1

}∣∣∣
11: end for
12: end for
13: for k = 1 to c do
14: Calculate the mean probability for classification ŷk:

p(ŷk) :=
1
c

∑c
j=1 p

ȳj (ŷk)
15: end for
Output: Prediction: ŷl+1 = ŷkbest

,

where kbest = arg maxk=1,...,c p(ŷk),
The probability interval for ŷl+1: [L(ŷkbest

), U(ŷkbest
)]

Inductive Venn prediction takes an already trained model
and a calibration set as input and uses the calibration set
in a similar way as the training set is used in Algorithm 1.
Obviously, step 4 is omitted since the model is already trained.
Some optional computational optimizations can also be made

to the algorithm.

It is worth noting that the number of instances in each
category is an important difference between inductive and
transductive Venn prediction, as well as between different
taxonomies. With fewer instances on average in the categories,
either because the calibration set is a subset of the training set,
or because of a larger number of categories, the denominator
in row 10 of Algorithm 1 will be smaller, resulting in larger
prediction intervals on average.

III. METHOD

In the empirical investigation, we look at different tax-
onomies and different values for the parameter value k. All
experiments were performed in MatLab, and all parameter
values were left at their default values, with the exception
of the distance function which was set to seuclidean, i.e.,
Standardized Euclidean distance.

The 22 data sets used are all two-class problems, publicly
available from either the UCI repository [8] or the PROMISE
Software Engineering Repository [9]. In the experimentation,
standard 10x10-fold cross-validation was used. When using the
inductive approach, 1/3 of the training data was used as the
calibration set.

As described in the introduction, the overall purpose of
the experiments is to compare different Venn taxonomies
applied to kNN classifiers, specifically comparing more fine-
grained taxonomies to just using the label of the prediction as
the category. We also compare three different values for the
parameter k; k = 1, k = 3 and k = 11.

In summary, we compare the following six setups:

• 1-lbl: Here only one neighbor is considered, and the
taxonomy used is simply the label of that neighbor.
Since all data sets used are two-class, this taxonomy
has only two categories.

• 3-lbl: In this setup, three neighbors are used, but the
taxonomy is identical to the one in 1-lbl, i.e., the
category is determined from the majority vote of the
three neighbors.

• 3-four: This setup too uses three neighbors, but em-
ploys a more fine-grained taxonomy consisting of four
categories. More specifically, every possible combi-
nation of the three neighbors represents a separate
category, i.e., the first category is the instances where
all three neighbors belong to the positive class, the
second category is the instances where two neighbors
belong to the positive class and one to the negative
etc.

• 11-lbl: Here eleven neighbors are used, and the tax-
onomy is the majority vote of the eleven neighbors.

• 11-three: Eleven neighbors are used and three cat-
egories. The first category is all instances with at
least eight neighbors from the positive class. Similarly,
the third category contains all instances with at least
eight neighbors from the negative class. The second
category, representing a state where the classifier is
uncertain, contains the instances where there is no
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such clear majority (i.e., eight or more of a specific
class) among the eleven neighbors.

• 11-four: This setup, finally, also uses eleven neigh-
bors, but a taxonomy consisting of four categories. The
only difference between this and the 11-three setup
is that the second category in the previous taxonomy
is divided into two different categories. Looking only
at the number of positive labels among the eleven
neighbors, the first category has eight or more, the
second category has six or seven, the third category
four or five and the fourth category three or less.

In the analysis, we compare the probability estimates from
the different Venn predictors to the true observed accuracies.
We will also evaluate the quality of the probability estimates
using the Brier score [10]. For two-class problems, let yi
denote the response variable (class) of instance i, where yi =
0 or 1. Denote the probability estimate that instance i belongs
to class 1, by pi. The Brier Score is then defined as

BrierScore =
N∑
i=1

(yi − pi)
2, (3)

which is exactly the sum of squares of the difference between
the true class and the predicted probability over all instances.
The Brier score can be further decomposed into three terms
called uncertainty, resolution and reliability. In practice, this is
done by dividing the range of probability values into K inter-
vals and represent each interval 1, 2, ...,K by a corresponding
typical probability value rk, see [11]. Here, the reliability term
measures how close the probability estimates are to the true
probabilities, i.e., it is a direct measurement of how well-
calibrated the estimates are. The reliability is defined as

Reliability =
1

N

K∑
j=1

nj(rj − φj)
2, (4)

where nj is the number of instances in interval j, rj is
the mean probability estimate for the positive class over the
instances in interval j and φj is the proportion of instances
actually belonging to the positive class in interval j. In the
experimentation, the number of intervals K was set to 100. For
the Venn predictor, when calculating the probability estimate
for the positive class, the middle point of the corresponding
prediction interval was used.

For the Venn predictors we also check the empirical
validity, by making sure that the observed accuracies, i.e., the
percentage of correctly predicted test instances, actually fall
in (or at least are close to) the intervals. In addition to the
quality of the estimates, there are two additional important
metrics when comparing Venn predictors:

• Interval size: The tighter the interval is, the more
informative.

• Accuracy: The predictive performance of the model
is of course vital in all of predictive modeling.

IV. RESULTS

Table I, at the end of the paper, shows the estimates
(averaged over all instances for each data set) and the cor-
responding actual accuracies. First of all, we see that all

differences are very small. Specifically, there are no systematic
tendencies, i.e., that a specific setup constantly underestimates
or overestimates the true accuracy. Even when looking at
individual data sets, the estimates are remarkably good, most
often the differences are much smaller than one percentage
point.

Using the reliability metric, as described above, and with
the center of the prediction interval as the point estimation,
Table II below shows an outright comparison between the
different setups. Interestingly enough, the simplest setup, i.e.,
using only one nearest neighbor, actually produced the most
reliable estimates. Even more importantly, the results clearly
show that using the basic taxonomy, which is based on the
label of the prediction, clearly outperformed the more elaborate
schemes.

TABLE II. RELIABILITY OF ESTIMATES

Neighbors k=1 k=3 k=11
Categories Label Label Four Label Three Four
colic .036 .052 .062 .071 .065 .074
creditA .073 .077 .090 .083 .090 .096
diabetes .026 .037 .046 .038 .047 .049
german .003 .002 .004 .001 .003 .004
haberman .002 .003 .013 .006 .007 .009
heartC .063 .086 .091 .105 .107 .114
heartH .057 .075 .093 .087 .097 .107
heartS .067 .095 .107 .109 .117 .123
hepati .028 .041 .048 .038 .047 .053
iono .113 .098 .145 .086 .122 .121
je4042 .032 .049 .059 .041 .067 .066
je4243 .017 .018 .026 .014 .012 .018
kc1 .010 .010 .014 .007 .013 .012
kc2 .028 .033 .042 .037 .042 .050
liver .010 .015 .021 .012 .010 .013
mw .003 .004 .007 .003 .013 .012
pc1req .038 .022 .030 .041 .020 .046
sonar .129 .122 .145 .061 .090 .094
spectf .005 .005 .019 .007 .024 .025
ttt .066 .060 .067 .107 .078 .121
wbc .181 .194 .206 .201 .204 .209
vote .047 .077 .090 .076 .079 .085
Mean .047 .053 .065 .056 .062 .068
Mean Rank 1.77 2.50 4.59 2.77 4.09 5.27

In order to determine any statistically significant differ-
ences, we used the procedure recommended in [12] and
performed a Friedman test [13], followed by Bergmann-
Hommel’s dynamic procedure [14], with α = 0.05 to establish
all pairwise differences. The significant differences are listed
below:

• 1-lbl vs. 3-four
• 1-lbl vs. 11-three
• 1-lbl vs. 11-four
• 3-lbl vs. 3-four

• 3-lbl vs. 11-three
• 3-lbl vs. 11-four
• 11-lbl vs. 3-four
• 11-lbl vs. 11-four

From this analysis, we see that almost all setups using
the basic label-based taxonomy with only two categories were
significantly more reliable than the setups using more than two
categories. In addition, while not being statistically significant
for α = 0.05, the p-value when comparing 11-lbl to 11-
three is as low as 0.065. All-in-all, the main result is that
the estimates for using only two categories, based on the label
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of the prediction, were more accurate than when using more
than two categories.

Looking at the prediction intervals, and the accuracies of
the Venn predictors in Table III at the end of the paper,
we immediately see that all intervals are very tight. Most
importantly, the true accuracies are almost always either inside,
or at the very least, very close to the intervals. While the fact
that the Venn predictors are well-calibrated is no surprise, it
should be noted that the intervals produced here, with a kNN as
the underlying model, are much tighter than, for instance, when
ANNs were used in [3]. The reason is quite straightforward, in
standard predictive modeling, the transductive approach means
that the model must be retrained for every test instance and
for each tentatively assigned label. This will lead to rather
unstable models, resulting in larger intervals. When using a
lazy learner, however, the impact of the tentatively labeled test
instance on predictions made is reduced. Specifically, instances
not neighboring the test instance are not affected at all.

Evaluating the different setups, the two main criteria,
once validity is established, are the accuracy of the Venn
Predictor and the informativeness, i.e., the size of the interval.
Consequently, the mean ranks in Table III are an important
direct comparison between the different setups. Starting with
accuracy, the best setups are 11-lbl followed by 3-lbl. So, with
regard to accuracy, it was beneficiary to use more than one
neighbor, while adding categories turned out to be unsuccess-
ful. Using the same statistical tests, the only two statistically
significant pairwise differences at α = 0.05 were that 11-lbl
was more accurate than both 11-three and 1-lbl.

Looking at the sizes, we see that the three most informative
setups all use only two categories. Interestingly enough, 11-
lbl, in addition to being the most accurate setup, also produced
the tightest intervals. Here, the statistical tests show a fairly
large number of statistically significant pairwise differences,
see below.

• 1-lbl vs. 3-four
• 1-lbl vs. 11-three
• 1-lbl vs. 11-four
• 3-lbl vs. 3-four
• 3-lbl vs. 11-three

• 3-lbl vs. 11-four
• 11-lbl vs. 3-four
• 11-three vs. 3-four
• 11-lbl vs. 11-three
• 11-lbl vs. 11-four

Specifically, it must be noted that all setups using only
two categories produced significantly smaller intervals than
all setups using more than two categories. Summarizing this
experiment, the main result is that in order to produce accurate
and informative models, many neighbors (here 11) should be
used together with the basic label-based taxonomy with only
two categories, i.e., just the prediction label. In fact, intro-
ducing more categories than two, trying to benefit from more
fine-grained taxonomies, turned out to be clearly unsuccessful.

We, finally, make a direct comparison between the trans-
ductive and the inductive setting. Starting with accuracy, we
see in Table IV below that the transductive variant produced
significantly more accurate Venn predictors for every setup.

TABLE IV. COMPARISON BETWEEN INDUCTIVE AND TRANSDUCTIVE

VENN PREDICTORS - ACCURACY

Neighbors k=1 k=3 k=11
Categories Label Label Four Label Three Four
Setting Tra Ind Tra Ind Tra Ind Tra Ind Tra Ind Tra Ind
colic .718 .702 .752 .747 .745 .742 .793 .773 .777 .714 .793 .769
creditA .777 .760 .782 .777 .782 .774 .793 .782 .781 .735 .793 .779
diabetes .704 .694 .736 .724 .736 .720 .742 .739 .718 .701 .742 .736
german .704 .704 .704 .703 .701 .700 .704 .702 .703 .704 .703 .698
haberman .721 .717 .720 .712 .715 .710 .706 .705 .720 .717 .707 .705
heartC .757 .754 .799 .796 .799 .788 .831 .827 .798 .791 .831 .817
heartH .774 .778 .806 .805 .801 .790 .827 .826 .811 .807 .823 .813
heartS .766 .765 .814 .807 .814 .796 .838 .831 .809 .795 .838 .823
hepati .781 .803 .849 .814 .839 .833 .847 .839 .837 .818 .825 .827
iono .866 .857 .843 .838 .913 .897 .825 .823 .881 .857 .881 .875
je4042 .680 .683 .720 .713 .712 .705 .704 .723 .744 .690 .713 .713
je4243 .641 .618 .643 .624 .633 .616 .627 .597 .560 .578 .621 .584
kc1 .736 .734 .730 .732 .755 .741 .736 .738 .741 .742 .737 .736
kc2 .760 .743 .775 .759 .769 .762 .795 .775 .758 .770 .793 .771
liver .611 .596 .643 .600 .633 .602 .630 .610 .627 .587 .626 .608
mw .921 .920 .921 .911 .918 .910 .917 .909 .914 .918 .915 .908
pc1req .700 .627 .655 .620 .617 .604 .707 .639 .588 .569 .695 .608
sonar .865 .843 .852 .816 .844 .804 .748 .724 .737 .720 .739 .719
spectf .794 .790 .794 .789 .793 .776 .793 .779 .792 .787 .790 .771
ttt .799 .784 .790 .758 .789 .757 .859 .909 .734 .880 .859 .918
wbc .926 .929 .943 .946 .950 .946 .950 .949 .949 .946 .948 .947
vote .791 .799 .852 .835 .846 .837 .854 .849 .841 .844 .853 .844
Mean .763 .755 .778 .765 .778 .764 .783 .775 .765 .758 .783 .771
Mean Rank 1.23 1.77 1.09 1.91 1.00 2.00 1.14 1.86 1.32 1.68 1.09 1.91

Table V below shows the corresponding comparison be-
tween the transductive and the inductive variants regarding
interval sizes. Interestingly enough, the intervals produced by
the transductive Venn predictors were smaller on all data sets
for every setup evaluated.

TABLE V. COMPARISON BETWEEN INDUCTIVE AND TRANSDUCTIVE

VENN PREDICTORS - INTERVAL SIZES

Neighbors k=1 k=3 k=11
Categories Label Label Four Label Three Four
Setting Tra Ind Tra Ind Tra Ind Tra Ind Tra Ind Tra Ind
colic .007 .019 .006 .019 .013 .037 .006 .019 .010 .028 .013 .038
creditA .004 .010 .003 .010 .008 .019 .003 .010 .004 .014 .006 .019
diabetes .003 .009 .003 .009 .007 .017 .003 .009 .004 .013 .006 .017
german .003 .007 .003 .007 .007 .015 .003 .008 .004 .008 .006 .017
haberman .009 .023 .010 .029 .021 .063 .010 .028 .011 .032 .019 .059
heartC .008 .022 .008 .022 .018 .044 .007 .022 .010 .033 .014 .044
heartH .009 .023 .007 .023 .018 .045 .007 .023 .010 .034 .015 .045
heartS .009 .024 .008 .024 .018 .049 .007 .024 .011 .036 .016 .049
hepati .016 .042 .014 .049 .033 .089 .014 .047 .023 .059 .031 .096
iono .006 .019 .006 .019 .013 .038 .006 .019 .009 .028 .012 .040
je4042 .009 .024 .009 .024 .022 .049 .008 .024 .013 .036 .019 .049
je4243 .007 .018 .007 .018 .016 .037 .007 .019 .012 .027 .017 .039
kc1 .002 .006 .002 .006 .005 .011 .002 .006 .003 .008 .004 .016
kc2 .007 .018 .006 .018 .014 .036 .006 .018 .011 .027 .014 .038
liver .007 .019 .007 .019 .014 .040 .007 .020 .010 .028 .014 .045
mw .007 .018 .007 .028 .014 .047 .008 .021 .006 .018 .010 .047
pc1req .024 .062 .025 .062 .056 .130 .021 .063 .046 .091 .061 .138
sonar .011 .032 .010 .031 .021 .063 .010 .032 .015 .047 .021 .065
spectf .009 .025 .009 .025 .019 .067 .010 .027 .012 .027 .016 .059
ttt .003 .007 .002 .007 .005 .014 .002 .007 .003 .010 .004 .017
wbc .005 .014 .005 .014 .010 .028 .005 .014 .006 .022 .009 .028
vote .005 .013 .004 .013 .009 .026 .004 .013 .006 .019 .008 .025
Mean .008 .021 .007 .022 .016 .044 .007 .021 .011 .029 .015 .045
Mean Rank 1.00 2.00 1.00 2.00 1.00 2.00 1.00 2.00 1.00 2.00 1.00 2.00
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Based on this direct comparison, it is obvious that when us-
ing kNN as the underlying model, there is no reason to employ
the inductive setting; in fact the transductive Venn predictors
were significantly more accurate and produced significantly
tighter prediction intervals.

V. CONCLUDING REMARKS

This paper has presented a large-scale evaluation of Venn
predictors using nearest-neighbor classifiers as underlying
models. The empirical investigation clearly confirmed the
capabilities of Venn predictors as probabilistic predictors;
the probability estimates were extremely well-calibrated and
the prediction intervals very tight. The main result of the
study is, however, that it is beneficial for both accuracy and
informativeness to use the basic (i.e., label-based), taxonomy,
instead of more elaborate alternatives producing more fine-
grained categories. Regarding the number of neighbors, k=11
turned out to be better than the very local options of k=1 or
k=3.

Finally, in contrast to previous results using other un-
derlying models, a direct comparison between transductive
and inductive Venn predictors showed that the transductive
approach obtained significantly higher accuracy and produced
significantly tighter prediction intervals.

Directions for future work regarding Venn predictors with
lazy learners as underlying models include comparing the
label-based taxonomy to techniques where the taxonomies
are not explicitly described before the experimentation starts,
but instead optimized run-time. Specifically, so-called Venn-
ABERS predictors [15], use isotonic regression on the scores
from the underlying model to produce the categories.
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TABLE I. QUALITY OF ESTIMATES

Neighbors k=1 k=3 k=11
Categories Label Label Four Label Three Four

Est Acc Diff Est Acc Diff Est Acc Diff Est Acc Diff Est Acc Diff Est Acc Diff
colic .714 .718 -.005 .751 .752 -.001 .750 .745 .005 .792 .793 -.001 .774 .777 -.003 .790 .793 -.003
creditA .775 .777 -.002 .782 .782 .000 .780 .782 -.002 .793 .793 .000 .780 .781 .000 .793 .793 -.001
diabetes .704 .704 .000 .734 .736 -.002 .733 .736 -.003 .740 .742 -.002 .716 .718 -.001 .739 .742 -.002
german .703 .704 -.001 .703 .704 .000 .703 .701 .002 .703 .704 .000 .703 .703 .000 .703 .703 .000
haberman .719 .721 -.002 .719 .720 -.001 .717 .715 .002 .722 .706 .016 .719 .720 -.002 .722 .707 .015
heartC .754 .757 -.004 .795 .799 -.004 .793 .799 -.006 .826 .831 -.005 .795 .798 -.003 .824 .831 -.007
heartH .771 .774 -.003 .804 .806 -.003 .803 .801 .002 .825 .827 -.002 .810 .811 -.002 .823 .823 .000
heartS .762 .766 -.004 .812 .814 -.002 .810 .814 -.004 .835 .838 -.003 .808 .809 -.001 .833 .838 -.005
hepati .804 .781 .022 .845 .849 -.004 .844 .839 .005 .841 .847 -.006 .837 .837 .000 .841 .825 .017
iono .863 .866 -.003 .840 .843 -.003 .906 .913 -.007 .821 .825 -.004 .877 .881 -.004 .876 .881 -.005
je4042 .678 .680 -.002 .720 .720 .000 .717 .712 .005 .702 .704 -.002 .738 .744 -.006 .718 .713 .004
je4243 .636 .641 -.005 .641 .643 -.003 .645 .633 .012 .622 .627 -.005 .579 .560 .019 .627 .621 .006
kc1 .735 .736 .000 .736 .730 .006 .754 .755 -.001 .741 .736 .005 .741 .741 .000 .742 .737 .006
kc2 .759 .760 -.001 .774 .775 -.001 .779 .769 .009 .790 .795 -.005 .768 .758 .010 .789 .793 -.004
liver .614 .611 .003 .640 .643 -.003 .640 .633 .006 .627 .630 -.003 .623 .627 -.004 .626 .626 .001
mw .918 .921 -.002 .918 .921 -.002 .919 .918 .001 .920 .917 .003 .923 .914 .008 .921 .915 .007
pc1req .694 .700 -.006 .645 .655 -.010 .645 .617 .029 .700 .707 -.007 .610 .588 .022 .706 .695 .011
sonar .861 .865 -.005 .847 .852 -.005 .847 .844 .004 .744 .748 -.003 .733 .737 -.004 .746 .739 .007
spectf .792 .794 -.002 .792 .794 -.002 .789 .793 -.004 .792 .793 -.001 .791 .792 -.001 .791 .790 .001
ttt .798 .799 -.001 .789 .790 -.001 .788 .789 -.002 .857 .859 -.002 .732 .734 -.002 .856 .859 -.002
wbc .925 .926 -.002 .941 .943 -.002 .948 .950 -.002 .948 .950 -.002 .947 .949 -.002 .951 .948 .003
vote .790 .791 -.001 .851 .852 -.001 .852 .846 .006 .853 .854 -.001 .839 .841 -.002 .852 .853 -.001
Mean .762 .763 -.001 .776 .778 -.002 .780 .778 .003 .782 .783 -.001 .766 .765 .001 .785 .783 .002

TABLE III. INTERVALS AND ACCURACIES

Neighbors k=1 k=3 k=11
Categories Label Label Four Label Three Four

Low High Size Acc Low High Size Acc Low High Size Acc Low High Size Acc Low High Size Acc Low High Size Acc
colic .710 .717 .007 .718 .748 .754 .006 .752 .743 .757 .013 .745 .789 .795 .006 .793 .769 .779 .010 .777 .784 .797 .013 .793
creditA .773 .777 .004 .777 .780 .783 .003 .782 .777 .784 .008 .782 .792 .795 .003 .793 .778 .782 .004 .781 .790 .796 .006 .793
diabetes .703 .706 .003 .704 .732 .736 .003 .736 .730 .736 .007 .736 .738 .741 .003 .742 .714 .718 .004 .718 .736 .742 .006 .742
german .702 .705 .003 .704 .702 .705 .003 .704 .700 .706 .007 .701 .702 .705 .003 .704 .701 .705 .004 .703 .700 .706 .006 .703
haberman .714 .724 .009 .721 .714 .724 .010 .720 .707 .728 .021 .715 .718 .727 .010 .706 .713 .724 .011 .720 .713 .731 .019 .707
heartC .749 .758 .008 .757 .792 .799 .008 .799 .784 .802 .018 .799 .822 .829 .007 .831 .790 .800 .010 .798 .817 .830 .014 .831
heartH .767 .776 .009 .774 .800 .808 .007 .806 .794 .812 .018 .801 .822 .829 .007 .827 .805 .815 .010 .811 .816 .831 .015 .823
heartS .758 .767 .009 .766 .808 .816 .008 .814 .801 .818 .018 .814 .831 .838 .007 .838 .802 .813 .011 .809 .825 .840 .016 .838
hepati .796 .812 .016 .781 .838 .852 .014 .849 .828 .861 .033 .839 .834 .847 .014 .847 .826 .849 .023 .837 .826 .857 .031 .825
iono .860 .866 .006 .866 .837 .843 .006 .843 .900 .912 .013 .913 .818 .824 .006 .825 .873 .882 .009 .881 .870 .882 .012 .881
je4042 .673 .682 .009 .680 .715 .724 .009 .720 .706 .728 .022 .712 .698 .706 .008 .704 .731 .744 .013 .744 .709 .727 .019 .713
je4243 .633 .640 .007 .641 .637 .644 .007 .643 .637 .653 .016 .633 .619 .626 .007 .627 .573 .586 .012 .560 .618 .635 .017 .621
kc1 .734 .736 .002 .736 .735 .738 .002 .730 .752 .756 .005 .755 .740 .742 .002 .736 .739 .742 .003 .741 .740 .744 .004 .737
kc2 .756 .763 .007 .760 .771 .777 .006 .775 .771 .786 .014 .769 .787 .793 .006 .795 .763 .773 .011 .758 .782 .796 .014 .793
liver .611 .618 .007 .611 .636 .643 .007 .643 .632 .647 .014 .633 .624 .631 .007 .630 .618 .628 .010 .627 .619 .633 .014 .626
mw .915 .922 .007 .921 .915 .922 .007 .921 .912 .926 .014 .918 .916 .924 .008 .917 .920 .926 .006 .914 .916 .926 .010 .915
pc1req .682 .706 .024 .700 .633 .658 .025 .655 .617 .673 .056 .617 .689 .710 .021 .707 .587 .633 .046 .588 .675 .737 .061 .695
sonar .855 .866 .011 .865 .842 .852 .010 .852 .837 .858 .021 .844 .739 .749 .010 .748 .725 .740 .015 .737 .736 .757 .021 .739
spectf .787 .796 .009 .794 .787 .796 .009 .794 .780 .798 .019 .793 .787 .797 .010 .793 .785 .797 .012 .792 .783 .799 .016 .790
ttt .797 .799 .003 .799 .787 .790 .002 .790 .785 .790 .005 .789 .856 .858 .002 .859 .730 .733 .003 .734 .854 .859 .004 .859
wbc .922 .927 .005 .926 .939 .943 .005 .943 .943 .953 .010 .950 .946 .950 .005 .950 .944 .950 .006 .949 .946 .955 .009 .948
vote .788 .793 .005 .791 .848 .853 .004 .852 .847 .857 .009 .846 .851 .855 .004 .854 .836 .842 .006 .841 .848 .857 .008 .853
Mean .758 .766 .008 .763 .773 .780 .007 .778 .772 .788 .016 .778 .778 .785 .007 .783 .760 .771 .011 .765 .777 .793 .015 .783
Mean Rank 2.73 4.25 1.95 3.07 5.91 3.45 1.45 2.68 3.86 4.34 5.09 3.20
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