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Abstract 
With the significant advancements taking place in the last three decades in the 

field of Information Technology (IT), we are witnesses of an era unprecedented to 

the standards that mankind was used to, for centuries. Having access to a huge 

amount of data almost instantly, entails certain advantages. One of which is the 

ability to observe in which segments of their expertise do scientists focus their 

research. That kind of knowledge, if properly appraised could hold the key to 

explaining what the new directions of the applied sciences will be and thus could 

help to constructing a “map” of the future developments from the Research and 

Development labs of the industries worldwide. 

Though the above statement may be considered too “futuristic”, already there 

have been documented attempts in the literature that have been fruitful into using 

vast amount of scientific data in an attempt to outline future scientific trends and 

thus scientific discoveries. 

The purpose of this research is to try to use a pioneering method of modeling text 

corpora that already has been used previously to the task of mapping the history 

of scientific discovery, that of Latent Dirichlet Allocation (LDA) and try to 

evaluate its usability into detecting emerging research trends by the mere use of 

only the “Abstracts” from a collection of scientific articles. 

To do that an experimental set is being utilized and the process is repeated over 

three experimental runs. 

The results, although not the ones that would validate the hypothesis, are showing 

that with certain improvements in the processing the hypothesis could be 

confirmed. 
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1. Introduction 
This chapter will be providing the background information about this research 

work along with its goals, limitations and its outline. 

 

1.1 Background 

Technological forecasting (for the rest of this document abbreviated as TF) is the 

field that tries to make use of the available knowledge and the recent discoveries 

and use that knowledge as a mean to outline the future discoveries/breakthroughs 

and trends in the field of technology [1]. 

The benefits of correctly predicting the future trends in technology are numerous 

and can lead anyone who yields them to perform the correct actions in order to 

ensure that he has the competitive advantage once those technologies become 

broadly available [1]. 

There have been several different methodologies and frameworks developed that 

can be used to conduct the task of TF. Regardless, of their approach though all of 

them share a common characteristic, and that is that their results are highly 

dependent to the quality and/or amount of the documents/data that they use as 

input [1]. The impressive leaps information technology has made in the last 

decades such as (Web 2.0, Broadband connections etc.) has made possible that 

great amounts of valid information are accessible and available to an 

unprecedented degree. This makes the prospect of having better and more reliable 

predictions using TF much greater than before.     

The inspiration about this paper stemmed from the scientific article in Shibata et 

al. [2]. In that article the scholars perform a comparative study between three 

different types of citation network building techniques and they employ the 

resulting networks to detect emerging scientific fields via using a method based on 

citation networks they have developed and described in detail in their paper 

entitled “Detecting emerging research fronts based on topological measures in citation networks 

of scientific publications” [3] . Although, according to the scholars the results are 

“beneficial”, in the conclusions of that research paper they suggest that a semantic 

similarity analysis based on textual data ”may have the potential to detect emerging research 

fronts earlier and more precisely.” By that phrase the scholars prompt the reader to test 

whether the replacement of the citation network analysis used by them, with a 

method based on semantic similarity could prove more efficient. Motivated by 

that, I started researching further the work of other scholars in the field of 

technological forecasting in an attempt to see which researchers tried that 

alternate path of using a scemantic methodology instead of one based on a 

citation network. This research unveiled three interesting things: 1) There already 
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existed other attempts to conduct technology forecasting using semantic 

methodologies and 2) Regardless of the method used, a decisive factor of whether 

or not that method will be able to detect disrupting fields is what will be used as 

input data to those methodologies described in 1). 3) There has been no research 

on whether abstracts taken from scientific articles hold sufficient information to 

make them valuable input to methods like the ones on 1).  

This is what this research thesis that is conducted as part of the requirements for 

obtaining the MSc degree in information engineering and management, aims at 

exploring: To try and test whether using the abstracts of a corpus consisting of 

scientific articles as input to a semantic method, is sufficient to conduct 

technological Forecasting. 

 

1.2 Purpose and research questions 

There exist several methods that attempt to conduct TF using as input textual data 

and then applying a semantic similarity method on them. However, all of the 

related works that were found make use of entire documents (such as patent 

documents, scientific articles etc.) as input despite the fact that scientific articles 

have abstracts that should hold the “condensed” information of the contents of 

the scientific article. The only relevant work that utilizes abstracts was found on 

[4], but in that publication the scholars use abstracts in order to construct research 

networks not for the purposes of TF. 

If abstract of scientific articles could be proved to hold enough information so as 

to be used as an input to conduct TF they would hold certain advantages over 

other forms of input. Firstly, their size is significantly smaller than that of any 

other input used in the current literature, which would make their processing 

significantly faster and less resource demanding. Secondly, the abstracts of 

scientific articles, hold only the key innovation each scientific article introduces, 

without distracting information (e.g the “relative works” section almost every 

scientific article holds in each body by definition). 

This thesis will try to fill in a gap that was outlined in the literature review. Which 

is the examination of whether scientific articles abstracts could successfully be 

employed as input data to one of the semantic similarity methods, more 

specifically the semantic similarity method will be Latent Dirichlet Allocation due 

to its visual representation of its results which makes their assessment easier. 

Scholars have already investigated the use of Latent Dirichlet Allocation as the 

method of choice to conduct TF (e.g. on [5]) however there is no previous 

attempt to use abstracts of scientific articles for this analysis.    
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The purpose of this research work can be summarized in the following research 

questions: 

1. 
How can existing methods to conduct TF be categorized in terms 
of the data they use as input and the way they approach the 
problem? 

  

2. 

How successful are these methods at conducting TF. Is any one of 
the identified method categories more efficient, in terms of 
precision and speed, than the use of any other method categories 
as the scholars in [2] suspect? 

  

3. 
How effective is the combination of LDA with an input of 
scientific articles abstracts for technological forecasting. 

  

4. 
How effective/usable are abstracts of scientific articles as input to 
Technological Forecasting methods. 

1.3 Limitations 

This research attempts to test a method that relies on generative statistical model 

(namely: Latent Dirichlet Allocation) applied on scientific articles abstracts and 

measure its performance on the task of Research Fronts detection for the field of 

Technological forecasting. Improving the methodology to make it more suitable 

for the task is outside the scope of this thesis.  

1.4 Outline 

 The rest of this document is structured as follows: 

Chapter 2, presents a literature review in which TF and all the other related terms 

used in literature are presented and analyzed, along with the different method 

families that are used to implement it. Furthermore, it presents the theories that 

will be later employed and mentions any previous work on the field and its results. 

Chapter 3, will explain the methodology that will be used in this work. It will 

present and analyze all the underlying theories along with the experimental setting 

(Dataset and its processing) and will define the criteria for judging whether the 

experiment was successful or not. 

Chapter 4, will analyze the results and decide whether or not the research 

hypothesis was fulfilled. 

Chapter 5, will be the conclusion of this thesis. 
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2. Theoretical background 
The following chapter is dedicated to presenting the results of our literature 

review in the field of Technological Forecasting, Technology Mining and the 

methods employed to conduct those. 

2.1 Technology Forecasting 

Technology forecasting (TF), is the forecasting that tries to identify changes in the 

technology itself in contrast to other forecasts that employ technology to achieve 

results [6]  . What TF essentially stands for is that it “… applies to all purposeful and 

systematic attempts to anticipate and understand the potential direction, rate, characteristics and 

effects of technological change, especially invention, innovation, adoption, and use.” [7]. TF tries 

to use effectively available information with the purpose of understanding the 

trends and direction to which scientific research is headed. Its purpose is to 

predict, in a way, the direction and pace of changes that will be conducted in 

technology. 

Technology Forecasting belongs to a set of methods that are also known as 

“Future oriented tech analysis methods” (FTA Methods).  FTA Methods are a set 

of different approaches, that all aim to assess decision makers. Due to the fact that 

FTA Methods frequently use exactly the same thought process, tools and 

algorithms to reach the desired result, its oftentimes a bit hard to distinguish the 

different methods that exist from each other, a fact that was also observed by the 

scholars in [6].  

The ability to identify emerging technologies can greatly benefit critical decision 

making choices in a multitude of levels from multinational ones to individual 

organization choices [7]. For example through TF a company can decide which 

investments should progress immediately to benefit from them. 

According to the authors of [6], one can find several different terms in literature 

that all essentially mean the same or as the authors of the book phrase it 

eloquently “Technology forecasting activities masquerade under many names”. 

Below follows a list with all the difference activities that came across our literature 

review and they all are different aspects of TF that differentiate in details such as 

the intended users, the application environment etc.   

2.1.1 Competitive Technological Intelligence (CTI) 

When TF is applied from smaller scale companies, and is also affected by other 

factors like the degree to which other smaller scale companies are able to imitate 

the TF process or the rate in which advertisement was used to showcase that TF 

is being conducted from a smaller scale company, it is called oftentimes in related 

literature as Competitive Technological Intelligence (CTI or TI) [7] . CTI usually refers to 

the process of converting the information that was acquired during the initial 
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stages of whichever technology forecasting method was used  into usable 

intelligence. The companies that perform CTI aim at identifying early emerging 

technologies that belong to their area of interest, and identify areas in the 

competitive landscape with low or no competition. The scholars in [8] identify three 

primary resources for CTI those are 1) Databases (which include compiled, 

filtered and organized R&D information  along with business and socioeconomic 

information in their context) 2)Internet (which offers current and illustrated 

technical information along with current and illustrated business and 

socioeconomic information ) and 3) Human Knowledge (Which refers to the 

technical expertise along with business and context expertise) 

2.1.2 Foresight 

Foresight is the TF that is adapted by public institutes and states. Its purpose is to 

ensure that desired developments will be achieved. To succeed in that, foresight 

mainly relies on certain policy implementations to accommodate future 

technological developments [9]. 

2.1.3 Impact assessments 

Impact assessments refers to a class of studies conducted to measure the 

environmental and social effects the adaptation of a new technology will have 

upon its introduction [9].  

2.1.4 Risk Assessment 

Risk assessment refers to the aspect of technology forecasting that is concerned 

with the dangers that a certain technological adaptation may entail. Usually this 

kind of forecasting is met in food and drug industries where any new technologies 

are tested and assessed thoroughly before becoming the norm [9]. 

2.1.5 Technology Roadmapping  

Technology Roadmapping (TR) is another form of TF that was initially 

introduced by Motorolla [10], with TR they attempt to achieve alignment between 

technology and innovation and it used the stakeholders (experts) opinion as an 

input. The process on its own was later reported to be used by other organizations 

and governments.  Roadmapping has two discrete components, the application 

and the resulting roadmap. The end result, what is named roadmap, is a summary 

of science and technology plans in the form of maps. 

It has been noted that Roadmapping is more likely to succeed when applied 

directly after a thorough threat identification cycle. It is worth mention that the 

process that leads to the construction of the roadmap (the first component as 

analyzed above) usually needs the establishment of extensive communication 

channels and dialogs from all the stakeholders. All those communications are 
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probably more valuable than the resulting tangible roadmap for the organization 

[10].       

 

2.2 Technology (Tech) Mining 

Tech Mining is a term coined by Alan L. Porter in [11]. By that term Porter 

describes the process in which information is gathered through text-mining 

techniques from patent databases and scientific publication databases (later in [8] 

the term is extended to also include Web acquired material e.g. blogs), in order to 

enrich and enhance the R&D decision making process (for instance, towards 

which research path should the funds be given etc.). In essence, tech mining is a 

framework that outlines some specific phases and provides guidelines to conduct 

technological forecasting. 

 In another article the same scholar [12] identifies the key elements in Tech 

Mining. According to that article there are 8 key elements that affect the Tech 

Mining process for delivering documented experience to support R&D 

management. Those are: 

1) The Tech innovation process model. Which is an abstract concept that includes 

all the empirical knowledge and intangible knowledge indicators that can be 

harnessed to assist in a successful innovation process. Those include, but are not 

limited to, any study or process that has been documented to be used to drive 

technological innovation.  

2) Future-oriented technology analysis methods. With this the scholar refers to 

methods to conduct technological forecasting along with methods to assess the 

result. This means that this element has a broader definition than the definition 

analyzed earlier on this thesis.  

3) R&D Data selection. This element shows the importance that the right choice 

of data plays to ensure a successful Tech Mining. This is in direct relation with the 

aforementioned Tech Innovation process model, meaning that the process model drives 

how successful the source that will be chosen to for R&D Data will be 

4)   Data treatment, this key element describes the importance of data pre-

processing and cleaning to ensure exclusion of noisy and wrong results. Especially 

in the current Big Data era, where the vast mass of data available is rarely obtained 

in structured formats and its credibility is always in question and needs to be 

verified. 

5) Analytics, meaning all the spectrum of different text mining methods that can 

be utilized to the R&D dataset. 
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6) Information representation, which decides how the results are to be transmitted 

to the decision makers. This is also crucial element, because if the results are not 

transmitted in a comprehensible way the decision makers may miss critical and 

important results that the Tech mining process unveiled. 

7) Innovation indicators. Meaning the successful identification from the results of 

the process of any disruptive technological indicators that can be harnessed to 

gain advantage over competition to introducing an innovative tangible or 

intangible product. 

8) Well-informed R&D management, meaning the active interest of the end-user 

for the information that will be provided by the process and expressed through a 

“request”. That translates to the engaged human factor in the process, the 

stakeholder that initiated the TF process and who is the one that needs to take its 

results actively into account and proceed to either another loop of the process, 

with the necessary modifications or to further actions, if the results of the 

preceding loop where considered successful.  

The following figure 1 depicts how the eight key elements affect the tech mining 

process and into which time sequence they do that based on the work found in 

[12]. In essence, we can see that the established tech innovation process model 

affects the tech mining process in all of its stages. This is denoted by the slate that 

includes all of the Tech Analysis methods and it is expected, given the fact that all 

of them are different in different chronological periods (e.g Tech Analysis 

methods back in the 1980s were different to the one’s now). Correspondingly, the 

set of all the Future Oriented Tech Analysis methods, consists (with some 

variations) of the same sub processes, and this is denoted by a slate of its own 

(slate number 2). 
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Looking at the main part of the figure and starting in a time sequence from left to 

right we first see the Input of the framework which is the Input text data that can 

be any valid document input as analyzed above (e.g patent documents) due to the 

fact that input is a corpus of texts, the shape used is one to resemble those 

text/document corpuses, and it’s the shape of a cylinder to denote that they are 

stored in some form of a database. Next, we have the three action stages of the 

framework which are denoted by a rectangle shape and are the processing of the 

input data. The result is the documentation of any identified innovation indicators 

which leads to the improvement of the decision processes. The last shape of the 

diagram denotes the feedback loop this framework has in place. In particular, 

should the resulting Innovation Indicators be deemed insufficient/wrong the 

decision makers can make modification to any part of the process and repeat it. 

For instance, by choosing another form of Data Input, or another way of 

analyzing those data etc. This is denoted in the schema by the arrows in the base 

of it.  

 

 

Figure 1Tech Mining process in a sequence context 
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The method used on this thesis and analyzed on the third chapter, can be loosely 

connected to the Tech Mining framework. Analytically, there are parts of the 

methodology this thesis uses which would fall in one of the 8 key elements this 

framework suggests. For instance, the method in this thesis had discrete steps to 

outline the input data, preprocess them, conduct an analysis into the and represent 

the results in a certain way. All of these steps are described in chapter three. This 

shows that although generic and abstract, the tech mining framework does a good 

job of describing, at least to a certain part, a lot of TF sets. 

Tech Mining attempts to outline the research landscape. By the term research landscape 

we refer to the dynamic and ever-developing composition of research fields that 

relate with each other in complicated, and often, hardly predictable, ways. [13]. 

The traditional way used by research managers and other stakeholders with a duty 

to make decisions, usually relies to the intuition and the expertise of the decision 

maker, which, is irreplaceable according to [13] regardless of how successful TF 

methods become.  

Traditional, human-based outlining of the research landscape and the consequent 

decision making, though important and irreplaceable, displays certain weaknesses 

that could be addressed by an automated, machine centered method. More 

specifically: expert decisions may “suffer” from being subjective and from being 

prone to personal opinions or biases (Not always the case though). Moreover, the 

systematic archiving of the reasons and the contexts that lead to the decisions is 

very difficult. Lastly, suitable and qualified experts are rare and that makes their 

services relatively expensive to acquire. [13]  

2.3 TF Methods and their categorizations 

Due to the many advantages that an early detection of research trends holds, 

(which have already been outlined earlier in this work) there are several attempts 

of researchers to suggest methods that succeed in the early detection of research 

trends and consequently to TF. As a result, there exists extensive bibliography for 

the interested reader.  

Literature review outlined certain categorizations that can be identified in the 

methods that are used for TF.  

A first categorization of TF methods is according to what approach the method is 

following. There have been methods focusing on the actual text of the input 

documents (which we will be calling data methods), like the ones employed in  

[13], in that publication the scholars extract certain keywords that are regarded as 

significant for a research field based solely on a metric they devised. And methods 

that have been using bibliometric/citation network techniques. The latter 
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ones, focus on exploring the network that is built by treating each publication as a 

node on its own accord, and do not make use of the actual textual content of the 

publication, but rather only the research field this publication belongs to. This way 

a network that depicts the current technological landscape emerges and can be 

further examined. One example of such an approach can be found in [3] where 

the scholars attempt to identify disruptive research fields based on a citation 

network approach. Another interesting display of citation networks use, though 

not towards conducting TF, can be found in [14], [15]. 

Another major classification unveiled by the literature review was the type 

sources/input that the tech forecasting method uses. The following four 

categories of sources were found: 

I. Expert opinion. The opinions of leading experts in a field are gathered and 

are used to conduct tech mining upon. 

II. Scientific Papers. The methods that use scientific papers as an input (as is 

the one presented into this study) assume that any emerging sciences will 

be first depicted into the scientific papers that the scholars of each field 

write. 

III. Patent Documents. The methods that are based on patent documents as an 

input work over the assumption that patents are the best indicators for 

which area of research is to be developed more in the future. 

IV. Blog Texts. The methods that follow this approach are based into the 

perspective that blogs are more objective since they are not biased from 

the opinion of a selected few and also that they are more up-to-date than 

any other form of input since they are basically a snapshot of the current 

state of technology in a day to day period [16] 

Literature review revealed no work that compares the aforementioned input 

methods to deem whether one of them stands out compared to the rest of them.  

In the following paragraphs we will present some of those methods in their 

original form or the amalgam in which they were used to perform TF. The 

following list is not ranked in any way, we present only the methods we consider 

more essential out of all of the methods we found. 

 

2.3.1 Delphi method 

One of the older methods developed for forecasting is the Delphi Method. It was 

introduced on [17] and it is a method that uses the expert opinion as an input to 

perform TF. According to one of its creators Delphi’s purpose was to evoke and 

merge group opinions. The basic parts of Delphi are the following: The person 

who organizes the study is responsible for the gathering of the group of 
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participants who need to be experts on the field under research. The organizer 

then composes a questionnaire of statements to which the group of experts rate 

the degree of their agreement to each of them. The group responses are gathered 

and the facilitator then gives feedback to the experts individually, telling them how 

their responses came compared to the rest of the group and then the experts are 

allowed to refine their statement. This process continues in cycles until it is 

considered that the group reaches consensus based on a statistical threshold. [18] 

2.3.2 Rolling Cluster Algorithm 

These method was introduced in [19] and belongs to the bibliometric/citation 

network analysis methods. Moreover its one of the methods that use scientific 

articles as an input to perform tech mining. This method first divides the 

publications to chronological “buckets” based on the period they were published 

and then it uses the citation network clustering algorithm Streemer [20] to create 

clusters of knowledge communities based on citation, and then uses those clusters 

as input to an algorithm which results to categorizing those clusters to what the 

scholars name “foreground” and “background” clusters which essentially means, 

clusters that are strictly consisting of authors and journals on a specific field are 

considered “foreground” while articles that do not clearly fit into a cluster are 

considered “background” this results to the ability to view at which chronological 

period a bucket was created, and whether or not it continued to exist in the next 

chronological period. Finally, the scholars perform a manual analysis to the 

resulting clusters based on their growth and the uniqueness of the vocabulary the 

texts of the articles of each respective cluster have, in order to see whether those 

clusters will produce significant results in the future.  

2.3.3 Blog Analysis 

The method of utilizing blog entries to conduct tech mining was encountered in 

in [16] . The scholars there, argue that the use of blog texts ensures the earliest of 

indicators are taken into account, since blogs become directly available without 

any juridical restriction. Moreover, blogs have a high probability of containing 

group refined wisdom, meaning that they are not subject to individual biases since 

they usually have heterogeneous authors that write independently. Another 

advantage according to those scholars, is that blogs are including the general 

public opinion which is entirely different than what traditional tech mining text 

sources can offer (scientific articles, patent articles). As a result they devised a 

method specifically tailored to use as input the text from blogs. In that, the 

scholars run the input blog texts through an analysis, to recognize what they call 

“technology maturity connotations”, which is a set of maturity related terms. To 

identify the maturity related terms they chose a specific technology lifecycle 

model, and they chose which terms define clearly each of the states that model 

describes. Consequently, they expand that set of terms to include more similar 
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terms that could be used in the input blog texts to phrase the same technology 

maturity state. Finally, through a formula, based on the number of occurrences of 

each of those terms they assess to which phase of maturity the technology defined 

in the input blog text belongs to.  

2.3.4 Combination of Methods 

Apart from the attempts to detect emerging research fields through the usage of a 

single method, literature review revealed several attempts towards this end that 

employ a combination of the aforementioned methods with others, or the usage 

of statistical methods to this field. The combination is achieved by approaching 

TF with an amalgam of data analysis and citation networks. Those works 

presented encouraging results, thus it is considered essential that some of them are 

mentioned at this stage. 

First, the scholars at [13] use a combination of bibliometric and taxonomy 

creation methods to try and locate early research indicators. 

Another attempt and the one that is the closest (almost inversed) to the method 

that will be tested here is presented in [5] 

2.3.5 TF Methods Limitations 

Literature review revealed several categories of methods that can be used to 

conduct tech mining. However all of them have their advantages and 

disadvantages. Literature review suggested that the limitations of each method 

stem from the weakness cause by the quality of its input data rather than whether 

the analysis of that input was data driven or citation-network based. In that way, 

the methods that are based in expert opinions (e.g Delphi) are prone to all the 

errors that a subjective expert’s behavior could introduce to them. On the other 

hand, methods that use text inputs (blogs, scientific articles, patents) due to their 

use of quantitative methods are deemed capable of conducting tech mining only 

from a macro perspective. 

2.4 Text Corpora Modeling 

In the following paragraphs there will be presented an explanation as to what the 

phrase “modeling of text corpora” means along with an enlistment of the 

different methods that can be employed to conduct it and some of the 

applications in which it is being used. The reason behind the need to present this 

is that the LDA that is used in this thesis is one way of modelling text corpora. 

Additionally, text corpora modelling methods are extensively used by the TF 

methods that belong to the data driven category that was presented previously, 

because they present a mean of modelling the data needed by those methods. 
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2.4.1 Definition 

The phrase “text corpora modeling” is used to describe any method which when 

used is capable to receive a natural language text as an input and produce a 

representative model of it as an output. The need for the development of such 

methods emerged from the fact that computers are unable to be used efficiently in 

locating specific documents of interest within a huge collection than if those 

documents remained into their Natural Language Form. Any method that can 

produce a representation of a document could be named as a “text corpora 

modeling” methodology. 

2.4.2 Methods of Text Corpora Modeling 

To further clarify the definition mentioned above, some characteristic methods of 

text corpora modeling will be shortly described here, as a paradigm. 

2.4.2.1 Tf/Idf 

One of the most massively known and used methods of text corpora modeling is 

Tf/Idf described in [21]. With this method a collection of texts (documents) can 

be modeled to be represented by a document-term number. The number is a 

calculation of the frequency of the term in said document divided by the inverse 

frequency of the term in the entire collection (certain normalizations may apply). 

As a result a huge collection of documents can be represented by a matrix 

consisting of documents, terms and the tf-idf score of each document for each 

term. Although the method has displayed good results in retrieval experiments 

(meaning it is successful in modeling text) it has certain weaknesses mainly due to 

each simplicity, therefore its not performing well in polysemy or on synonym 

detection neither on concept detection, making it an unsuitable method for 

modeling large document collections (at least in its simple form) [22] 

 

2.4.2.2 LSI 

 Latent Semantic Indexing (LSI)(also known as Latent Semantic Analysis, LSA) 

was introduced in [23]. This method uses a matrix of terms by documents those 

terms are met in, which then it decomposes using singular vector decomposition 

(SVD) to receive as an output a latent semantic structure model. This way each 

document of a text corpora, can be represented by a k-dimension vector that is 

the derivative of the SVD process, in which k varies and is chosen by the person 

applying the method. By producing such a vector for each document in a text 

corpora, the relevance of a document to another can be assessed. The advantages 

of LSI are that it can address synonymy problem and that it succeeds in using very 

few space to store the vectors of large collections. Additionaly, it is capable of 

showing relations even between two documents that do not share a single term in 

common.  The disadvantages this method has is that due to representing each 
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word in a document with a single point in space, severe distortion may occur due 

to a word ending up being related to meanings that it shouldn’t have in specific 

cases. 

2.4.2.3 pLSA 

Probabilistic Latent Semantic Analysis (pLSA) is a method introduced in [24] it is 

also known as „aspect model”. pLSA suggests that each document consists of 

words that represent a sum of different topics and that each document can thus 

be modeled as a probability distribution on a list of fixed topics. As a result, 

through unsupervised learning, each document in a corpus is modeled with a list 

of numbers that display its relativity to the fixed list of topics that was used for 

training. The disadvantages of the pLSA method are that its used parameters may 

grow to extreme numbers in large collections of corpora, which may lead to 

overfitting. Furthermore, there exists no guidance on how probability should be 

assigned to topics outside the training set. [25]. 

2.4.2.4 Explicit Semantic Analysis (ESA) 

This is a method that it was introduced through the work in [26] the novelty of it 

is that it regards the text corpora of a document not like a „bag of words”, as all 

of the above methods do. To succeed in that the scholars construct and utilize 

what they call a “feature generator”, the purpose of which is to link each word in a 

document to the Wikipedia (www.wikipedia.com) article that is most relevant to it 

and use that to understand the concept of the word. After that they scale up, to 

use the concept identified in the first run, to assign a concept to each document’s 

sentence and finally to identify which concept relates more to a document overall 

[27]. 

2.5 Topic Models (LDA) 

Due to the heavy reliance of this paper in the Latent Dirichlet Allocation Method 

that was used, it is considered of utter importance that at this stage an overview of 

the methodology is given, along with an analysis of the statistical models that pose 

its foundation, so that the reader is able to understand the experimental setting 

that will be defined later. 

2.5.1Bayesian statistics 

Bayesian statistics is another alternative to conducting statistical studies than the 

classic way of frequency based statistics “Repeat an experiment N times and based 

on the frequencies of each distinct result , draw conclusions”, and the greater the 

N the greatest the confidence on the conclusions. 

Bayesian statistics on the other hand try to calculate the size of how certain we are 

over an event occurring e.g: What is our belief that event X will happen based on 

our data that we have collected. 



 - 21 - 
 

By utilizing Bayesian analysis we manage to shape an uncertainty over a fact as a 

probability distribution over of several different values for the fact. 

A rough overview of how Bayesian analysis is usually implemented, is the 

following: 

1. A probability model that takes into account all the observable and 

unobservable quantities is set, we try to make it as consistent as 

possible to the problem knowledge and the data that has been 

collected this far. 

2. The model is being conditioned on the observed data, that includes 

the calculation of the posterior probability for the unobserved 

quantities conditional on the already observed data. 

3. Evaluate on whether the chosen model (and consequently, the 

underlying distribution) fits and if it does what are the implications 

of that on the posterior. 

The name of this statistical approach is taken by the Bayes Theorem, which is 

depicted in formula (1) 

 

 𝑝(𝜃|𝑦) =
𝑝(𝑦, 𝜃)

𝑝(𝑦)
=

𝑝(𝑦|𝜃)𝑝(𝜃)

𝑝(𝑦)
 (1) 

 

Which basically states that the probability of θ given y can be calculated if we 

know the probability of y given θ and the individual probabilities of θ and y. Bayes 

Theorem is deduced by a number of statistical axioms presented in formulas (2) to 

(5). So for the probability of p(θ|y ) we assume that  

 
𝑝(𝜃|𝑦) ≠ 0, 𝑓𝑜𝑟 𝑎𝑙𝑙 𝜃, 𝑦 

 
(2) 

 
𝑝(𝑦|𝑦) = 1, 𝑓𝑜𝑟 𝑒𝑣𝑒𝑟𝑦 𝑦 

 
(3) 

 
𝑝(𝜃 ∪ 𝑓|𝑦) = 𝑝(𝜃|𝑦) + 𝑝(𝑓|𝑦), 𝑤ℎ𝑒𝑛 𝜃𝑓𝑦 = ∅ 

 
(4) 

 
𝑝(𝜃|𝑓𝑦)𝑝(𝑓|𝑦) = 𝑝(𝜃𝑓|𝑦) 

 
(5) 

 

From the aforementioned axioms and most specifically from the (5) one, the 

Bayes theorem is easily proven. [28] 
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The theorem can be described in a more verbal way as the scholar in [29] puts it in 

the formula shown in (6): 

 𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 =
𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 𝑥 𝑝𝑟𝑖𝑜𝑟

𝑒𝑣𝑖𝑑𝑒𝑛𝑐𝑒
 (6) 

 

 

2.5.1.1 Applications of the Bayes Theorem 

The elegant way in which the Bayes theorem connects the evidence with the 

observations (known as posterior) and the unique probabilities, allows for its 

utilization (in Bayesian statistics) to provide the solution in two problems: 

1. The inference of what latent factors lead to the set observations we have at 

hand 

2. To calculate the probability to observe specific facts given the history of 

previous observations 

The first problem is known as estimation problem and the second one as 

regression problem. [29] 

In such a way the Bayes theorem allows the creation of statistical models in which 

we try to identify underlying data patterns that lead into specific results and also 

what changes must be conducted in order for certain circumstances (priors) to 

produce certain desirable results (posteriors). 

2.5.1.2 Bayesian hierarchical models 

The basic Bayesian model assumes that the distribution which the prior utilizes is 

known however oftentimes that is not the case. There are several instances in 

which what the prior distribution could be is affected by a number of other 

parameters. For those cases the Bayesian hierarchical models were introduced. 

Those models insert another level into the existing Bayesian model by positing 

that there is another distribution which affects the possibilities of the prior 

belonging to one distribution. When the distribution of the prior is affected by a 

certain parameter that parameter is called a hyperparameter. Adding this extra 

level in the original model though is a very complex procedure, and any extra level 

after that, thus in the literature we usually observe only two level hierarchical 

models. [28] 

2.5.1.3 The concept of conjugacy in Bayesian models 

As mentioned before, Bayesian statistics manage1 to connect the probability 

distributions of the observations, or priors, to the probability distribution of the 

results, or posteriors. Oftentimes though the distributions of observable 

posteriors are intractable meaning they do not allow us to utilize them to infer 
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the priors, and this is mainly due to them being distributions of integrals. To 

address this problem we utilize what is known as conjugate families, these are 

distribution families which the prior of a likelihood is a distribution that results in 

a posterior distribution with identical functional form as the form of the prior, 

although with different parameters. This allows us to simplify the calculations by 

giving a closed form expression to the posterior enabling in this way the 

calculations. This simplification permits the inference to take place, though it is no 

longer considered to be an exact inference but rather an inference known as 

approximate inference. 

An extra advantage of the use of conjugate families in Bayesian statistics is that 

oftentimes they can provide insights on how the likelihood function affects a prior 

distribution. This is achieved through the expression of the posterior as the prior 

with specific observation counts. 
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2.5.2 Latent Dirichlet Allocation (LDA) model 

LDA is a “generative probabilistic model” introduced by Blei et al, in [25]. LDA 

posits that documents can be represented by random mixtures of hidden topics in 

which each topic can be defined by a distribution over words. In other words, the 

LDA model declares that each document came into existence from a combination 

of topics each of which had a preexisting probability to be chosen and each topic 

being a distribution over words, each word with a specific probability   

2.5.2.1 LDA Generative process 

LDA is a generative model, which means that it assumes that each Document in a 

Corpus has been generated/created with the following process. 

1. The definition of a vocabulary, that consists of all the words that will be used 

to create a document for the corpus 

2. The definition of a number K of distributions over those words (which from 

now on and within the model will be called topics). Each topic holds every 

term from the vocabulary with a certain probability, regardless how small that 

probability is. 

3. The creation of a distribution over the topics, which in essence denotes the 

possibility over each topic to be selected (How likely is for a topic to be 

selected to provide the next word of the document.) so that one word can be 

picked out of its distribution. 

4. For each document that will be included in the corpus under creation the 

following process is followed: 

4.1. Pick the topics that will be included in the document 

4.2. For each word in the document under generation: 

4.2.1. Pick one of the included topics based on the topic probability 

4.2.2. Pick one word from the distribution of that topic, based on the 

probabilities of each word. 

5. Assign that word to the document and repeat the process from step 3 until all 

the words for the document have been selected. 

6. Once the document is created, move to the creation of the next document 

until the corpus is full. 
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In Figure 2 the reader can see an example of how LDA considers the topics from 

which a document gets generated. Each of the colored rectangles represents one 

of the topics that can be chosen, based on a probability distribution, to provide 

the next word that is being generated for the document. Consequently, each of the 

topics has a list of words, each one with each own probability to be selected 

compared to the other words that constitute the topic 

 

2.5.2.2 LDA as an Unsupervised Learning model 

From the above description of the generative process of the model it is easily 

deducted that the LDA process described above (and used in this thesis) belongs 

to the models that are called unsupervised learning models. This is true due to 

the way in which LDA assigns the topics to each document, and creates the topic 

clusters with absolutely no prior knowledge of what topics each document 

contains but rather by identifying patterns of words that coexist and form a topic. 

It should be noted, that there exist variations of supervised LDA modeling 

developed as well, the reader can refer to [30] for the supervised alternative of 

LDA introduced by the creator of the LDA. 

 

Figure 2Simplistic depiction of what LDA considers Topics (numbers represent probability of a 
word to be picked) 
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2.5.2.3Graphical representation of LDA  

A graphical representation for the LDA model is given below in Figure 3 

 

 

Figure 3 LDA Graphical Representation 

Figure 3, is an adaptation of the schema that is used to depict LDA across 

literature by several scolars. [25] [29]  

In the above Figure the grey plate (number 1) represents the document plate, the 

yellow one (number 2) represents the word plate and the green one (number 3) 

the Topic plate. The nodes, α and η are the hyperparameters that allow the 

hierarchical aspect of this bayesian model. βk are the topics , each of those k β’s is 

a distribution over terms that is considered a topic. θd is the topic proportion per 

document, meaning that from the k topics only some will be chosen to give the 

words for the document under generation and θd represents that. zd,n is the topic 

assignment meaning that each of the topics that were selected to be in the 

document, has a certain probability to be selected to produce a word. wd,n 

(number 4) is the resulting generating word which was chosen out of one of the 

topics. 

 

2.5.2.4 LDA Application 

It is clear from the above that LDA is a Bag of Words type of model, since it 

posits that word order and position in a document are insignificant with the topics 

from which the document is generated. 
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The real value of the model lies in the inference it offers. Specifically, assuming 

that the above process was utilized to produce a corpus of documents (which is a 

fairly valid assumption in a corpus in which the stop-words have been removed, 

as the model’s creator said in one of his lectures “Picture a text in which you have 

‘shaken’ its words, the result wouldn’t be far from what LDA would produce”) 

offers us the opportunity to regard the corpus of the documents as the posterior 

from which we will infer the topics from which the documents were generated. 

 

 

2.5.2.5 Inference in the LDA 

The distribution that is the posterior of the hidden variables in LDA, once 

normalized and marginalized over the hidden variables is the following formula 7: 

 
𝑝(𝑤|𝛼, 𝛽) =

𝛤(∑ 𝛼𝑖𝑖 )

∏ 𝛤(𝛼𝑖)𝑖

∫(∏ 𝜃𝑖
𝛼𝑖−1

𝑘

𝑖=1

)(∏ ∑ ∏(𝜃𝑖𝛽𝑖𝑗)𝑤𝑛
𝑗

) 𝑑𝜃

𝑉

𝑗=1

𝑘

𝑖=1

𝑁

𝑛=1

 

 

(7) 

 

In which: θ is the topic mixture, z is the set of topics, w is the set of words and 

α,β are the hyperparameters 

This function is proven to be intractable as per due to the co-existence of the 

operators θ and β in the summation part of it. [31] [25]. This makes exact 

inference impossible. However there is a series of different algorithmic 

approaches that allow approximate inference to be achieved in LDA. To do that 

we assume that one of these algorithmic approaches was used in the prior and 

resulted in the posterior, enabling thus inference to occur. These are briefly 

presented here: 

2.5.2.5.1  Laplace approximation 

This approximation works with the following algorithm: For the function we try 

to approximate we assume a global maximum exists, we then use Taylor 

expansion to the logarithm of the function under investigation over said peak, and 

then we use an unnormalized Gaussian distribution to approximate this newly 

created distribution, finally by normalizing the Gaussian approximate distribution 

we manage to achieve an inference approximation of the initial distribution. [32] 

2.5.2.5.2 Variational approximation 

Also known as Mean-field variational expectation maximization, this approximation 

works with the following algorithm: Select a family of distributions over the latent 

variables with its own variational parameters, then find which of those presents 
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the tightest lower bound to the distribution we attempt to approximate and use 

that distribution as a proxy to conduct inference upon. [25] 

2.5.2.5.3 Expectation propagation 

This method was introduced by the scholars at [33]. It was introduced as an 

alternative to the Variational approximation, and its creators claim it holds higher 

accuracy than the Variational approximation method. This method works 

iteratively, it utilizes inclusion and deletion to simplify the distribution under 

approximation by removing one of its terms, it then uses the resulting distribution 

as starting point to iterate through the algorithm again. 

2.5.2.5.4 Markov Chain-Monte Carlo 

Markov Chain – Monte Carlo(MCMC) is a combination of two distinct numerical 

methods called Markov Chain and Monte Carlo respectively. 

The Concept of the Monte Carlo integration is used in order to allow the 

calculation of the Bayesian expectation, Monte Carlo can be located in several 

different forms, from the crude form of it to others with multiple refinements. 

Monte Carlo is a fairly accurate method, especially in higher dimensions, but it is 

usually utilized only as a last resort method, especially due to its high toll in 

performance and computation costs. [28] 

Markov Chains are models of memoryless systems that shift from one state to the 

next one randomly without persisting their state, the only criteria that affects its 

next stage is whether or not that state is “connected” in the chain with its current 

one. What describe Markov Chains is the transition probability which is the 

probability on state has to jump into another state. [28]  

Gibbs Sampler 

The Gibbs Sampler is a specific case of Markov Chains. It was first introduced by 

the scholars in [34] as an approach to Image Restoration. It basically assumes that 

the sampling was conducted in groups of dependent values, which belong in the 

same Markov Chain state. So, both the variables begin with an initial value and 

then one of the values is sampled based on the conditional probability it has to the 

other values and the data, and the value it receives becomes the one to be used to 

sample the other variables for the first iteration and so on, until all of the variables 

have been sampled and the next state of the Markov Chain [5] has been reached.  

Since Gibbs Sampler is the method of choice for the inference part in this paper, 

it is considered important to analyze a bit further how Gibbs sampler is used to 

conduct inference specifically in the LDA model. Gibbs sampler was first utilized 

in combination with the LDA model to infer topics used in papers by the scholars 



 - 29 - 
 

of [35] and in that paper, they showed that using Gibbs Sampler can be faster and 

equally reliable with other methods. 

In the sampler that will be used in this paper, not all of the hidden variables that 

LDA uses will be taken into account, more specifically the collapsed Gibbs 

Sampler presented in [29] will be used, this means that only the topics and the 

terms will be considered hidden variables, and more specifically the term will be 

the posterior and the topic that it was drawn from, while the proportion and the 

components of the sample can be considered simple statistical data of the 

association of the hidden variable. 

2.6 Reasoning for the methods of choice of this thesis 

After having presented all the characteristics of LDA, it is deemed important to 

reason on why LDA was chosen as the semantic similarity method, and also why 

Gibbs Sampler was the sampler of choice for the LDA in this work. 

Scholars in [36] display how LDA is preforming equally well with other semantic 

similarity methods on tasks of word to word, sentence to sentence and document 

to document similarity. However, the main reason that made LDA the method of 

choice for this thesis was not it performance, but its output, the resulting topics 

are visually compelling and allow for the relatively easy visual assessment of the 

results in this specific context, which is to assesσ whether or not abstracts hold 

enough information for TF. 

Gibbs sampler choice was made for 2 reasons 1) as the scholars in [35] showed, 

Gibbs Sampler is faster and equally reliable with other methods and 2) because of 

the existence of several quality implementations of it freely available online.  
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3 Methodology 

3.1 Process Overview 

This study is conducted based on an experimental methodology. As the scholars 

in [37] state an Experimental Setting is often the method of choice for researchers 

that aim on unveiling underlying, cause and effect questions. The reason behind 

selecting Experimental Research Design for the purposes of this work have to do 

with the nature of the research question. Defining whether or not scientific 

abstracts hold sufficient information to conduct TF is not a question that can be 

answered with any of the methods that employ expert opinion (e.g survey,focus 

groups, Delfi method) because although the target group could be individuals in 

industry that conduct TF, it would be next to impossible to find a large enough 

NSize in the specific industry that we examine that would have studied all the 

abstracts that we examine and be able to express a valid opinion. Also, a case 

study could be a potential method used, however it was outside the context of this 

work to locate a company specialized in the field with an R&D department willing 

to commit to the proposed usage of scientific articles for TF. 

In this paper we will be utilizing an experimental research design and for that 

reason it is deemed important to briefly present and overview of that scientific 

research method below. 

3.2 Experimental Research Design 

The core of Experimental design is “hypothesis checking”, that means that a 

logical process is followed in order for the researcher to be able to deduce a link 

from general principles to particular instances. To do that the researcher handles 

variables. There exist two types of variables the independent, meaning the 

variables the researcher controls, and the dependent, meaning the ones whose 

value fluctuates based on the value of the independent value. The reliability of the 

Experimental research design method can be ensured through the detailed 

documentation of the experimental process and conditions so that it can be 

replicated. Regarding validity, the experimental design can produce results with 

high internal and external validity or low, the factor that controls that is the setting 

in which the experiment is conducted. For instance, sealed lab experiments have 

high internal validity.   

There are 3 major Experimental Research Design Archetypes 

a) The true experiment, which is the “classic” experiment on which the 

variables are randomly assigned to groups (groups that are exposed and 

control groups that are not exposed to the independent variable.) The 
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benefit of the true experiment is its high internal validity compared to 

other research designs. Also, it is one of the most optimal research 

methods for causal link investigations 

b) The pre-experimental research designs, are a simpler version of the true 

experiment, in the pre-experimental research design though there are no 

control groups defined or any form of randomization. This form of 

experimental design is not considered as powerful or as valid as the true 

experiment, however the scholars in [37] acknowledge that oftentimes 

these designs are the only option due to the nature of certain hypothesis 

that are being checked. 

c) The quasi-experimental research designs are in the middle between the 

previous mentioned options. The way they are organized is that they do 

have the form of groups but do skip the randomization part of them. 

This paper will be following the pre-experimental form of the experimental 

research design and most specifically the One-shot case study. The dependent 

variables will be the Latent topics from which the corpus of abstracts was 

generated, and the independent variables of this experimental design are the 

following parameters: α,β,iterations,words/topic,topics all of which are the input 

parameters of the JGibbsSampler, which is the inference method that will be 

applied to the corpus of abstracts and from which the latent topics will emerge. 

The effect that each of this parameter has to the method has been analyzed in a 

different part of this paper . This is deemed as the only experimental design 

appropriate for a study of the nature of this paper, the validity of it, although low 

due to the research design chosen, can be greatly improved in future iterations of 

the same method in another variable group. More specifically, the internal 

validity of the suggested experimental design is medium to high as the observed 

emerging topics change depending on the values that the independent variables 

hold. The external validity is low due to the nature of the research method as 

stated in [37], the one-shot case study research method “has little scientific 

validity”   

The Research questions that will be attempted to be answered have already been 

presented in the first chapter of this thesis, but will be repeated here for ease of 

the reader: 

1. 
How can existing methods to conduct TF be categorized in terms 
of the data they use as input and the way they approach the 
problem? 

  

2. 
How successful are these methods at conducting TF. Is any one of 
the identified method categories more efficient, in terms of 
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precision and speed, than the use of any other method categories 
as the scholars in [2] suspect? 

  

3. 
How effective is the combination of LDA with an input of 
scientific articles abstracts for technological forecasting. 

  

4. 
How effective/usable are abstracts of scientific articles as input to 
Technological Forecasting methods. 

 

For research questions 1 and 2 the answer was provided in chapter 2 of this thesis. 

The answer to research questions 3 and 4 will be given through the following 

experimental set: A large number of articles that belong to the same research field 

will be obtained, their abstracts will be analyzed using term extraction techniques 

and the resulting terms will be used to create yearly topic models, those topic 

models will then be manually examined to check whether the topic models that 

were identified in the first years lead to more research in specific fields in the 

following years. 

An optical representation of the overall process that was followed in this 

experimental set is given in Figure 4. In that figure the rhombus shape steps 

denote the sub-processes that were conducted in each phase of the experiment, 

while the rectangle shape denotes the artefacts produced during this process 

(green color was used to note the final artifact, while blue to note an artefact that 

was the result of one sub-process and the input of another). Also the input 

parameters that consist the independent variables for each experimental run are 

shown as an input before the LDA inference is conducted 
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The experimental setting presented above will be answering the following 

hypothesis: 

Abstracts of scientific articles can be used to conduct TF on a method based on LDA. 

To assess the hypothesis, we will be examining whether the topics we identified in 

earlier years lead to further disruptive topics in the coming years given the fact 

that we are already aware of the disruptive fields in the industry of Lithium 

Batteries. Consequently, being able to provide answers to Research Questions 3 

and 4. 

 In the upcoming sections (3.3 and on) an analysis of the major phases of the 

experiment will be presented 

3.3 Articles Search 

For the purposes of fulfilling the aforementioned experimental set of this project, 

a dataset consisting of scientific articles that will allow the test of the hypothesis is 

needed. 

Figure 4 Depiction of the experimental set used in this paper 
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In order to, verify that this method provides results it is important to employ a 

research field and a technology that actually was disruptive, at some point in the 

past. That way we will be able to see whether investigating the abstracts of the 

scientific articles on that area prior to the breakthrough discoveries would have 

resulted in an early detection of the breakthrough technology. After consideration, 

the research field that was chosen was that of Energy/Fuels  and more specifically 

its subcategory of means to store energy. The reason is that we are fully aware of 

the breakthroughs that occurred in that field in the past  decades (1977 to 1989) 

and we want to check whether these breakthroughs will become apparent when 

analyzing the abstracts of that time. 

More specifically the method would be considered successful if it was able to 

identify either the tendency of the research community towards rechargeable 

battery development (before their actual development) or  major breakthroughs 

that lead to the commercial production of Li-ion batteries with high efficiency like 

the following: 

• The electrochemical intercalation of lithium 

• The use of Lithium Cobalt Oxide (LiCoO2 )as the positive electrode and 

Lithium as the negative electrode for a rechargeable battery. 

• Combination of spray pyrolysis technique with ball-milling method 

The above two points were taken from consulting works of scholars of the field 

like [38] [39] and [40] 

The Database used to retrieve the scientific articles was Thomson Reuters Web of 

Knowledge. The reason behind this choice is that this specific database offers a 

great volume of scientific articles in a wide range, but most importantly, the ability 

to download all the needed article information for this experiment (Abstract text 

and year of publication) in XML format that can be easily parsed. 

The query that was used was the following: 

Lithium OR Battery 

And the resulting dataset consisted of 132437 articles. 

It should be noted that the search asked for articles published between 1970 and 

2007. It is significant that the years from 1970 to 1990 most of the articles either 

did not had an abstract or at least that abstract was not distinguished in a proper 

way from them. The following diagram shows a correlation between the number 

of articles, and abstracts that we retrieved per year. 
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As a result, we will only be using for our experiments articles published later than 

1990. 

3.4 Term Extraction 

After the acquisition of the dataset, the acquired abstracts where processed to 

produce the body of the terms of the research. 

The processing was done as follows: First the acquired articles were categorized 

by year of publication (in order to see whether the resulting topics have any 

resemblance and show any tendency to a certain topic), consequently, a stop word 

filter was applied to each of them, along with a sign filter (parenthesis, commas 

etc.).Removal of stop words from the abstracts is considered a necessity and it is 

common practice among scholars of the field [19]. By the term “stop words” we 

identify all the common words in the English dictionary that hold no real value to 

the contents/concept of a text (e.g. articles). 

Once the abstracts were cleaned of stopwords the first artefact of this set, which 

was a Collection of terms from article’s abstract, was produced and was used as an input 

to the  JGibbsLDA tool to extract the topic distributions in each of the 

experimental runs and assess the results. 

 

3.5 JGibbsLDA 

Since JGibbsLDA was the tool of choice for the analysis, it is important to state 

some of its functionality at this point. 

JGibbsLDA was developed by the scholars [41]. It is an implementation in Java of 

the LDA. It uses a Gibbs sampler for parameter estimation and inference.  

Figure 5 Depiction of articles and abstracts retrieved per year. 
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JGibbsLDA requires its input in a special format which, in this case, was 

developed in the previous step of the data cleaning. 

For its inference, it takes as parameters the following values: 

1. Hyperparameters α,β, their role being analyzed in the LDA model 

2. The number of iterations that will be ran 

3. The number of words per topic 

4. And the number of topics we want to generate 

 

3.6 Experimental runs 

There will be conducted 3 separate experimental runs each with a different set of 

hyperparameter, number of iterations words per topic and topics extracted. The 

resulting identified topics for each year will then be manually checked to assess 

whether they unveil a certain tendency to a scientific discovery that was 

considered a breakthrough in the field in later years, like the ones mentioned in a 

previous section. 

In the following paragraphs we will be mentioning the set of independent 

variables used in each of the experimental runs. 

Run #1 

Parameters used in JGibbsLDA: 

α=0,5 

β=0,1 

iterations: 300 

words/topic : 10 

topics: 10 

The results of this run can be located in the Appendix 1.1 
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Run #2 

Parameters used in JGibbsLDA: 

α=0,5 

β=0,1 

iterations: 300 

words/topic : 5 

topics: 5 

The results of this run can be located in the Appendix 1.2 

 

Run #3 

Parameters used in JGibbsLDA: 

α=0,5 

β=0,01 

iterations: 300 

words/topic : 5 

topics: 5 

 

The results of this run can be located in the Appendix 1.3 
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4 Results and Discussion 

4.1 Experiment results 

In this section, we will present the results in relation to the research questions that 

were formed earlier. 

4.1.1 Run #1 

As can be seen in the results in Appendix 1.1, there is not a clear convergence of 

any topics towards a possible breakthrough. 

Furthermore, two extra issues are apparent with the results. First of all, although a 

stop-word filter was applied the resulting topics included „noisy” terms that 

deemed their labelling erroneous. For instance, terms like the following: “©”,”+/-

“ etc. are appearing so often to the analyzed abstracts that LDA identified them as 

terms important enough from which topics arise. Secondly, another problem is 

observable, it is apparent that several of the identified topics belong to another 

scientific domain and not to the researched one. As an example, the recurring 

topic that consists of the terms like” patients” and “treatments” are obviously 

from another scientific domain. 

From the above it is safe to say that the first experimental run was not successful 

in identifying any of the expected underlying disruptive fields. 

4.1.2 Run #2 

In this run it was attempted to reduce both the number of topics and the number 

of words per topic. The decision to do that was made in an attempt to lose the 

“noisy” words that were identified in the first run, with the intention to only 

include the truly significant words of the abstract. This change resulted in some 

more refined results as can be seen in Appendix 1.2. However, again, a clear topic 

convergence was not apparent. Also, the same “noisy” terms can be observed, 

albeit less frequent than in the first run. Additionally, this run again identified the 

same, irrelevant to the research field topics that belong to medical research fields 

(e.g. patients, treatment etc.) but it is observable that they are less frequent than in 

the first run, which can be regarded a positive effect. Moreover, topics more 

specific to the research field were not surfacing (e.g. angstrom, structure, lithium). 

From the above it is safe to say that the second experimental run was not 

successful in identifying any of the expected underlying disruptive fields. But it 

was more successful than the first experimental run in terms of noise. 

4.1.3 Run #3  

Since the reduction of words per topic gave slightly better results in the second 

experimental run, in this run it was decided to keep the same words per topic and 
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reduce the β hyperparameter, to make it smaller. According to [29] this change in 

that hyperparameter should provide even smoother results. 

Once again, it can be observed that in this run we again have topics with “noisy” 

terms appearing. Additionally, the topics that belong to the medical field are also 

apparent in this run. And it can be observed that although some topics do seem to 

hold some important terms that could show a tendency to a research field (e.g 

terms like “IoN” etc.) those topics containing those terms are not appearing 

consistently over the years making it impossible to consider them as emerging 

disruptive fields. 

From the above it is safe to say that the third experimental run was not successful 

in identifying any of the expected underlying disruptive fields. 

4..2 Result Discussion 

The assessment of the results of the three experimental runs makes it possible to 

answer the two pending research questions 3 and 4. 

For research question 3, we can confirm the findings that we already had from the 

literature review, and that is that LDA is an exceptionally good method to be 

utilized at the core of any Data centered TF attempt. LDA presents the topics in a 

very compelling way visually [42]. In addition, it can be used as a semantic 

similarity method to outline clusters of documents in more wide themed 

collections (a case we did not delved into in this thesis) making itself immensely 

useful. Additionally, we believe that it can be used further in combination with 

citation methods to conduct TF much like the scholars in [5] presented. 

Regarding research question 4, as described in the previous section, it is not 

possible to conclusively identify researching trends and disrupting fields using 

scientific abstracts as an input. That does not mandatorily end the probability of 

abstracts being used as an input in TF methods, since we were able to identify 

some unique characteristics that need to be accounted for in any TF attempt that 

uses scientific abstracts as an input. Moreover, regardless of the unique 

characteristics that an input of abstracts has, the experimental runs did unveil 

some topics that approached the expected results. This means that the research 

question on whether or not abstracts hold enough information to be used as input 

on a TF set remains yet to be further tested. 

4.3 Findings on unique characteristics of Abstract used input 

In the following paragraphs we will be describing the observations that were made 

within the used methodology and which point towards unique characteristics that 

should be taken into account for any future work that used Abstracts as an input 

to Technological Forecasting methods. 
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4.3.1 Stop word filter ineffective for use with Abstracts 

Looking through the experimental results, it is obvious that although a generic 

stopword filter was used, for this specific dataset (scientific abstracts) it was not 

enough. As a result, the identified topics included terms that consisted of scientific 

symbols, years of publication, name of the publishing organization etc. that should 

have been filtered out before the process. Additionally, words that predominate 

the scientific domain that is being researched should also be filtered out. In the 

experiment that this project examines for instance, words like “battery” and 

“lithium” that were the ones used in the retrieving query should be filtered out, as 

they add no value to the identified topics. 

4.3.2 Result disambiguation due to broad query 

Another problem that was observed to the results of the experimental run was 

that several of the identified topics belong to an entirely different domain, that of 

medical sciences. For instance, the below recurring topics (Figure 6 taken from 

the Apendix Section): 

 

 

 

 

 

 

 

 

The reason for this behavior is that one of the terms that were considered 

important and were included in the query is a predominant term to another 

scientific domain. More specifically, Lithium is also used as a treatment for 

patients that suffer from specific psychological conditions (e.g. Bipolar disorders). 

As a result, including that term with an “OR” logical operator to our query 

allowed for a great portion of scientific articles that were retrieved to be irrelevant 

to the scientific field under examination and consequently to affect the results by 

making LDA infer topics of no use to this paper’s research target. 

Figure 6 Example of resulting irrelevant to the domain, topics 
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4.4 Suggested Future work and Improvements   

Although these experimental runs did not provide a definite answer on whether or 

not abstracts can be used as an input to a TF method to identify disruptive 

research fields. We believe that the possibility should be further examined due to 

the advantages that a possible input of abstracts would hold compared to the 

entirety of the scientific article (smaller size that leads to faster processing times, 

and focused information to the point without “distractions”) 

We strongly believe that regardless of the input used, LDA is an extremely 

promising methodology to be used in TF and should be considered more by the 

scholars in the field. 

The following paragraph present several suggestions for improving the suggested 

methodology in future works that use abstracts from scientific articles as an input. 

Furthermore, some general suggestions for methodologies that aim to identify 

emerging research fields, regardless of the form of input, are presented.  

4.4.1 Stop word filter refinement 

As described already, a generic stop word filter is inadequate for the task, to that 

end we believe that in future attempts of utilizing abstracts for TF, the stop word 

filter should be tailored specifically to the case under examination. Terms that 

predominate the research field should be excluded from that. Additionally. Subject 

matter experts could be interviewed to further improve the filter by removing 

terms that are expected to lead to noisy results. This will lead to an improved 

quality of document collection that can be used as an input to LDA, and we 

expect that it will present improved results. 

4.4.2 Query Optimization 

From the results, we observed that the query used fetched articles from an 

irrelevant scientific field. To that end, if the proposed method is to be used, the 

query that will be employed needs to be refined and tested. It needs to use the 

proper logical operators and be more specific to ensure that only articles from the 

scientific field under examination are retrieved. 

Scholars that aim to conduct TF, regardless of the method of choice they use, 

would greatly benefit from an optimized query that will result in a “clean” 

document collection to be processed. 

4.4.3 Monosemy and Polysemy  

Although in this experimental run this was not observed. We anticipate that TF 

methods need to be further improved to account for Monosemy and Polysemy 

which are two common ambiguities observed within Information Retrieval. 

Monosemy is “when two senses of a given word (or derivation) are distinct.” 
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While Polysemy is when “two senses of a word are related in that they share 

membership of a sub-suming semantic classification. ” [21] [43]. The method that 

is suggested in this paper, in its current state, is not “insulated” against those two 

phenomena. As a result, we suggest that measures be taken to ensure that those 

phenomena do not affect the method results by retrieving irrelevant abstracts to 

the scientific field under review. Literature review showed that there exist several 

solutions proposed to overcome this problem. We would suggest maybe an 

incorporation of the ontology based solutions that are proposed by the scholars in 

[44]. 

4.4.4 Further improvement of results 

Another improvement that we consider feasible and worth researching is the 

possibility to further filter the returned abstracts prior to their processing by 

applying a filter to exclude abstracts that would not hold significant breakthroughs 

by default. To accommodate that, we suggest the insertion of an impact factor 

filter. Impact Factor is a common measure to assess the importance of a 

publication holding a scientific article. This metric was introduced by the scholar 

in [45]. And although it has been subject to criticism [46] [47], we would argue it 

would be valuable to examine whether it could improve the method presented in 

this paper.  

4.4.5 Association with patents 

The work presented at this paper examined abstract of scientific articles. 

However, as presented in earlier sections of this document, there are other 

alternative input methods that can be used. We believe that a combination of 

patent documents and scientific abstracts as an input, would present better results. 
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5. Conclusion 
This thesis suggested an innovative input to the Technology Forecasting methods, 

that of Abstracts if scientific articles. 

The research done in this work managed to provide two categorizations for the 

existing Technology Forecasting methods, based on extensive literature review. 

Additionally, this work outlined the unique challenges that should be taken under 

consideration in any future attempt to utilize abstracts of scientific articles as an 

input to conduct Technology Forecasting. 

Technology forecasting can clearly provide a great advantage to any scientific field 

it is successfully applied upon and the advantages that a use of abstracts as an 

input to its methods, makes the possibility of using Abstracts of scientific articles 

on it, a very attractive option. 
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Apendix 

Appendix 1.1 topics per year identified from the first experimental 

run 

 

Figure 7 Results of experimental run one 
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Appendix 1.2 topics per year identified from the second experimental 

run 

Appendix 1.3 topics per year identified from the third experimental 

run 

 

Figure 8 Results of Experimental run two 

Figure 9 Results of Experimental run three 


